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RLAIF and Fine-grained Preferences



RLAIF

• RLHF works well, but requires extensive human data


• Can LLMs be used to provide preferences?


• …and why would we expect that to work?

Lee, Harrison, et al. “RLAIF: Scaling reinforcement learning from human feedback 
with AI feedback." arXiv preprint arXiv:2309.00267 (2023).



How to extract preferences?
• Prompt structure: 


• (1) Preamble instructions 


• (2) Few-shot exemplars (optional)


• (3) Sample to annotate


• (4) Ending (e.g. “Preferred response =“)


• Answer: logprobs of “1” and “2” tokens


• Positional bias: present both ways and average logits


• Length bias can be an issue as well



RLAIF



Direct RLAIF

• Have LLM output a reward instead of a preference


• Prompt: “You are an expert summary rater. Given a TEXT and a SUMMARY, 
your role is to provide a SCORE from 1 to 10 that rates the quality of the 
SUMMARY given the TEXT, with 1 being awful and 10 being a perfect 
SUMMARY.”, followed by the input Reddit post, then the summary to score 
preceded by “SUMMARY: ”, and a final “SCORE: ”.



Direct RLAIF



LLM self improvement?

•Generate multiple responses 

•Score each response

• Train on reweighted / filtered responses

Generally saturates after a few rounds when the verification/generation gap closes 



Why does LLM supervision work?

Verification is easier than generation?

Discrimination and generation are  
decoupled in LLMs?



Process-based supervision

Lightman, Hunter, et al. "Let's Verify Step by Step." arXiv preprint arXiv:2305.20050 (2023).



• Domain: MATH dataset


• They released a human dataset, 
PRM800K, which contains 800K 
step-level labels across 75K 
solutions to 12K MATH problems

Hendrycks, Dan, et al. "Measuring mathematical problem solving 
with the math dataset." arXiv preprint arXiv:2103.03874 (2021).

Domain and dataset



Summary of results
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Results



Hypothesized benefits of process supervision

• Better credit assignment


• More human-interpretable: makes LLM “reason like” a human


• Possibly more correct: directly optimizes for reasoning rather than a proxy 
(e.g. getting the right answer for the wrong reason)


• Better empirical sample efficiency/performance



Are binary labels enough?

Challenges with standard RLHF binary preference 
data collection process: 

○ Holistic and therefore conveys limited 
information 

○ Difficult for human annotators to compare 
overall model responses when outputs contain 
a mix of undesired behavior 

○ No information about which aspects of the 
output influenced the human preference 

○ Different people may agree on all fine grained 
aspects, but disagree on weighting and 
therefore overall rating!

https://openai.com/research/instruction-following

Slide credit: Tuhina Tripathi



Fine-grained RLHF

The proposed framework enables learning fine-
grained rewards in two respects:  

1. Density, providing a reward after every segment 
(e.g., a sentence) is generated 

2. Incorporating multiple reward models 
associated with different feedback types (e.g., 
factual incorrectness, irrelevance, and 
information incompleteness). 

It also allows combining reward models with different 
weights and thus control the model training process 
towards a customized combination of desired 
behaviors

Wu, Zeqiu, et al. "Fine-grained human feedback gives better rewards for language model 
training." Advances in Neural Information Processing Systems 36 (2024). Slide credit: Tuhina Tripathi



Task 1 - Detoxification

- Single attribute (Toxicity) 
- A dense sentence-level fine-grained paradigm is compared to the holistic RLHF reward 

- Holistic reward  
- PERSPECTIVE API generates a toxicity score between 0 &1 for entire output 

- Fine-grained reward 
- PERSPECTIVE API is queried for each sentence  

- Does sentence-level feedback improve performance, even for a single attribute?

Slide credit: Tuhina Tripathi



Detoxification - Results

Slide credit: Tuhina Tripathi



Task 2 - Long-form QA

- QA-FEEDBACK dataset is collected for 
answering ambiguous factoid questions 

- Given a question q and set of passages P = 
{p1, …p|p|}, generate a long form response y 

- Outputs are sampled from the SFT policy and 
then fine-grained feedback is collected on three 
error categories at three density levels: sub-
sentence, sentence and whole sequence

Slide credit: Tuhina Tripathi



Long-form QA - Reward models

● C1: irrelevance, repetition, and incoherence (rel.); The reward model has the density level of sub-
sentences; i.e., returns a score for each sub-sentence. If the sub-sentence is irrelevant, repetitive, or 
incoherent, the reward is -1; otherwise, the reward is +1. 

● C2: incorrect or unverifiable facts (fact.); The reward model has the density level of sentences; i.e., 
returns a score for each sentence. If the sentence has any factual error, the reward is -1; otherwise, the 
reward is +1. 

● C3: incomplete information (comp.); The reward model checks if the response is complete and covers all 
the information in the reference passages that are related to the question. This reward model gives one 
reward for the whole response.

Slide credit: Tuhina Tripathi



Long-form QA - Results

Slide credit: Tuhina Tripathi



Frontiers of fine-grained feedback?


