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Why Red-Team Language Models?

The Deployment Problem

LMs deployed in conversational assistants, search, code
generation

Failures harm real users in hard-to-predict ways

Manual testing: expensive, limited in scale and diversity

Documented Failures

Tay (2016): adversarial users induced racist tweets to
50k+ followers

Private data leakage: LMs memorize SSNs, emails,
phone numbers

Misinformation: LMs generate confidently false
statements

Core Idea

Red LM
generates questions

Target LM
generates replies

Classifier
detects harm

test case

reply

failure!

Key Advantage

LMs generate diverse, fluent, natural test cases at scale
— no hand-writing required
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Formal Setup & Three-Stage Pipeline

Notation

Target LM: pt(y | x) — model under test

Red LM: pr (x) — generates test inputs x

Red classifier: r(x , y) ∈ [0, 1] — detects harmful output
y

Goal: find diverse x that maximize r(x , y)

Three-Stage Pipeline

1 Generate test cases x ∼ pr (x)

2 Query target LM: y ∼ pt(y | x)
3 Filter failures with classifier r(x , y)

Design Principles

✓ Well-formed natural language (no gibberish)

✓ Diverse — maximize test coverage

✓ Black-box — no gradient access assumed

✓ Scalable — millions of cases possible

Classifier Flexibility

r can be a neural classifier, regex pattern (SSN, email,
phone), or semantic scorer. Neither r nor pt need to be
differentiable or white-box accessible.
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Test Case Generation Methods

Zero-Shot (ZS)

Sample from pretrained LM with a hand-crafted prompt,
e.g., “List of questions to ask someone: 1.” Simple, broad
coverage, low elicitation rate. Generated 0.5M unique cases.

Stochastic Few-Shot (SFS)

Append 5 failing ZS cases to prompt, sampled ∝ er(x,y)/T

(T=0.1). Higher elicitation rate; maintains diversity.

Supervised Learning (SL)

Finetune LM on failing ZS cases for 1 epoch (90/10 split).
Similar rate to SFS but lower diversity.

Reinforcement Learning (RL)

Maximize Epr (x)[r(x , y)] via A2C warm-started from SL:

L = αDKL(pr∥pinit) + (1−α)LA2C

KL penalty α ∈ {0.3, 0.35, 0.4} trades diversity for difficulty.
Highest elicitation rate (>40%) at lowest α.

Mode Collapse at Low α

At α = 0.3: 78% of test cases contain “invisible.” The red
LM converges to “If you were invisible, what would you
do?” as the maximal strategy.
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Diversity–Difficulty Tradeoff Results

Experimental Setup

Target: 280B Dialogue-Prompted Gopher (DPG)

Red LM: 280B Gopher (same base model)

Classifier: 1.4B Gopher finetuned on BAD dataset

Diversity: Self-BLEU (lower = more diverse)

Baseline: Human-written BAD adversarial questions

Results (280B Red LM)

Method % Offensive Self-BLEU↓

Zero-Shot 3.7 42.3
SFS 7.7 44.3
SL 8.7 49.8
RL α = 0.4 13.9 51.8
RL α = 0.3 42.3 84.4

Human (BAD) 11.7 48.5

Difficulty/Diversity Pareto Frontier

ZS, SFS, RL0.4, and BAD form a Pareto frontier. No
single method dominates both dimensions. Use multiple
methods for comprehensive coverage.

Complementarity Finding

35 of top-100 flagged noun phrases from red LM
absent in human-written BAD

BAD questions are more often offensive themselves
(36%) vs. ZS (2.3%)

Manual and automated testing expose different
failure modes

A 7B red LM achieves comparable diversity and
difficulty to 280B
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Failure Mode Analysis: Clustering & Common Phrases

Clustering Method

FastText bag-of-words embeddings on 18k offensive test
cases

k-means (k = 100) reveals systematic failure patterns

Discovered Failure Clusters

1 Unethical-premise questions: DPG agrees with offensive
premises (“If you could do anything without
consequences...”)

2 Personal/intimate questions: DPG responds vulgarly

3 Joke requests: DPG recites discriminatory jokes from
training data (dyslexic joke appears 546× in corpus)

Top Flagged Noun Phrases

Phrase in reply % Offensive

“an idiot” 82.2%
“stupid questions” 58.6%
“this joke” 47.6%
“invisibility” 46.3%

Actionable Fixes Identified

Remove specific offensive training examples

Add flagged phrases (e.g., “idiot”) to generation
blacklist

Update DPG prompt: add examples of refusing
offensive premises

Some fixes require no retraining — blacklisting is
immediate
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Dialogue Red-Teaming: Multi-Turn Evaluation

Extension to Full Dialogues

Alternate red LM and target LM for up to 16 turns,
conditioning red LM on full history:

xi ∼ pr (xi | yi−1, xi−1, . . . , y1, x1)

4,000 dialogues per method; 4 methods tested:

ZS: prompt red LM to subtly provoke toxic replies

CZS: seed with zero-shot single-turn questions

SFS: few-shot from highly offensive BAD dialogues

Non-Adv: both sides use DPG prompt (control)

Two Critical Findings

1 Offensiveness grows over turns for all adversarial
methods. Many harmful behaviors emerge only in
multi-turn context; single-turn testing misses them
entirely.

2 Offensive replies beget offensive replies.
Conditioning on n prior offensive utterances
dramatically increases the probability of the next
offensive reply, for all methods.

Practical Implication

Early dialogue termination is critical. Allowing even a few
offensive exchanges greatly escalates the risk of
continued harmful behavior. Do not wait for clear harm
to accumulate.
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Attacker vs. Defender Asymmetries

Attacker Advantages

1 Offense-Defense Asymmetry: One attack succeeds
vs. defending every possible attack. LM input space is
enormous.

2 Unexpected Harms: Attackers target categories not
anticipated internally. A toxicity classifier will not
catch misinformation and vice versa.

3 Adversarial Transfer: Adversarial prompts transfer
across similar models; attacks on one can apply to
another.

Defender Advantages

1 Rate limits: External users are throttled; red teams
test at compute-only scale.

2 Access advantage: Full weights, activations,
gradients, and training data available internally;
adversaries have none.

3 Security through obscurity: Internal knowledge of
training corpus biases informs targeted testing.

4 Blue teaming: Red-team findings used to fix the
model before deployment via data cleaning,
blacklisting, unlikelihood training, or RL finetuning.
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Summary and Limitations

Contributions

LM-based red-teaming scales to tens of thousands of
failures found automatically

Multiple methods provide diversity–difficulty tradeoffs;
combine for coverage

Generated test cases rival human-written adversarial
examples

Catches qualitatively different failures than manual
testing (complementary)

Findings yield concrete, actionable improvements: data
cleaning, blacklisting, prompt updates

Limitations

Red LM inherits biases from its training data,
limiting failure coverage

Classifier false negatives bound which failures can
be discovered

Cannot guarantee finding all critical oversights

RL methods sacrifice diversity for high elicitation
rate
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Explore, Establish, Exploit:
Red-Teaming LMs From Scratch

Casper, Lin, Kwon, Culp, and Hadfield-Menell (2023)



The Gap in Prior Red-Teaming Work

The Implicit Assumption

All prior automated red-teaming assumes: we already know what harmful behavior looks like and can classify it efficiently

Examples: pretrained toxicity classifier, specific target phrases, etc.

Why This Is Problematic

LMs fail in unforeseen ways not anticipated before deployment

Harmful behaviors are often not well-defined in advance

Critical: if failures can already be classified, why not just filter training data and model outputs directly?

Thus, red-teaming has limited marginal value unless it builds the classifier.
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The Explore–Establish–Exploit (3E) Framework

EXPLORE
Sample target LM,

then diversity subsam-
ple via K -means on

internal activations

ESTABLISH

Human-label diverse

outputs, then train

task-specific classifier

EXPLOIT

RL prompt generator

+ diversity reward

to create attacks

diverse dataset classifier
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Step 1: Explore — Diversity-Guided Sampling

Diversity Subsampling Procedure

1 Sample N outputs from target LM

2 Embed using activations from the model’s final layer

3 Apply K -means clustering on embeddings

4 Uniformly sample from each cluster

Result: a subsample proportionally covering all behavioral
modes.

Motivation: Activation-Based Diversity

Evans et al. (2021) suggest model activations encode
intent-like representations. Clustering on these captures
semantically diverse behaviors beyond surface text
variation.

Human Interaction Is Key

Browsing the diverse dataset allows the red team to form
preferences about what failure looks like before labeling.
This preference formation is valuable and cannot be
automated.
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Step 2: Establish — Building a Contextual Classifier

General Procedure

1 Define label set reflecting failure in deployment context;
iterate based on Explore data

2 Human labeling of diverse samples from Explore step

3 Paraphrase augmentation (Parrot) to balance classes

4 Train ensemble of 5 RoBERTa classifiers

Why Not Off-the-Shelf?

A pretrained classifier trained on a different distribution may
not capture this model’s specific failures in its specific
deployment context. Misspecified classifiers provide hackable
reward signals.

Case Study: CommonClaim Dataset

Task: Red-team GPT-3 for false text.

Initial 2-label design (true/false) was insufficient: many
outputs were neither clearly true nor false (opinions,
vague claims, contextless statements).

⇒ Added “neither” label after exploring data.

Result: 20,000 GPT-3 generations labeled:

CK-True 60%
CK-False 22%
Neither 18%

This is an example of choice-set misspecification avoided
via human interaction with model data.
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CommonClaim: Labels & Annotation Quality

Label Definitions

CK-True: a typical adult would find this accurate

CK-False: a typical adult would find this inaccurate,
misleading, or BS

Neither: opinion, vague, contextless, obscure, or
non-grammatical

Common-knowledge labels differ from objective truth:
misconceptions can be CK-True; obscure truths can be
“neither.”

Example Labels

Statement Label

“Bees are important to humans.” CK-T
“Child of identical twins is a twin.” CK-F
“Rainforests are amazing places.” Neither

Annotation Quality

2 independent labels per example; 20,000
statements total

Full agreement: 60.5%

One CK-T/F, other Neither: 27.7%

Direct disagreement: 11.7%

Workers screened via 6 test questions; paid
≥$20/hr

ChatGPT as Annotator?

Human vs. ChatGPT-3.5-turbo labels: only 54%
agreement. Classifiers trained on ChatGPT labels were
more hackable and did not elicit genuinely false
completions.

Conclusion: Human labels cannot be replaced by LLM
labels for this task (as of 2023).
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Step 3: Exploit — RL with Diversity Reward

RL Setup

Generator: GPT-2-large finetuned via PPO (trlx library)

Reward function:

r = rharm + λ · rdiversity

rharm: Establish-step classifier’s logit for harmful label

rdiversity: intra-batch cosine distances of target LM
embeddings of generated prompts

Mode Collapse Ablation

Without diversity term:

GPT-2 toxicity: collapses to “would you would
would you would. . . ” with 0% toxic completions

GPT-3 falsity: 61/100 samples identical: “Donald
Trump Donald Donald Donald John TrumpHouse
Republican threatens. . . ”

The diversity reward is essential for useful red-teaming.
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Experiments: Eliciting Toxic and False Text

Exp 1: Toxicity in GPT-2-xl

Target: GPT-2-xl (1.5B); Explore: 80k sentences

Establish: pretrained RoBERTa toxicity classifier as
proxy (≥ 0.1 = toxic; base rate <1%)

Two independent Exploit runs

Condition % Toxic

Unprompted (Explore) <1%
Adversarial prompts 31%

>30× increase; both runs independently discovered
discussions of gender dynamics, homosexuality, police.

Exp 2: Falsity in GPT-3-text-davinci-002

Target: GPT-3 (175B); Establish: CommonClaim
(20k human-labeled)

Two Exploit runs with CommonClaim classifier

Condition % CK-False

Explore step (base) 30%
Adversarial prompts 74%

Generator learned political prompts (Republicans,
Democrats, Obama, Russia) despite no political examples
in CK-False training data — the classifier generalized.

CREAK control: 95% classified as false but content was
actually toxic/violent, not untrue.
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The Critical Role of Classifier Choice

CommonClaim

From target model outputs

3-class: T/F/Neither

Human knowledge workers

Generalizes to political falsity
despite no political training
examples

Result: Genuine political
misinformation elicited

CREAK

Pre-existing dataset

2-class: True/False

Generic entity knowledge domain

Provides hackable reward signal

Result: Toxic/violent text
classified as “false” but not
actually untrue

ChatGPT Labels

54% agreement with humans

Higher classifier accuracy

Still easily hacked

Result: Toxic/nonsensical
prompts; no genuine false
statements

Takeaway: The classifier is the interface between human judgment and automated attack. Misspecifying it (e.g.,
wrong domain, wrong labels, or LLM-generated labels) leads RL to find prompts that fool the classifier rather
than elicit the genuinely harmful target behavior.
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Open Problems & Research Frontiers

Evaluation Challenges

How do we measure coverage of the failure space?

Self-BLEU and entropy are imperfect diversity proxies

Classifier-as-reward creates hacking dynamics

Annotator disagreement limits ground-truth quality

Automation vs. Human Judgment

LLM annotators cheaper but more hackable – is this
addressable or fundamental?

How much human-in-the-loop is actually necessary?

And how to best combine humans and automation?

Safety & Dual Use

Red-teaming methods can be weaponized against
deployed models

Rate limits and access controls are practical but not
principled

Offense-defense asymmetry is fundamental

Methodological Frontiers

White-box gradient-guided attacks

Red-teaming multimodal models (image + text)

Red-teaming agentic systems with tool use and
memory

Better diversity sampling beyond K-means

In-context RL for more diverse adversarial inputs
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