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Final project proposals

Can work with up to 2 other people (or 3, with a higher bar)

Example projects could include: extending an algorithm 1n a novel way; comparing several algorithms on
an interesting problem; designing a new approach to attack a problem relevant to the class.

In all cases, there should be a novel intellectual contribution, as well as empirical results on a problem of
interest.

Writeup should include:

A clear description of the problem you are investigating, both abstractly and in context of a particular
experimental domain

References to a few papers that are relevant to the subject of interest

A proposed plan to address your problem, which should outline what method(s) you plan to develop,
implement, compare, or extend (and how)

A testable hypothesis

An experiment to test your hypothesis and a clear evaluation criteria to determine the outcome of your
experiment / hypothesis



IRL problems so far

* RL in the inner loop
* QOverfitting to noisy estimates of expert feature counts

* Doesn’t scale to large problems: restricted to linear rewards with carefully
designed features

* Indirect - if we want a policy to match expert, why solve an intermediate problem
of reward inference?



Background: Maximum Causal Entropy IRL

The IRL objective for a cost function class C:

max (min—H(w)—l— *Zﬁ[c(s,a)]> — Ex,[c(s, a)]

ceC mwell

~—_—_
RL: find optimal policy for ¢

Intuition: Find c such that the expert has lower cost than all other policies.

Define the RL operator:

RL(c) = argenljlin —H(m) + E;[c(s, a)]

Maps a cost function to a high-entropy, cost-minimizing policy.



Background: Occupancy measures

For policy 7, the occupancy measure is:

pr(s,a) =m(als) > v'P(st = s|m)
t=0

It's the (discounted) distribution of (s, a) pairs the agent encounters.

Key property: Er[c(s,a)] =) _; ,px(s,a)c(s, a)

There i1s a one-to-one correspondence between policies and occupancy measures:

ey — _ P(s:3)
mel2ls) > (s, )




Why occupancy measures matter

The bijection ™ <> p; means:

Matching policies <= Matching occupancy measures

The set of valid occupancy measures D is a convex polytope:

D=qp>0: Y p(s,a)=po(s)+7v Y P(sls',a)p(s’,a), Vs

This turns policy optimization into convex optimization over D.



Preventing overfitting: convex regularizer

Maximum Causal Entropy IRL

1

IRLy (7)) = arg max —(c) + (min —H(7m) + E;|c(s, a)]) — E . lc(s,a)]

CERS X A mwell
Regularizer Entropy-regularized Expert
RL performance

Proposition 3.2. RLoIRLy(7g) = argmin,_.;; —H (1) + ¥*(pr — pr )
0 (y) = Sup,epsxa® Y — P ()

Ho, Jonathan, and Stefano Ermon. "Generative adversarial imitation
learning." Advances in neural information processing systems 29 (2016).



Detour: convex

slope =y

conjugates

Economic view:

If it costs f(x) to make x widgets and |
f(X) can sell them for y each, then f*(y) is the

max profit | can make

ML view:

If | have a regularizer f(x) and utility function
f*(y) uy(x) = Xy, then f*(y) tells me the value of the

best regularized utility | can achieve by

choosing the best “weight” x for a fixed v:

() = supx uy(x) - f(x)

f(y) = SUp 7y — f(x)



Detour: convex conjugates

f*(y)

slope =y

/

Economic view:

If it costs f(x) to make x widgets and |
f(X) can sell them for y each, then f*(y) is the

max profit | can make

ML view:

If | have a regularizer f(x) and utility function
uy(X) = xy, then f*(y) tells me the value of the
best regularized utility | can achieve by
choosing the best “weight” x for a fixed v:

() = supx uy(x) - f(x)

f(y) = SUp 7y — f(x)



Detour: convex conjugates

Economic view:
If it costs f(x) to make x widgets and |

slope =y f(X) can sell them for y each, then f*(y) is the
max profit | can make

(Negative) ML view:

If | have a regularizer f(x) and cost function
Cy(X) = xy, then f*(y) tells me the value of the
largest regularized cost an adversary can force
by choosing the worst “weight” x for a fixed vy:

F(y) = supx cy(x) - f(x)

/

f(y) f*(y) =supzxy — f(z)



A generalized view of IRL

IRLy (7)) = arg max —(c) + (min —H(7m) + E;|c(s, a)]) — E . lc(s,a)]

CERS X A mwell
Regularizer Entropy-regularized Expert
RL performance

Proposition 3.2. RLoIRLy(7g) = argmin,_.;; —H (1) + ¥*(pr — pr )
0 (y) = Sup,epsxa® Y — P ()

Ho, Jonathan, and Stefano Ermon. "Generative adversarial imitation
learning." Advances in neural information processing systems 29 (2016).



Traditional:

Equivalent:

IRL

recover cost c*

cost fxn

>

A unification of imitation learning

o

RL(c*)
find policy

(

Minimize

N

L V*(Pr — Prg) )

Direct occupancy measure matching

Different choices of ) yield different imitation learning algorithms:

e ) =0c. = Feature expectation matching (Abbeel & Ng)
e y=9c_ . = MWAL / LPAL (Syed et al.)

o ) =1ca = GAIL



Special case: no regularization

If ¢ is constant, then ps = p,., 1.e., the recovered policy exactly matches the
expert's occupancy measure.

Proof idea: With 1 = const, the primal problem becomes:

min —H(p) s.t. p(s,a) = pr.(s,a) Vs,a
peD

The IRL costs c(s, a) serve as Lagrange multipliers for these equality constraints.
Strong duality + strict convexity = unique primal optimum = p,,_.

Insight:

IRL is the dual of an occupancy measure matching problem.




Apprenticeship learning

Apprenticeship learning (Abbeel and Ng 2004) is (surprisingly!) regularized occupancy matching:

minimize max Lrlc(s,a)] — Ex.lc(s,a)] forfunction class Cinear = {D_wifi : |Jw|l2 < 1}
™ C

Define: dc(c) = 0 if ¢ € C and +oo otherwise, then:

max Er(c(s, a)] —Eny[c(s, a)] = gﬁ%—éc(c) + Y (pr(s,a)—prs(s,a))c(s, a) = 6 (pr— pry)

So what’s the problem?



The problem with apprenticeship learning

If expert’s true reward function isn’t in the representable class, then we can get poor performance

Just because learned policy looks as good as expert on a restricted set of cost functions, doesn’t
mean we’ve learned the expert policy. Not smooth regularization — very sharp, in fact.

Thus, requires very careful feature design

Can we do better?



The GAIL regularizer

Key design choice:

Crelg(c(s,a))] ifc<O

+00 otherwise

Yeal(c) =

where g(x) = —x — log(1 — €*) for x < 0.

Properties:

e Allows any negative cost function (not restricted to a linear subspace).
e Penalizes costs that assign values close to zero for expert state-actions.

e Corresponds to a very interesting convex conjugate...



GAIL: GAN connection

Yalor = pre) = Max ca Ur(log D(s, a)| + Er,[log(1 — D(s, a))]

This convex conjugate is the GAN discriminator objective, and (up to constants):

Yealor — pre) = Dis(px || pre)
Therefore, the GAIL objective is:
min Djs(pr. pre) — AH(m)

Find a policy whose occupancy measure minimizes Jensen-Shannon divergence to the
expert's.



GAIL: GAN connection

Standard GAN
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GAIL saddle point

We seek a saddle point (7, D) of:
r|log D(s, a)] + Er.[log(1 — D(s,a))] — AH(7)

Parameterize:

e Policy: mg (neural network with parameters 0)

e Discriminator: D, : S x A — (0,1) (neural network with parameters w)
Interpretation of D,: A “local cost function” c¢(s, a) = log Dy (s, a).

e If D,(s,a)~ 1: discriminator thinks (s, a) is from the policy = high cost.
e If D,(s,a)~ 0: discriminator thinks (s, a) is from the expert = low cost.

e Policy gradient pushes my toward expert-like state-action regions.



GAIL

Algorithm 1 Generative adversarial imitation learning

1: Input: Expert trajectories 7 ~ mg, initial policy and discriminator parameters 6, wy
2: for:=0,1,2,... do

3:  Sample trajectories 7; ~ Ty,

4:  Update the discriminator parameters from w; to w;1 with the gradient

:3n Vwlog(Dy(s,a))| + :3713 [V log(l — Dy(s,a))] (17)

5:  Take a policy step from 6; to ;. 1, using the TRPO rule with cost function log(D,,, ., (s, a)).
Specifically, take a KL-constrained natural gradient step with

:377; Vologmg(als)Q(s,a)] — AVgH (my),

where Q(3,a) = E,, [log(D., ., (s,a))|s0 = 5, a0 = d

(138)

6: end for




GAIL Takeaways

* Direct: no need to solve intermediate reward inference problem

* Less prone to overfitting to finite / noisy demonstrations, via regularization
* Scalable to large problems via function approximation

* No feature design or linearity assumptions required

* Exact imitation possible due to working directly with (s,a) occupancies
rather than features



Dual RL and ReCOIL

GAIL’s remaining challenges:

1. On-policy only: Requires rolling out g in the environment each iteration.
2. Cannot use suboptimal data: Only uses expert demos + on-policy rollouts.

3. Discriminator instability: GAN-style training inherits mode collapse / vanishing
gradients.

ReCOIL (Sikchi et al. 2024) solutions:

1. Off-policy dual objectives allow learning from a static dataset without
additional environmental interactions (offline imitation).

2. ReCOIL can leverage additional suboptimal data to improve performance
(intuition: contains info about transition structure of MDP)

3. Discriminator-free: ReCOIL optimizes a Bellman-consistent energy function
directly, avoiding unstable adversarial training.



