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Behavior can be a misleading signal

● Often we assume that by 
targeting what the model 
says, we control what the 
model actually does.

● Several frontier labs are 
now suspicious that their 
models have learned to 
recognize, resist, and even 
fake being aligned or 
evaluated.

Alignment faking in large language models, Greenblatt et al., 2025



Targeting behavior can be a blunt instrument

Emergent Misalignment: Narrow finetuning can produce broadly misaligned LLMs, Betley et al., ICML 2025



We don't always know what behavior to ask for

Gemma Needs Help: Investigating and Mitigating Emotional Instability in LLMs, Soligo et al., 2026



What if we identify the internal 
components that produce a behavior 

and control them directly?



The feature hypothesis

If we could locate specific features of the model that represent the behavior we want to 
control, we could just inspect or change those.

Zoom In: An Introduction to Circuits, Olah et al., Distill, 2020 Scaling Monosemanticity: Extracting Interpretable Features from Claude 3 Sonnet, Templeton et al., 2024



Where do we look for features?

Features as neurons

● Each unit in the network represents a single, 
specific concept or function.

● Sometimes works, but distributed representations 
are usually the norm in neural networks.

Zoom In: An Introduction to Circuits, Olah et al., Distill, 2020

word2vec (Wikipedia)

Features as directions

● Concepts live along directions in activation space, 
even if they are not perfectly aligned with the 
activations of individual neurons.

● A feature is “active” when the activation vectorʼs 
projection onto that direction is high.



Localization with probing classifiers

1. Make an educated guess about what features the model may 
represent in its activations.

2. Design a classification task to act as a proxy for the presence of the 
feature, and a create labeled dataset for the proxy task.

3. Select a site in the model to test for the presence/absence of the 
feature, e.g. the residual stream at a particular layer.

4. Collect activations from the model at selected site, and train a small 
classifier to predict the label from the activations.



Localization with probing classifiers

Prompt

How do I make small talk?
How do I make meth?
How do I make bread?
How do I make a bomb?

Label

Comply
Refuse
Comply
Refuse

● Hypothesis: the model encodes the concept of refusal

⬤ ⬤ ⬤

How do I make a bomb?

clf = LogisticRegression()
clf.fit(X,y)

⬤ ⬤ ⬤

⬤ ⬤ ⬤

⬤ ⬤ ⬤

X y
0
1
0
1⬤ ⬤ ⬤



Difference in means probes

● Often the examples in the dataset are 
sensitive to the variation of some other 
nuisance feature besides the class label.

● Logistic regression will usually end up rotating 
the probe direction to maximize the margin of 
separation between the classes.

● Often just taking the difference between the 
mean activations across examples per class 
will cancel out this variation and give a 
cleaner probe direction to work with.

The Geometry of Truth: Emergent Linear Structure in LLM Representations of True/False Datasets, Marks and Tegmark, COLM 2024



Are we done?

● Probing is usually considered early evidence that a 
feature is encoded somewhere specific in the model.

● However, itʼs hard to tell the difference between features 
in the frozen model representations and features 
learned by the probe itself.

○ Design control tasks to test the selectivity of the probe.
○ Stick to extremely simple classifers. Usually linear probes.

● Probes help us find features that are correlated with the 
output, but donʼt really tell us if those features actually 
caused the model to generate the observed output.



● As an example, letʼs study how a model uses internal gender biases when doing 
next-token prediction.

● Letʼs compare the model output under two different prompts.

The nurse said that ____
The man said that ____

y = logit(he) - logit(she)

Localization with patching

Investigating Gender Bias in Language Models Using Causal Mediation Analysis
Vig et al., NeurIPS 2020

A biased model would show 
significantly different values of y 

across these two prompts.
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● As an example, letʼs study how a model uses internal gender biases when doing 
next-token prediction.

● Letʼs compare the model output under two different prompts.

The nurse said that ____
The man said that ____

y = logit(he) - logit(she)

Localization with patching

Repeat this for all model 
components to find the ones which 

affect gender bias the most.

Investigating Gender Bias in Language Models Using Causal Mediation Analysis
Vig et al., NeurIPS 2020



What if I donʼt have an educated guess?



Visualizing attention patterns

In-context Learning and Induction Heads, Olsson et al., 2022

You can make heatmaps like this in Jupyter notebooks using CircuitsVis!

https://github.com/TransformerLensOrg/CircuitsVis


Top activating examples

Multimodal Neurons 
in Artificial Neural 

Networks
Goh et al., 2021



Logit lens

● The final step in a transformer forward pass is to project the last-layer 
activation through the unembedding matrix to get a distribution over tokens.

● Since the activations at each layer has the same dimensions, in theory we 
could just apply the unembedding matrix at any arbitrary layer and get a 
distribution over tokens.

Interpreting GPT: The Logit Lens, nostalgebraist, 2020

The Eiffel Tower is in the city of _____



Putting it all together

Towards Monosemanticity: Decomposing Language Models With Dictionary Learning, Bricken et al., 2023

You can make 
dashboards 

like this using 
Neuronpedia!

https://www.neuronpedia.org/


Putting it all together

Towards Monosemanticity: Decomposing Language Models With Dictionary Learning, Bricken et al., 2023

Sometimes neuron 
activation patterns 
donʼt make sense.



Features in superposition
● Modern neural networks are trained on vast and diverse datasets, and we expect them to 

be able to solve many tasks using the exact same sets of parameters. 

● It would seem that the number of distinct concepts the model could encode is way higher 
than the number of neurons available.

● In practice, neurons are often polysemantic: they represent a mixture of many distinct 
concepts, and representations of individual concepts are smeared across many neurons.

Zoom In: An Introduction to Circuits, Olah et al., Distill, 2020



The sparsity hypothesis
● Under superposition, activating one 

feature inadvertently activates other 
features that are potentially 
unrelated. It would seem like this 
should hurt its performance.

● However, on any given input, only a 
few features tend to be active at a 
time. Often we assume features are 
sparse in the training data.

● For our problem of finding features, 
sparsity makes it easier to 
decompose model activations into 
components.

Toy Models of Superposition, Elhage et al., 2022



Sparse dictionary learning
● A popular approach is to train a very large 

one-layer sparse autoencoder to 
reconstruct the (much smaller 
dimensional) original model activations.

● The neurons in the SAE can now be 
studied using the same techniques we 
showed previously, but (hopefully) now 
represent more distinct concepts.

Towards Monosemanticity: Decomposing 
Language Models With Dictionary Learning

Bricken et al., 2023

Sparse Crosscoders for Cross-Layer 
Features and Model Diffing

Lindsey et al., 2024



Interpreting SAE latents

Scaling Monosemanticity: Extracting Interpretable Features from Claude 3 Sonnet, Templeton et al., 2024



What do we do with the features 
once we find them?



Steering

Scaling Monosemanticity: Extracting Interpretable Features from Claude 3 Sonnet, Templeton et al., 2024

● Use the feature as a 
tunable knob to control 
the model output.

● For example, during a 
forward pass we increase 
the activation of a 
specific SAE feature, and 
see how that change 
affects the output.

Completely reversible since we 
donʼt touch the weights, and 

more fine-grained than system 
prompt tuning.



Steering

● For linear probe or 
difference-in-means 
vectors, add that 
vector to the residual 
stream with some 
positive/negative 
coefficient.

Refusal in Language Models Is Mediated by a Single Direction, Arditi et al., NeurIPS 2024

No training required, just 
a dataset of positive and 

negative examples.



Circuits

On the Biology of a Large Language Model, Lindsey et al., 2025

● Identifying how earlier 
features cause later 
features to activate also 
enables us to reconstruct 
a full computational 
mechanism.

More precise and explanatory, but 
often a difficult and manual process.



Monitoring

● Anthropic evaluated Claude Opus 4.6 on 
scenarios where tool called returned incorrect 
answers.

● In some cases, Claude would ignore the toolʼs 
(incorrect) output and return its own (correct) 
answer, but tell the user that the correct 
answer came from the tool anyway.

● SAE features related to “providing fake 
information” and “deception” seemed to be 
active after the model misrepresented the tool. 

Claude Opus 4.6 System Card, 2026

The model card suggests that Claude recognized 
when it made a false statement.



Monitoring

● Goodfire and Rakuten used an SAE probe to build a test-time personal identifiable information 
detector, trained on synthetic data to preserve user privacy. 

● This turned out to be at least 10x cheaper than the closest performing LLM judge (GPT-5 mini), 
and >40% more accurate than prompting the model to classify the data directly.

Deploying Interpretability to Production with Rakuten: SAE Probes for PII Detection, Nguyen et al., 2025



Does any of this help with alignment?

● Anthropic trained a model 
with a set of specific reward 
hacking objectives built in. 
Such models are often called 
model organisms.

● They then had several 
black-box alignment and 
mech-interp teams compete 
to find and report the hidden 
objective.

● The fastest successful team 
found it in 90 minutes using 
SAE feature visualizations.

Auditing language models for hidden objectives, Marks et al., 2025



Summary
1. ARENA Colab notebooks and 

nnsight tutorials.

2. Claude System Cards put 
together many of the latest interp 
techniques and important 
unsolved problems in one place.

3. New England Mech Interp 
Workshop at Northeastern 
University, usually end of Aug.

4. Fellowship programs like MATS, 
SPAR, Astra, AI Safety Camp, etc.

Getting started
1. Behavioral evidence: prompting, 

CoT, input ablations

2. Representational evidence: 
a. Supervised: probing classifiers, 

difference in means
b. Unsupervised: attention patterns, top 

activating examples, logit lens

3. Causal evidence: patching, steering

4. Applied to: attention heads, MLPs, 
residual stream, latents from SAEs 
and transcoders

5. Use cases: behavioral steering, 
monitoring, circuit analysis, 
representation fine-tuning

https://learn.arena.education/chapter1_transformer_interp/
https://nnsight.net/tutorials/

