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IRL challenges

 RL In the inner loop
e Where do linear features come from?

 Underspecified inference problem: infinite reward functions that explain
behavior equally well. Which one to choose?

* Policies are underspecified too: many policies lead to the same
expected features counts. Which one to choose?

 What if demonstrated behavior was actually suboptimal®?
 What if a feature was left out of the representation?

 What if there were finite demonstrations and they left out an important
condition?



Suboptimality and policy mixtures

* If a demonstrator acts optimally, then there trivially is some reward function

for which at least one optimal policy exists that matches the demonstrator’s
expected feature counts exactly

* But if the demonstrations are sometimes suboptimal, then there may be no

single reward function with this property (aside from degenerate ones e.g. all
zeros, under which everything is optimal)

* This can be thought of as the demonstrator sometimes acting optimally
under a different reward function, so a mixture of reward functions (and their

corresponding optimal policies) would be needed to match the feature
counts

* |nstead, we will now consider policies that are not strictly optimal, but
produce trajectories in proportion to their return:

1 T
0 f..
P(Gil0) = e’ ¢
Z (9 ) Ziebart, Brian D., et al. "Maximum entropy inverse
reinforcement learning." AAAI. Vol. 8. 2008.



Principle of maximum entropy

* Definition: the probability distribution which best represents the current state of knowledge about a
system is the one with largest entropy, subject to your constraints.

* Intuitively: Don’t overcommit in ways that aren’t supported by the data — e.g. don’t prefer one trajectory
over another if they have the same return.

 Practical consequence for IRL: Tells us how to tiebreak between reward functions that explain the data
equally well.

« How?: Find a reward function that matches expert feature counts under a specific trajectory distribution:

P((:10) = de) el I

 Why this distribution?: If you have specific expected feature counts f that you wish to match, it is
known that the maximum entropy trajectory distribution that matches f is of the above form for some @

(and this is true for any maximization of entropy subject to linear constraints)



Principle of maximum entropy




Principle of maximum entropy: derivation

Formally, we solve:

max H(P) = —;P(C) log P(¢)

subject to:

Z P(()f; = f (feature matching)
G

Z P({) =1 (normalisation)
G

By Lagrange multipliers, the solution is an exponential family distribution.



Principle of maximum entropy: derivation

We want to find P(() for every possible trajectory ¢ in our MDP.

Constrained optimisation problem:

max — Ecj P(¢) log P(¢)

subject to (writing each constraint with its Lagrange multiplier):

Z P(O)f. =f — multiplier @ € R* (one per feature)

¢
Z P(¢) =1 < multiplier A\g € R
G

Form the Lagrangian:

L(P,0,%) =~ P(¢)logP(¢) +6' (f - P(C)fc) + Ao (1 - P(C))
¢ ¢ ¢



Principle of maximum entropy: derivation

Lagrangian (with @ f constant absorbed into const):

L=-Y P({)logP(¢") - HT; P(¢)fer — AO%: P(¢") + const
C/ / /

Differentiate each term w.r.t. P(({), treating all P({’) with ¢’ # ( as constants:

Entropy term: 0 [ P(C) log P(C)] = — log P(C) — 1 (product rule: —log P—Po%)
0P(¢)

Feature term: O [ OTP(C)fC] = —0'f;
oP(¢)

Normalisation term: O —XoP(¢)] = —Xo
0P(¢)
Setting the total to zero gives the stationarity condition:
oL

= —logP({)—1-0"f— X =0

OP(¢)



Principle of maximum entropy: derivation

oL

oP(¢)
Step 1 — Rearrange:

—logP(()—1—0"f — X =0:

Starting from

log P({) = —1—Xo—0'f;
Step 2 — Exponentiate:
P(() = e~ 120 . e_OTfC
normalising const

Step 3 — Enforce ) . P(¢) =1 (sum over all trajectories):

—1-\ AR W —1-\ 1
l=e7h) el = el = ~07f,,
¢’ 2. €
Step 4 — Substitute & flip sign (6 < —8 so higher reward = higher P):
e 07 e 07

P(C10) =

Boltzmann distribution over trajectories.

> e Z(6)




Principle of maximum entropy




Trajectory vs. action-based reasoning

P(action a|6,T) Z P((l0,T) Vs. P(action als;, 0) cQ7 (si,a)
GC:a€Ct=0
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Paths 1, 2, and 3 have equal return, so all should be p=1/3 under MaxEnt



Trajectory probabilities

Deterministic: ~ P((;|0) = Z%@) 69TfCi

0" f;
Stochastic: P((|0,T) ~ Ze(O D H Pr(s¢+1|at, st)

St+41,A¢,5te¢




Learning a reward function

§* = argmax L(f) = argmax Z log P(C|0,T)
0 0

examples

VL) =f—- ) P60, =f— ) |D,[fs,
G Si

T

How to compute state visitation
frequencies under MaxEnt policy?



Calculating state visitation frequencies

Algorithm 1 Expected Edge Frequency Calculation

Backward pass
1. Set Z =1

Sterminal

2. Recursively compute for /V iterations
Total unnormalized prob of all trajs that start at s_i and take action a_]j
— . .\ preward(s;|6) — |
Z ijg Z P(sk|si, am)e Zsy Total (weighted) exp return of all trajs that start at s_i and take action a_j
k

Zs = Z Zai s+ s —somm) Total unn.ormallzed prob of all trajs ’Fhat start at s_i |
Total (weighted) exp return of all trajs that start at s_|

Qai,j
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Local action probability computation

La, .
3. P(a;,j|si) = 7 iJ MaxEnt policy under reward function theta

(2




Calculating state visitation frequencies

Algorithm 1 Expected Edge Frequency Calculation

Backward pass
1. Set Z =1

Sterminal
2. Recursively compute for IV iterations
7 P reward(s:10) 17 Total unnormalized prob of all trajs that start at s_i and take action a_]j
ijg Z (ks:, ai,j)e Sk Total (weighted) exp return of all trajs that start at s_i and take action a_j
k

Zs = Z Zai s+ s —somm) Total unn.ormallzed prob of all trajs ’Fhat start at s_i |
Total (weighted) exp return of all trajs that start at s_|

Local action probability computation

La, .
3. P(a;,j|si) = 7 ’f MaxEnt policy under reward function theta

(2

Forward pass

4. Set Dy, + = P(8i = Sinitial) Typo! Should be Dy 1
5. Recursively compute for¢t = 1 to IV

~ Prob of being in each state at each timestep t
Dys; t+1 = Dy, +P(ai,j]8:)P(sk|ai,;, 8i S\
%Zk, ot P(aij|:) P(sk|ai;, si) Typo! Should be D, ;.1 = 2 Z Ds, +P(ak. ;|sk)P(silak.;, Sk)

Summing frequencies ak,j k

6. D, = Z D, , State visitation frequencies summed over all timesteps
t



Learning a reward function

§* = argmax L(f) = argmax Z log P(C|0,T)
0 0

examples

VL) =f-) P(¢0,T)f =f— ) |D,fs,
G

B

How to compute?



Aside: Is reward enough?

States b1 and b2 are bad: reward of -r

Desired: maximize the probability of reaching g without hitting a bad state
Always better to take action a2 — seems trivial to specify

Assume gamma = 0.8, assign a value of r to meet specification

p = 0.1 possible, but p = 0.3 impossible!

Littman, Michael L., et al. "Environment-independent task
specifications via GLTL." arXiv preprint arXiv:1704.04341 (2017).



