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How to learn from human data?

 Behavioral Cloning
* Quadratic regret in worst case; bad performance out of expert distribution

 Can’t learn from additional data collected by the agent

 DAgger / TAMER / COACH
* Provides data/feedback on-policy

» Still can’t learn from additional data collected by the agent

* Inverse reinforcement learning

e |nfers reward function from demonstrations so that RL can be used



Inverse reinforcement learning

elicopter tricks
[Abbeel et al. 2007]

Littledog walking
[Kolter et al. 2007]




Inverse reinforcement learning

ctates  actions  transition dynamics

/

MDP: (S, A,T,~,D,R)

SN

discount rate start state reward function
distribution

Policy: m(s,a) — [0, 1]

Value function: V™ (s) Zth St )

What if we have an MDP/R!



Inverse reinforcement learning

. Collect user demonstration (So,ag), (s1,a1), ..., (Sn,ay)

and assume it is sampled from the expert’s policy, 1%

2. Explain expert demos by finding R such that:
ER oV R (s)|lm®] = E[.Zo 7 R (se)|n] v

E

ESOND[VW (30)] > ESOND[VW(SO)] vV

How can search be made tractable!

Abbeel, Pieter, and Andrew Y. Ng. "Apprenticeship learning via
inverse reinforcement learning." Proceedings of the twenty-first
international conference on Machine learning. 2004.



Linear rewards and feature matching

Define R* as a linear combination of features:

R*(s) = w! ¢(s), where ¢ : S — R”
T hen,
ER oV R (s)|m] = E[3 2 v w” d(se)|m]

= w' B[} 2 v é(s¢)|n]

= w* ()

Thus, the value of a policy is a weighted sum of the expected features ()

This implies that (approximate) feature matching is sufficient for
(approximately) expert-level performance



Aside: Feature matching

When might feature matching fail?



A simplified optimization problem

Originally - Explain expert demos by finding R* such that:
ER oV R (se)|m®] > E[ g7 R*(se)|m] Vn

Use expected features:
E[> =07 R (st)|m] = w* p(r)

Restated - find w™ such that:

k

w*p(r®) > wru(r) Vr



Iterative reward search

Goal: Find w*such that: w*p(m?) > w*u(w) Vr

. Initialize o to any policy
'terate fori1 =1,2, ... :

2. Find w™ st. expert maximally outperforms all previously

examined policies mo...i—1 : SVM

solver

max € st w u(r?) > w u(r;) + e
e,w*:||w*||2<1

3. Use RL to calc. optimal policy 7; associated with w™

4. Stop if € < threshold



A (rough) illustration




A (rough) illustration




A (rough) illustration




Performance bounds for IRL

f |lw]], <1, then

T TTrobot

WT (ILLW* o /’Lﬂ-robot)

S ||ILL7T>l< o erobot| O

Worst-case bound that assumes the reward function maximally
penalizes the largest deviation in feature counts



Performance bounds for IRL

Theorem 2. (Syed and Schapire 2008) To obtain a policy 7 such
that with probability (1 — 9)

e> |[VF(R*) = V™ (RY) (26)

it suffices to have

m > . log%.

= (1= 7




Concentration inequalities

Chernoff-Hoeffding Inequality
m Probabilistic bound on how a random variable deviates
from 1ts expectation
m No distributional assumptions
m With probability at least 1-0:
25 by

m Can use with importance sampled returns to bound value
of a policy from off-policy samples

m Significantly tighter bounds exist under certain conditions
(Thomas et. al 2015)



Naive IRL challenges

 RL in the inner loop
e Where do linear features come from?

 Underspecified inference problem: infinite reward functions that explain
behavior equally well. Which one to choose?

* (Guarantees performance matching, not reward function recovery

* Policies are underspecified too: many policies lead to the same
expected features counts. Which one to choose?

 What if demonstrated behavior was actually suboptimal?

e Cannot surpass expert



Suboptimality and policy mixtures

* |If a demonstrator acts optimally, then there trivially is some reward function
for which at least one optimal policy exists that matches the demonstrator’s

expected feature counts exactly

 Caveat: the RL step might not find this policy if there are multiple
optimal policies under the reward function

 But if the demonstrations are sometimes suboptimal, then there may be no
single reward function with this property (aside from degenerate ones e.g. all
zeros, under which everything is optimal)

* This can be thought of as the demonstrator sometimes acting optimally
under a different reward function, so a mixture of reward functions (and their
corresponding optimal policies) would be needed to match the feature

counts

* Thus, the algorithm in Abbeel/Ng returns a mixture policy



Limitations of Abbeel/Ng (2004)

Recall: The projection/max-margin algorithm guarantees:

(W _ymE

< €

This i1s a two-sided bound: the apprentice does approximately as well and as badly as the
expert.

Problems:

@ Algorithm cannot surpass the expert, even when prior knowledge suggests a better policy
exists

e O(kIn k) iterations required

Syed & Schapire (2007): Uses prior knowledge about goodness/badness of features, as well
as a game theoretic setup, to address these problems.



Game theoretic formulation

New assumption: w* € S¥ = {w € R* : ||w||; = 1,w > 0}.

(All features positively correlated with reward — we know the “sign” of each feature.)

The game: Find the mixed policy ™ that solves:

v = max min |[w - — W -
max min [w - u(1)) HE]

e Max player (apprentice): chooses policy 1) to maximize performance relative to expert

e Min player (environment): adversarially chooses w to minimize apprentice’s relative
performance



Surpassing the expert

Recall v* = maxy, min,cgk[w - p(v) —w - pgl.

If u(y*) = u(mg) (component-wise), and w* > 0, then:
VY = w* () > w* - p(rg) = VTE
regardless of the actual value of w*.

Intuition: All features being positively correlated with reward means that feature counts that
are greater (across all features) are guaranteed to correspond to higher-return policies.

The guarantee becomes one-sided:

VY > VTE 4 v* —e> V™E —¢



No-expert setting

Bonus: This also naturally handles the case with no expert demonstrations.

Simply set fig = 0 and solve:

max min w - (%)

v =
YeWV we Sk

This finds the policy that is best for the worst-case reward function (a minimax-optimal
policy).



