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Assistance games



Motivation: Agent values

 There’s an important difference between having a robot adopt the human’s
inferred reward function itself (imitation) vs. optimize the reward that the
human receives (assisting)

 \WWe don’t want the robot to make itself a cup of coffee!

Hadfield-Menell D, Russell SJ, Abbeel P, Dragan A. Cooperative inverse
reinforcement learning. Advances in neural information processing systems. 2016.



Motivation: Instructive behavior

« Humans aren’t optimal — and often purposely so!
* Jeaching using suboptimal, informative trajectories

» (Gesturing, narrating, explaining branching logic of contingencies

* Jeaching is often interactive and iterative

* | earner might ask questions, try and make mistakes, etc.



Cooperative IRL: definition

* A two-player partial information game, in which the human (H) knows the
reward function, while the robot (R) does not

* The robot’s payoff is the human’s reward, thus optimal solutions to this game
maximize human reward

* |ncentivizes active instructive behavior by the human and active learning by
the robot, without directly encoding that objective

Hadfield-Menell D, Russell SJ, Abbeel P, Dragan A. Cooperative inverse
reinforcement learning. Advances in neural information processing systems. 2016.



Formulation

Definition 1. A cooperative inverse reinforcement learning (CIRL) game M is a two-player Markov
game with identical payoffs between a human or principal, H, and a robot or agent, R. The
game is described by a tuple, M = (S,{A®, AR}, T(-|-,-,),{0, R(-,-,-;)}, Po(-,-),7y), with the
following definitions:
S a set of world states: s € S.
A" a set of actions for H: o € AY.
AR a set of actions for R: a® € AR.
T(-|,-,-) a conditional distribution on the next world state, given previous state and action for
both agents: T(s'|s,a, a®)
© a set of possible static reward parameters, only observed by H: 0 € ©O.
R(-,-,-;-) a parameterized reward function that maps world states, joint actions, and reward
parameters to real numbers. R : S x AH x AR x © = R.
Py(-,-) adistribution over the initial state, represented as tuples: Py(sg,0)
v a discount factor: v € [0, 1].



Complexity

» Naively as hard as a Dec-POMDP to solve for an optimal policy pair (7™, 71)

If posed as a general cooperative game.

* NEXP-complete —> Doubly exponential in worst case!

* |nstead, if both policies are generated by a centralized coordinator that
observes all common observations, then the problem can be reduced to a
single-agent POMDP.

« POMDPs are still very hard! PSPACE-complete: exponential time worst case.



Apprenticeship as a special case of CIRL

* Fixed H that gives only expert demonstrations
* R gives single-round best response
* In general, not an optimal joint policy!

 Example: manufacturing paperclips and staples

AH = {(0,2),(1,1),(2,0)} AR = {(0,90), (50, 50), (90, 0)}

Theorem 3. There exist ACIRL games where the best-response for H to ™2 violates the expert
demonstrator assumption. In other words, if br () is the best response to , then br(br(w®)) # 7.

The supplementary material proves this theorem by computing the optimal equilibrium for our
example. In that equilibrium, H selects (1, 1) if 6 € [53, 25]. In contrast, 7™ only chooses (1,1) if
6 = 0.5. The change arises because there are situations (e.g., 8 = 0.49) where the immediate loss of
reward to H is worth the improvement in R’s estimate of 6.




Generating instructive demonstrations

« How to compute H’s best response if R uses IRL as an estimator of theta”?

 (Can be reduced to a POMDP where the state is a tuple of the world state, reward
parameters (since H knows them), and R’s belief about theta

* With linear reward features, H tries to give demo such that if R matches features as closely
as possible under its action space, true reward will be maximized:

M argmax ¢(r) 0 — 1l¢s — $(r)|>



Experiments

Ground Truth Expert Demonstration Instructive Demonstration

Figure 1: The difference between demonstration-by-expert and instructive demonstration in the
mobile robot navigation problem from Section 4. Left: The ground truth reward function. Lighter
grid cells indicates areas of higher reward. Middle: The demonstration trajectory generated by the
expert policy, superimposed on the maximum a-posteriori reward function the robot infers. The robot
successfully learns where the maximum reward is, but little else. Right: An instructive demonstration
generated by the algorithm in Section 3.4 superimposed on the maximum a-posteriori reward function

that the robot infers. This demonstration highlights both points of high reward and so the robot learns
a better estimate of the reward.



Experiments
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Pros/Cons of CIRL?



CIRL is non-specific and intractable

 CIRL provides a framework for thinking about what we really want out of
reward inference / alignment

e ...but is highly general and does not provide a generic solution

e ...and is highly intractable in its most general form

Can ML/RL developments since 2016 allow for scaling assistance games to complex tasks?



Motivation: Limitations of RLHF

Dominant Al Assistant Paradigm
Pretraining + SFT + RLHF

» Fine-tune to maximize human annotator ratings
» Used in: ChatGPT, Claude, Gemini, Copilot, etc.

y
RLHF Drawbacks

© Deceptive incentive: Annotators can be fooled by plausible-sounding but unhelpful answers

© No uncertainty: RLHF discourages hedging or asking clarifying questions

© No collaboration: Al should complement user actions, not just predict or replace them (e.g., Copilot) )

Assistance Games as Alternative

Explicitly model the human as a co-agent with unknown reward. Removes deceptive incentives by tying performance
to the true latent goal 6.

v




The Minecraft Building Assistance Game (MBAG)

Environment
» Grid: 11 x 10 x 10 3D blocks, 10 block types
» Actions: no-op, move (6 dirs), place block, break block (>20,000 possible actions)

» Goal 0: a target 3D house structure (not visible to assistant)
» Reward: R(s,a’,a”;0) =d(s',0) — d(s, ) (negative edit distance reduction)

Scale vs. Prior Work (CIRL)

Prior work MBAG

[E] < 20 ~ 10°%°
State space 2D gridworld 3D voxel grid
Human model Toy/analytic Imitation learning

Qualities of a good benchmark

© Complex but structured goal distribution (like real human preferences)
© Varied assistance strategies (some require little info, some require a lot)
© Tractable for academic RL training




PPO Fails at Assistance Games

Assistance POMDP Equivalence

Finding a best-response assistant policy < solving a POMDP
(Shah et al., 2020). Standard approach: model-free deep RL
(e.g., PPO with recurrent policy).

Root Cause of PPO Failure

PPO must simultaneously:

© Learn to predict the unknown goal 6
© Learn to act based on predictions

... from a single, highly noisy reward signal.

Failure Mode

Early in training, place/break actions tend to be wrong (negative
reward). So PPO converges to doing nothing (the safe
zero-reward policy).

Method Goal% Human  Asst.
actions goal%
PPO (LSTM) 72.4 200 2.2
rew. eng. 74.0 200 3.5
aux. loss 74.1 191 7.2
AssistZero 79.8 158 27.0
Human alone 70.8 200 —
Insight

Even reward-engineered PPO barely helps;
assistance games require a fundamentally
different algorithm.




AssistanceZero: Algorithm
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Human Modeling

Why Human Modeling Matters

An accurate human model 7% (a"|s, 0) is essential:

» Used by MCTS to simulate future states
» Determines the distribution the assistant trains on
» Mismatch — sim-to-real gap with real humans

Approaches Compared

© Imitation learning: Behavioral cloning on human
gameplay data

© piKL (Jacob et al., 2022): IL + MCTS planning at
iInference time. Combines data-driven behavior with
principled rationality.

© RL-based: Pure reward maximization

Problem

In CIRL, H's optimal policy depends on R's
algorithm. Here, real humans are not IRL-optimal
teachers, but use complex strategies that must be
modeled empirically.

4
Solution
The best human model uses piKL: MCTS-guided
Imitation learning captures both human data
patterns and rational goal pursuit. )




Results: Simulation & Human Study

Simulation Results (vs. best human model)

Method Goal% Hum.  Asst.
actions %
Human alone 70.8 200 —
Pretraining + SFT — — low
PPO + aux. loss 74.1 191 7.2
AssistanceZero 79.8 158 27.0

Human Study
Participants build houses with and without assistant:

» AssistZero reduces human actions by ~20%

» Rated nearly as helpful as an expert human
assistant

» Pretraining+SFT assistant rated much lower

Emergent Behaviors

© Digging foundations: assistant infers house
outline from early human actions

© Completing roof: infers roof structure and
autonomously completes it

© Learning from corrections: when human
breaks an incorrect block, assistant corrects
similar remaining errors

None of these behaviors were explicitly
programmed.

Summary

Assistance games are tractable at scale and

produce assistants that are qualitatively superior
to RLHF/SFT baselines.




Summary and Future Directions

Takeaways Open Problems
© Assistance games scale to complex environments » Continuous action spaces: MCTS is discrete;
(18] ~ 10*°°) LLM token spaces are huge
© Separating prediction from action (via MCTS) is » Multi-turn dialogue: modeling conversation as
key for tractability assistance game
© Human modeling quality directly impacts » Reward parameterization: how to represent ©
real-world performance for open-ended tasks
@ Assistance games yield emergent helpful » Human model learning: online vs. offline;
behaviors without explicit programming ) personalization
» Safety: ensuring assistant does not “take over”
from human

Assistance alternative to RLHF

@ Train human model on interaction data
@ Formulate LLM assistant as CIRL agent
© Use AssistanceZero-style planning

Broader Message

Both papers argue: value alignment is not a

/ one-shot reward specification problem — it is an
ongoing, cooperative, and interactive inference
process.




