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Abstract

Recent progress in large pretrained language
models has led to a growth of analyses ex-
amining the linguistic knowledge encoded in
these models. Due to limited computation,
the analyses are mostly conducted on released
language model checkpoints, which makes it
difficult to study how various factors during
training affect the acquired linguistic knowl-
edge. In this work, we train a suite of small-
scale Transformer language models, each dif-
fering from each other with minimal change
in, e.g., training objective or data, and analyze
how those small changes during training affect
the acquisition of linguistic knowledge in the
resulting models. We first evaluate the models
on BLiMP, a targeted evaluation benchmark of
multiple English linguistic phenomena. Re-
sults show that modifying the training objec-
tive (e.g. use focal loss or add auxiliary loss)
does not bring significant gains on average,
but shows promising improvement on several
subcategories, e.g., detection of adjunct island
and correct scope of negative polarity items.
We also evaluate the models on a human read-
ing time prediction task. Experimental results
demonstrate that none of the models, includ-
ing strong baselines such as GPT-2 and GPT-3,
can predict the correct range of human reading
time for the garden path sentences, implying
models do not have human-like generalization
on syntactically ambiguous sentences.

1 Introduction

At the core of many natural language process-
ing tasks are language models (LMs), which com-
pute the probability distribution of the next token
that follows a given input context. The Trans-
former (Vaswani et al., 2017), as one of the most
popular architectures for language modeling, has
been widely adopted for large-scale pre-training,
such as in BERT (Devlin et al., 2019), GPT-
2 (Radford et al., 2019) and GPT-3 (Brown et al.,
2020). The success of large-scale LM pre-training

has propelled a surge of analysis on the linguistic
knowledge encoded within those LMs.

While prior works have uncovered many ex-
citing facts regarding the linguistic capability of
those pre-trained models, most of them are con-
strained to analyzing the released model check-
points, and thus lack inspection on the impact of
various training configurations. While a handful
of prior works have made adjustments to the train-
ing process, they have mostly focused on either
LSTM language models (Linzen et al., 2016) or
the size of training data (Zhang et al., 2021).

In this work, we investigate two factors of LM
training distinct from the previous works – the
LM training loss function and the self-attention in
the Transformer layer. We train a suite of Trans-
former language models, each differing from each
other with minimal differences, and evaluate the
effect of those changes via non-parametric prob-
ing on BLiMP (Warstadt et al., 2020a), a targeted
evaluation benchmark of multiple English linguis-
tic phenomena. Overall, we did not see global
gains on BLiMP in aggregate, but some modifi-
cations to LM training offer local improvements
to different types of linguistic phenomena. This
implies that the modified training process intro-
duced helpful inductive biases to certain linguistic
paradigm. Therefore, a potential future direction
is to combine the baseline model with approaches
introduced in this work to improve the overall syn-
tactic generalization performance of Transformer
language models.

Aside from BLiMP, we also test our models on
reading time prediction as another evaluation for
human-like syntactic generalization. According to
Surprisal Theory (Levy, 2008), there should be a
linear relationship between surprisal (negative log
probability of a word in context) and processing
difficulty. In support of this, Smith and Levy
(2013) show empirical evidence that reading times
are linear in surprisal in both self-paced reading



and eye-tracking-while-reading tasks. However,
recent work by van Schijndel and Linzen (2020)
shows that this linear relationship breaks when
predicting the reading time of garden-path sen-
tences with word surprisal of recurrent language
models. They suggest that a two-stage process-
ing models involving reanalysis mechanisms may
be more well-suited to account for the processing
of garden-path sentences. Another potential ex-
planation for their findings is that the RNN lan-
guage model in the said work did not learn to pro-
duce surprisal values that are different enough for
the garden-path and unambiguous sentences. It is
possible that Transformer LMs may exhibit dif-
ferent patterns in word surprisal. Therefore, we
evaluate our models as well as strong baselines,
e.g. GPT-2 and GPT-3, on a subset of the reading
time data collected by Prasad and Linzen (2019).
While GPT-3 and our Transformer variants do re-
cover the gap slightly, none of them can predict
the reading time with a magnitude remotely close
to that of human. We hope our analysis can shed
light on future research into human-like syntactic
generalization.

2 Method

Large pre-trained Transformer LMs have received
much attention lately due to their success in many
downstream natural language processing tasks.
Orthogonal to the application of these models, a
line of research concentrates on evaluating the lin-
guistic knowledge captured by these LMs. Since
training multiple language model instances from
scratch is computationally infeasible for most re-
searchers, recent works focus mostly on fixed pre-
trained Transformer LMs. Although inductive bias
introduced by intervening the training process of
LSTM language models has been studied exten-
sively in the past, it remains underexplored for the
Transformer language models. In this work, we
hope to fill the gap by examining how adjusting
the training of Transformer LMs would influence
the acquisition of linguistic knowledge.

2.1 Background

Training objective Language models compute
p(wi | w<i), the probability distribution of the
next token wi given the preceding context w<i.
The conventional training objective of an LM is to
minimize the surprisal of tokens in a training set.
The surprisal of a single token can be expressed as

the negative log probability of that token given the
preceding context (prefix):

li = − log p(wi | w<i)

Transformer Many models were proposed to
compute p(wi | w<i), among them Trans-
former (Vaswani et al., 2017) has become the
predominating one nowadays. Each Transformer
layer comprises a self-attention and a feedforward
block. The self-attention is crucial for contextu-
alizing representations from previous layer. More
specifically, the output of self-attention in a Trans-
former language model at position i can be ex-
pressed as the weighted average of linearly pro-
jected prefix tokens:

Ai = softmax(
qiK

>
√
dk

)V (1)

, where K,V are linearly projected vectors of the
prefix representations and qi the linearly projected
current token. The dot product is normalized by√
dk, the dimension of representations, to get vari-

ance 1 after the dot product operation.

2.2 Modification to training process

The inability to intervene the training process of
Transformer LMs constrains many previous stud-
ies to only analyzing the available released check-
points. For other works varying factors at train-
ing time, they either study LSTM language mod-
els or just change the amount of training data. Un-
like those works, we investigate how changing the
conditions during training affects the amount of
linguistic knowledge captured by the Transformer
language models. Admittedly, there are many fac-
tors contributing to the entire training procedure,
such as model sizes, domain of training data, op-
timizer hyperparameters, etc. In this paper, we
investigate two aspects: (1) the LM training loss
function and (2) the self-attention in the Trans-
former. We train a series of models, controlling all
factors except for the two aforementioned aspects.

Focal loss (FL) As shown in (Zhang et al.,
2021), different linguistic phenomena require dif-
ferent amount of data for an LM to master. For
instance, the learning curve of subject-verb agree-
ment plateaus after training on more than 10M to-
kens, whereas the filler gap dependency has steady
increasing performance even until the data reaches
30B tokens. This implies that each phenomenon



has its inherent “difficulty”, some requiring more
data for an LM to master. If so, can we improve
the capturing of linguistic knowledge by forcing
the model to pay more attention on the “difficult”
tokens during training? To achieve this, one po-
tential alternative to the standard log loss train-
ing objective is the focal loss (Lin et al., 2018),
which can be intuitively explained as reducing the
penalty on “easy” well-predicted tokens and in-
creasing the penalty on the “hard” tokens. For-
mally, the surprisal of each target token is nega-
tively scaled by the predicted probability:

lFLi = −(1− p(wi | w<i))γ log(p(wi | w<i))

, where γ is a hyper-parameter controlling the rel-
ative importance between ill-predicted and well-
predicted tokens. Larger γ allocates more weights
to ill-predicted tokens.

Masked loss (ML) In the focal loss setting,
well-predicted tokens still receive certain amount
of penalty. As an extreme version of the focal loss
setting, we simply zero out the loss (masked loss)
for the tokens whose predicted probability exceeds
a given threshold. Formally, given a threshold t,
the masked loss is thus:

lML
i = −

(
1− I(p(wi | w<i) ≥ t)

)
log

(
p(wi | w<i)

)
Auxiliary loss (AL) Multitask training is com-
monly adopted to instill extra supervision sig-
nals to the language model (Winata et al., 2018;
Zhou et al., 2019). To explicitly endow the lan-
guage model with better understanding of syntac-
tic knowledge, we add an auxiliary task in which
the model is trained to predict the constituency
parse labels using the final layer output. The loss
of this prediction task is added to the original loss,
weighted by a hyper-parameter α.

lALi = −α log p(wi | w<i)−(1−α) log p(ci | w<i)

, where ci is the linguistic label associated with
each token output by an external parser. To lin-
earize the constituency parse tree, we assign each
token with a label consisting of the smallest con-
stituent containing that token and the depth of that
constituent in the parse tree. For example, a noun
phrase “red apple” having depth 3 in the parse
tree will have “NP3 NP3” as the labels for the
auxiliary task.

Local attention (LA) Besides modifying loss
functions, we also apply a change to the self-
attention in the Transformer. Instead of using the
standard self-attention, we adopt local attention,
where the attention window is limited to only k
tokens within local context, in the hope to emulate
the recency bias previously shown to exist in RNN
language models (Kuncoro et al., 2018). However,
note that although the model only attends to the
previous k tokens in each layer, the effective re-
ceptive field can still be large as the information is
propagated through the stacked Transformer lay-
ers.

2.3 Evaluation on BLiMP

To measure the amount of linguistic knowledge
captured by each language model variant, we re-
sort to BLiMP, a recently released benchmark of
linguistic minimal pairs for English. It contains
sentence pairs of a grammatical sentence and an
ungrammatical one, which is minimally edited
from the grammatical sentence. The sentence
pairs fall into 67 paradigms, spanning 12 com-
mon English grammar phenomena. The assessed
language model assigns normalized log probabil-
ity to both sentences in each pair and the model
makes an accurate prediction when the grammat-
ical sentence receives higher probability than the
ungrammatical one. Each paradigm contains 1K
examples, the accuracy of each paradigm can be
treated as a proxy of the amount of specific lin-
guistic knowledge encoded in the LM.

3 Experiments & Analysis

3.1 Experimental Setup

Data We use the same English Wikipedia data
used by Gulordava et al. (2018). It contains
around 100M tokens in total, 80M of which are
used for training. The vocabulary includes 50K
words and special <unk> token for substituting
infrequent words.

Models We present four models each trained
with slightly different setting. (1) FL: This model
is trained with focal loss, the γ is set to 21. (2)
ML: This model is trained with masked loss, the
threshold for masking well-predicted tokens is set
to 0.92. (3) AL: This model is trained with aux-
iliary task of predicting the constituent label, the

1γ is picked from tuning over {0.5, 1, 2}
2t is picked from tuning over {0.85, 0.9, 0.95, 0.999}



Phenomena Paradigms BASE FL ML AL LA

adjunct_island 0.69 0.81 0.89 0.85 0.69
complex_NP_island 0.50 0.46 0.48 0.50 0.55
coordinate_structure_constraint_complex_left_branch 0.42 0.39 0.38 0.33 0.33
coordinate_structure_constraint_object_extraction 0.74 0.78 0.77 0.67 0.80
left_branch_island_echo_question 0.48 0.49 0.46 0.42 0.40
left_branch_island_simple_question 0.34 0.41 0.37 0.31 0.41
sentential_subject_island 0.31 0.41 0.40 0.39 0.37

Island Effects wh_island 0.66 0.63 0.62 0.55 0.71

anaphor_gender_agreement 0.96 0.95 0.91 0.96 0.95
Anaphor Agreement anaphor_number_agreement 0.98 0.98 0.96 0.98 0.97

animate_subject_passive 0.69 0.67 0.67 0.69 0.68
animate_subject_trans 0.48 0.46 0.45 0.48 0.47
causative 0.68 0.66 0.65 0.71 0.67
drop_argument 0.52 0.49 0.51 0.48 0.51
inchoative 0.64 0.64 0.64 0.62 0.66
intransitive 0.57 0.57 0.58 0.58 0.57
passive_1 0.72 0.71 0.72 0.73 0.74
passive_2 0.72 0.72 0.71 0.72 0.70

Argument Structure transitive 0.70 0.70 0.70 0.71 0.69

determiner_noun_agreement_1 0.93 0.93 0.94 0.94 0.93
determiner_noun_agreement_2 0.94 0.95 0.94 0.93 0.95
determiner_noun_agreement_irregular_1 0.84 0.83 0.84 0.84 0.83
determiner_noun_agreement_irregular_2 0.87 0.88 0.86 0.86 0.87
determiner_noun_agreement_with_adj_2 0.81 0.88 0.84 0.84 0.86
determiner_noun_agreement_with_adjective_1 0.84 0.88 0.85 0.84 0.86
determiner_noun_agreement_with_adj_irregular_1 0.73 0.76 0.75 0.75 0.76

Determiner Noun Agreement determiner_noun_agreement_with_adj_irregular_2 0.77 0.82 0.79 0.79 0.84

distractor_agreement_relational_noun 0.85 0.82 0.81 0.86 0.82
distractor_agreement_relative_clause 0.72 0.73 0.76 0.72 0.73
irregular_plural_subject_verb_agreement_1 0.83 0.82 0.82 0.82 0.82
irregular_plural_subject_verb_agreement_2 0.93 0.91 0.92 0.92 0.89
regular_plural_subject_verb_agreement_1 0.93 0.92 0.92 0.92 0.91

Subject Verb Agreement regular_plural_subject_verb_agreement_2 0.89 0.88 0.88 0.87 0.86

ellipsis_n_bar_1 0.70 0.73 0.75 0.69 0.78
Ellipsis ellipsis_n_bar_2 0.82 0.84 0.79 0.82 0.84

existential_there_object_raising 0.75 0.72 0.69 0.72 0.68
existential_there_subject_raising 0.82 0.85 0.81 0.81 0.84
expletive_it_object_raising 0.74 0.78 0.69 0.75 0.70
tough_vs_raising_1 0.44 0.45 0.49 0.43 0.53

Control & Raising tough_vs_raising_2 0.87 0.91 0.86 0.89 0.86

existential_there_quantifiers_1 0.97 0.97 0.95 0.96 0.95
existential_there_quantifiers_2 0.16 0.24 0.12 0.16 0.16
superlative_quantifiers_1 0.89 0.85 0.86 0.71 0.92

Quantifiers superlative_quantifiers_2 0.80 0.71 0.78 0.74 0.80

irregular_past_participle_adjectives 0.88 0.93 0.91 0.94 0.90
Irregular Forms irregular_past_participle_verbs 0.94 0.93 0.93 0.95 0.93

matrix_question_npi_licensor_present 0.14 0.17 0.26 0.15 0.22
npi_present_1 0.58 0.53 0.54 0.47 0.59
npi_present_2 0.69 0.60 0.63 0.57 0.61
only_npi_licensor_present 0.88 0.91 0.87 0.94 0.90
only_npi_scope 0.66 0.79 0.82 0.77 0.84
sentential_negation_npi_licensor_present 1.00 1.00 0.99 1.00 1.00

NPI sentential_negation_npi_scope 0.50 0.60 0.56 0.49 0.58

principle_A_case_1 1.00 1.00 1.00 1.00 1.00
principle_A_case_2 0.88 0.88 0.88 0.90 0.90
principle_A_c_command 0.61 0.64 0.62 0.65 0.63
principle_A_domain_1 0.98 0.99 0.98 0.98 0.98
principle_A_domain_2 0.69 0.71 0.77 0.70 0.75
principle_A_domain_3 0.60 0.57 0.56 0.60 0.63

Binding principle_A_reconstruction 0.49 0.51 0.45 0.53 0.41

wh_questions_object_gap 0.73 0.72 0.75 0.70 0.79
wh_questions_subject_gap 0.88 0.87 0.89 0.84 0.91
wh_questions_subject_gap_long_distance 0.92 0.88 0.84 0.87 0.88
wh_vs_that_no_gap 0.94 0.95 0.94 0.95 0.96
wh_vs_that_no_gap_long_distance 0.97 0.98 0.98 0.98 0.96
wh_vs_that_with_gap 0.49 0.50 0.46 0.48 0.45

Filler Gap wh_vs_that_with_gap_long_distance 0.17 0.15 0.18 0.15 0.20

Table 1: BASE stands for baseline model, FL stands for the model trained with focal loss (γ = 2), ML stands for
the model trained with masked loss, the threshold t = 0.9, AL stands for model trained with auxiliary loss, the
auxiliary task is to predict corresponding constituent label, LA stands for the model trained with local attention.
The values below the baseline accuracy is marked in orange, above in blue.



Phenomena BASE FL ML AL LA

island 0.52 0.55 0.55 0.50 0.53
anaphor_agree 0.97 0.96 0.94 0.97 0.96
arg_struct 0.64 0.62 0.63 0.64 0.63
det_noun 0.84 0.87 0.85 0.85 0.86
subj_verb 0.86 0.85 0.85 0.85 0.84
ellipsis 0.76 0.79 0.77 0.76 0.81
ctrl_raising 0.72 0.74 0.71 0.72 0.72
quant 0.70 0.69 0.68 0.64 0.71
irregular_form 0.91 0.93 0.92 0.95 0.92
npi 0.64 0.66 0.67 0.63 0.68
binding 0.75 0.76 0.75 0.77 0.76
filler_gap 0.73 0.72 0.72 0.71 0.74

Average 0.75 0.76 0.75 0.75 0.76

Table 2: Performance of each LM variant on BLIMP,
each phenomenon is averaged over subcategories
within. BASE stands for baseline model, FL stands for
the model trained with focal loss (γ = 2), ML stands
for the model trained with masked loss, the threshold
t = 0.9, AL stands for model trained with auxiliary
loss, the auxiliary task is to predict corresponding con-
stituent label, LA stands for the model trained with lo-
cal attention.

α is set to 0.5. (4) LA: This is the Transformer
in which all self-attentions is replaced with self-
attention over only local five tokens.

Training We train standard 16-layer Trans-
former language models with embedding dimen-
sion size 410, hidden dimension 2100, number of
heads 103. The models are trained with Adam
optimizer β1 = 0.9, β2 = 0.999, learning rate
0.00025, warmup steps 2000 for max 150K steps.
The training is early stopped when the validation
loss stops decreasing for consecutive 10 check-
points. All the evaluation were conducted on the
checkpoints with the best validation loss.

3.2 Results & Analysis

Overall, we did not find significant improvement
on BLiMP phenomena after applying the afore-
mentioned modifications (Table 2). However,
the average score may mask important behavioral
changes in these models. Hence, we examine the
results for each subcategory (paradigm) and con-
firm that there are indeed drastic differences in-
side at least three phenomena. The similar score
on average is because when a model performs
better on some paradigms, it becomes worse on

3These are the same setting used in prior works (Dai
et al., 2019; Sun and Iyyer, 2021)

other paradigms under the same phenomenon. In
this section, we delineate three significant changes
(the difference in accuracy is at least 5%) on the
paradigm level.

Island Effects4 As shown in Table 1, all mod-
ifications to the training objective leads to much
better accuracy on the targeted pairs of adjunct
island and sentential subject island. The model
trained with masked loss improves identification
accuracy of wrong adjunct island sentences from
0.69 (baseline) to 0.89. Smaller improvements
are also observed for multiple other island effects
when the model is trained with focal loss. Surpris-
ingly, the model forced to predict the constituent
labels does not perform well on island effects ex-
amples and the model trained with local attention
outperforms the baseline by large margin (> 5%)
on complex NP island and Wh island.

Determiner Noun Agreement Another signifi-
cant change in accuracy is within the determiner
noun agreement phenomenon. The model trained
with focal loss is better than the baseline model
on multiple paradigms by large margins, espe-
cially on cases where adjective is inserted between
the determiner and the noun. The accuracy of
baseline model is improved from 81% to 88%.
The second best modification is when the Trans-
former is trained with local attention, which con-
sistently outperforms the baseline for all but two
paradigms.

Ellipsis and Irregular Forms The model
trained with local attention outperforms all other
models on ellipsis, showing better ability to dis-
tinguish incorrectly omitted nouns. Another con-
sistent pattern arises in the irregular forms phe-
nomenon, the model trained with auxiliary loss is
better at recognizing incorrect past participle ad-
jectives, suggesting the model assigns low proba-
bility to verbs when expecting a noun phrase.

Negative Polarity Item The last phenomenon
we focus on is negative polarity items. We find
that models trained with modified loss function
outperform the baseline on identifying the correct
scope of polarity item “ever” in the presence of
the focus operator “only”. The improvement is es-
pecially significant (∼ 20 points) when evaluating
the model trained with local attention. However,

4We refer the readers to (Warstadt et al., 2020b) for more
details about each linguistic phenomenon.



the baseline model is better at two other paradigms
in the same phenomenon.

In general, we did not find significant improve-
ment in the BLiMP score on average, because the
gains in some paradigms are canceled out by the
degradation in others. Yet one cannot deny the
modifications described above do affect the en-
coded knowledge in the resulting models, likely
due to the fact that different inductive biases are
introduced by the modified loss function or self-
attention masks. There are two potential future
directions to continue this work. (1) While we
have presented descriptive observations by train-
ing models with slightly different setups, more
ideal analysis should include mechanistic expla-
nation linking the modifications and the resulting
inductive biases, such as those in (Lakretz et al.,
2019). (2) As shown in the results, the baseline
and the model variants are better at various lin-
guistic phenomena, thus a potential improvement
is to ensemble different models to get the best
from all of them. There are other ways to fuse
these models, which we leave as future works.

4 Human Reading Time Prediction

Human reading time is a commonly studied sub-
ject in pyscholinguistics and the prediction of hu-
man reading time has long been associated with
language models. According to Levy (2008) and
Smith and Levy (2013), a linear relationship ex-
ists between the human reading time and the word
surprisal produced by a tri-gram language model.
More recently, this linear relationship was also
shown to be held for more advanced recurrent
language models (Goodkind and Bicknell, 2018).
However, van Schijndel and Linzen (2020) found
that the linear relationship breaks when predict-
ing the human reading time of garden-path sen-
tences. They suggest that a two-stage process-
ing models involving reanalysis mechanisms may
be more well-suited to account for the processing
of those syntactically ambiguous sentences. An-
other potential explanation for their findings is that
the RNN language model in their work, although
being able to differentiate garden-path and unam-
biguous sentences, did not learn to output surprisal
values that are different enough for the two types
of sentences. More recent Transformer language
models might exhibit distinct patterns not recog-
nized in RNN LMs. Therefore, to test if our pro-
posed variants display larger differences in sur-
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Figure 1: Difference in reading time of the baseline
model (BASE), model trained with focal loss (FL),
model trained with masked loss (ML), model trained
with auxiliary task (AL), model trained with local at-
tention (LA), and pre-trained GPT-2 medium and GPT-
3. The average difference in reading time of human is
around 27.5ms, none of the models above predict even
closer to that range.

prisal for the two mentioned sentence types, we
evaluate our suite of models on the reading time
prediction task, along with multiple strong base-
lines including GPT-2 and GPT-3.

4.1 Experiments

We experiment on the human reading data col-
lected by Prasad and Linzen (2019). It con-
tains self-paced reading time in milliseconds of 80
participants while reading 160 sentences, half of
which are filler sentences, a quarter of which are
unambiguous sentences, and the rest are ambigu-
ous sentences (MV/RR garden-path sentences).
The reading time prediction task is formulated as
follows: first a linear model is fit on the filler sen-
tences, then it is used to predict the reading time
of a three-word critical region in both the am-
biguous and unambiguous sentences. To fit the
linear model, van Schijndel and Linzen (2020)
include multiple features in addition to the sur-
prisal, e.g., the frequency of the critical words
and the entropy. In our experiment, to fit the lin-
ear model, we only use the surprisal of the criti-
cal word s0 and three words preceding the current
word {s−3, s−2, s−1} and found them sufficient.
Formally, we fit a Ridge regression over the sur-
prisal values and participant-specific bias γi:

R̂Ti ∼ β3s−3 + β2s−2 + β1s−1 + β0s0 + γi

After predicting the reading time of critical re-
gion for both the ambiguous and unambiguous



sentence, we take the difference between them
and compare that against human reading time dif-
ference. If the linear relationship between read-
ing time and surprisal holds for all types of sen-
tences, then we should see the difference in pre-
dicted reading time approximately match that of
humans. However, previous work by van Schijn-
del and Linzen (2020) shows that the difference in
predicted reading time has a lot smaller magnitude
than humans. While one may argue that a stronger
language model might be showing dissimilar sur-
prisal patterns, our following experimental results
reveal that even the best contemporary language
model GPT-3 does not output values that account
for the magnitude of human reading time differ-
ence. 5

4.2 Results & Analysis

In this section, in addition to the five models (one
baseline and four variants) described in the previ-
ous sections, we also evaluate two pre-trained lan-
guage model checkpoints: GPT-2 medium (Rad-
ford et al., 2019) and GPT-3 (Brown et al., 2020).
The average human reading time difference be-
tween ambiguous and unambiguous sentence is
∼27.5, much larger than any of the model pre-
dictions as shown in Figure 1. The largest dif-
ference in predicted reading time arises from the
GPT-3 model, followed by models trained with
masked and focal loss. Surprisingly, our model
trained on a subset of wikipedia articles (BASE)
results in better prediction than a larger pre-trained
GPT-2 model, which predicts the ambiguous sen-
tences require less time to read. The model trained
with local attention is slightly better than GPT-
2 medium, instead of predicting contrary results,
this model does not detect the difference between
ambiguous and unambiguous sentences. Over-
all, we find that intervening the training process
leads to slightly different performance in reading
time prediction. Training on large amounts of data
(GPT-3) or training with focal loss, masked loss or
auxiliary task result in larger contrast of surprisal
values, yet the difference is still too low to explain
the difference in human reading time.

So far we have shown that none of the exam-
ined language models are able to predict the cor-
rect magnitude of difference in reading time for

5The surprisal of previous words is added as features to
cope with the spillover effect, we follow van Schijndel and
Linzen (2020) adding three words in the immediate preceding
context.
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Figure 2: Difference in reading time of the GPT-2
medium model. The linear model is fit on the surprisal
when the temperature is 1. The x-axis is the tempera-
ture used for critical words in ambiguous sentences at
test time. The temperature for unambiguous sentences
at test time is 1. Setting the temperature to 0.6 for
ambiguous sentences can approximately match human
performance.

the ambiguous and unambiguous sentences, how-
ever, we would like to emphasize that it is possi-
ble to recover the gap in an oracle setting. The
temperature in the softmax function controls the
magnitude of the surprisal, which further deter-
mines the predicted reading time. Decreasing the
temperature makes the next token probability dis-
tribution more “peaky”, thus assigns more tokens
with lower probability. We show in Figure 2 that
decreasing the temperature only for the ambigu-
ous sentences when fixing the temperature for the
rest sentences recovers the human performance
and this happens even for GPT-2 medium, which
has the worst performance in reading time predic-
tion. To conclude, although current language mod-
els are incapable of predicting the correct range for
the reading time for garden-path sentences, they
should be able to do so once explicitly supervised
with the sentence type information.

5 Related Work

Parametric probes Our work is closely related
to recent analyses on the linguistic knowledge en-
coded in large pre-trained language models. One
typical approach to probing the ingrained linguis-
tic knowledge is through diagnostic classifiers,
or probes (Alain and Bengio, 2017), a classifier
trained with the intermediate representations of
a language model. The classifiers atop a frozen
network can be linear (Alain and Bengio, 2017),
MLP (Belinkov et al., 2017), or based on infor-



mation theoretic approach (Voita and Titov, 2020;
Pimentel et al., 2020). A common practice is to
use simpler probes, as complex probes may be
able to learn the task itself or memorize the in-
stances (Hewitt and Liang, 2019). Previous works
tend to evaluate the language models on set of
multiple probing tasks (Liu et al., 2019; Conneau
et al., 2018), each capturing a distinct linguistic
phenomenon.

Non-parametric probes While parametric
probes contain a trainable classifier, non-
parametric probing evaluates the model without
any trainable parameters. This type of probing
usually relies on datasets constructed via linguis-
tic rules that are specific to targeted linguistic
phenomena (Jumelet and Hupkes, 2018; Marvin
and Linzen, 2018; Warstadt et al., 2020b,a). Each
example in these datasets typically contains a
correct sentence and an incorrect one which is
modified minimally from the correct sentence. A
language model makes the correct prediction for
an example when it assigns higher probability to
the grammatically correct sentence than to the
incorrect sentence.

Intervention to LM training Previous works
have intervened at least two aspects of LM train-
ing: (1) the size of training data and (2) the train-
ing task. van Schijndel et al. (2019) find that in-
creasing the training set does not improve the
learning of certain syntactic ability of LSTM lan-
guage models. Experiments in Zhang et al. (2021)
show that Transformer language models require
10M to 100M words to encode most syntactic
knowledge. Both Linzen et al. (2016) and Rav-
fogel et al. (2019) vary training objective task to
probe the encoded language properties, whereas
our variants are still trained on language modelling
objective yet with mathematically modified loss
functions.

6 Conclusion

To complement recent analyses on the linguis-
tic knowledge encoded by released Transformer
language model checkpoints, we investigate four
Transformer language models, each trained with
slightly different setting. We evaluate these vari-
ants on BLiMP, a targeted evaluation set to probe
the language models’ capability of various linguis-
tic phenomena. Our results show that although
the averaged performance is similar after applying

those changes, there are promising gains on local
paradigms. A future direction to improve the over-
all linguistic generalization is to combine these
variants with the baseline model. We also evaluate
these models on the human reading time predic-
tion. Although GPT-3 and our Transformer vari-
ants outperform the baseline, our findings echo the
prior research that none of the examined language
models are able to correctly predict the range of
human’s reading time of garden-path sentences. It
is our hope that our work can shed light on future
research into human-like linguistic generalization.
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