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We interact with LLMs mainly 
through blackbox APIs

• Generally no access to hidden states, next-word 
probability distributions, or even basic info like model 
size or architecture 

• In this setting, API providers should worry about their 
models being extracted or distilled  

• Imagine you have a small LM. How can you use 
GPT-4 to improve its performance?



Knowledge distillation: 
A small model (the student) is trained to 
mimic the predictions of a much larger 

pretrained model (the teacher)

Bucila et al., 2006; Hinton et al., 2015



BERT 
(teacher): 
24 layer 

Transformer

Bob went to the <MASK> 
to get a buzz cut 

barbershop: 54% 
barber: 20% 
salon: 6% 
stylist: 4% 

…
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BERT 
(teacher): 
12 layer 

Transformer

Bob went to the <MASK> 
to get a buzz cut 

barbershop: 54% 
barber: 20% 
salon: 6% 
stylist: 4% 

…

soft targets ti

DistilBERT 
(student): 

6 layer 
Transformer

Bob went to the <MASK> 
to get a buzz cut 

Cross entropy loss to 
predict soft targets

Lce = ∑
i

ti log(si)



Instead of “one-hot” ground-truth, 
we have a full predicted distribution

• More information encoded in the target prediction 
than just the “correct” word 

• Relative order of even low probability words (e.g., 
“church” vs “and” in the previous example) tells us 
some information 
• e.g., that the <MASK> is likely to be a noun and refer to a 

location, not a function word 





Can also distill other parts of the 
teacher, not just its final predictions!

Jiao et al., 2020 (“TinyBERT”)



Distillation helps significantly over just 
training the small model from scratch

Turc et al., 2019 (“Well-read students learn better”)



Turc et al., 2019 (“Well-read students learn better”)



What if you only have access to 
the model’s argmax prediction, 

and you also don’t have access to 
its training data?
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What about large 
language models?



How to extract an LLM 
served via a blackbox API:

1. Acquire a small open-source pretrained 
language model (e.g., Meta’s LLaMA) 

2. Extract fine-tuning data from API via e.g., self-
instruct (Wang et al., 2022) 

3. Fine-tune the pretrained model from step 1 
with the data from step 2 

Proof of concept: Alpaca from Stanford, Vicuna 
(fine-tuned on ChatGPT interactions)

https://ai.facebook.com/blog/large-language-model-llama-meta-ai/
https://arxiv.org/abs/2212.10560
https://arxiv.org/abs/2212.10560
https://crfm.stanford.edu/2023/03/13/alpaca.html
https://vicuna.lmsys.org/


Self-instruct demo







Watermarking

Kirchenbauer et al., 2023



Do these methods work?



Paraphrasing easily evades them!



Paraphrasing attacks

● Let’s say an adversary wants to evade one of these detectors
● They can take the output of ChatGPT/GPT-4, and then pass it 

through an external paraphrasing model
○ Useful for paraphraser to be controllable, as adversary 

may want to make minimal changes needed to fool detector 
(e.g., lexical swaps, or content reordering)

○ Useful for paraphraser to be context-aware, so it can 
condition paraphrases on discourse-level information (e.g., 
prompts)



Building DIPPER







Defending against paraphrasing attacks?

● We propose a simple retrieval-based defense that must be 
maintained by an LLM API provider (e.g., OpenAI)

● Given a candidate text, it will retrieve semantically-similar 
generations from a database of all the text it has ever generated 
before

● A candidate is detected as AI-generated if it scores above some 
similarity threshold



A retrieval-based detector



A retrieval-based detector



A retrieval-based detector





Slightly worse as database size increases



Requires long-form generations



Limitations of retrieval

● Detection is specific only to a single API
● API provider needs to enable low-latency retrieval over a 

huge-scale database
● False positives due to training data memorization

○ Possible solution: retrieving over training data as well
● Vulnerability to membership inference attacks

○ Possible solution: redact private info, rate limiting
● If detector is public, attackers can iteratively improve their 

perturbation model
○ Possible solution: give detector access to verified users only 

(e.g., teachers), rate limiting


