
CMPSCI 240: Third Summary

1 More Advanced Applications of Random Variables

Theorem 1 (Union Bound). Let A1, A2, . . . , An be n events. Then.

P (A1 ∪A2 ∪ . . . ∪An) ≤ P (A1) + P (A2) + . . .+ P (An) .

1.1 Coupon Collecting

Suppose you have n songs on your MP3 player. You initiate shuffle mode where the player plays an
infinite sequence of songs and the ith song played is chosen uniformly from your collection. Let
CCn be the number of songs played until every song is played. You should know how to prove that:

1. P (CCn = n) = n!/nn = n
n ×

n−1
n × . . . ×

1
n ≤ 2−n/2 because n/2 of the terms are less than

1/2 and the rest are less than 1.

2. E (CCn) = n× (11 + 1
2 + . . . 1n)

3. var (CCn) < n2 × (11 + 1
4 + . . . 1

n2 )

1.2 Hashing or Birthdays or Balls and Bins

Suppose you throw m balls into n bins such that the ith ball is equally likely to fall into any of the
n bins. Say the ith ball collides with the jth ball if they both end up in the same bin.

1. Let X be the number of collisions. Then E (X) =
(
m
2

)
1
n and

P (X = 0) =
n

n
× n− 1

n
× . . .× n−m+ 1

n

2. Let Ai be the event that at least k balls fall in the i th bin. Then

P (Ai) <

(
m

k

)
1

nk
=
mk

k!

1

nk
=
(m
n

)k
/k!

Therefore, if m = n and k satisfies k! > n2 then

P (Ai) <
1

k!
<

1

n2

and by the union bound P (some bin has more than k balls) is

P (A1 ∪A2 ∪ . . . ∪An) ≤
n∑

i=1

P (Ai) ≤ 1/n
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2 Markov Chains

A Markov Chain consists:

• A set of states: {s1, . . . , sk}

• A matrix A of transition probabilities {pij : 1 ≤ i, j ≤ k}

• An initial state si.

This defines a series of random variables X0, X1, X2, . . . where

• X0 = i

• For all t = 1, 2, . . . and 1 ≤ i, j ≤ k, P (Xt = j|Xt−1 = i) = pij

• Write the distribution of each Xt as

vt = (P (Xt = 1) , P (Xt = 2) , . . . , P (Xt = k))

Theorem 2 (Markov Chain Theorem). Given initial distribution v0, vt = v0A
t where Aij = pij.

Definition 1. If v is a distribution such that vA = v, we say v is a steady state distribution for
the Markov Chain defined by A.

Definition 2. A Markov chain is called irreducible if there exists a path in the transition graph
from every state to every other state. An irreducible Markov chain with transition matrix A is called
periodic if there is some t ∈ {1, 2, 3, . . .} such that At is the matrix of a reducible Markov chain. If
A is not periodic we call the chain aperiodic.

Theorem 3. If a Markov Chain is aperiodic and irreducible, then for any initial distribution v0
and ε > 0 there exists a steady state distribution v∗ = (v∗[1], v∗[2], . . . , v∗[k]) and t∗ such that for all
t > t∗,

max(|P (Xt = 1)− v∗[1]|, |P (Xt = 2)− v∗[2]|, . . . , |P (Xt = k)− v∗[k]|) ≤ ε .

Intuitively, a steady state distribution tells you the fraction of time that a, irreducible and
aperiodic Markov Chain will spend in each state. You can find the steady state distribution by
solving the equation vA = v.

3 Bayesian Reasoning and Naive Bayes Classification

Suppose you have a set of hypotheses H1, . . . ,Hk such as:

H1 = it’s raining outside , H2 = it’s not raining outside

The hypotheses should be partitioning, i.e., exactly one your hypotheses is true. For each hypothesis
we have a prior probability that corresponds to our belief that the hypothesis is true, e.g.,

P (H1) = 0.7 , P (H2) = 0.3
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We have observed data D such as D = “advisor is wearing a jacket” and we either know or can
compute the likelihood P (D|Hi) of the observed data for each hypothesis Hi. For example,

P (D|H1) = 0.65 and P (D|H2) = 0.45

We can then use Bayes rule and the law of total probability to update the prior probabilities to
posteriori probabilities,

P (Hi|D) = P (D|Hi)×
P (Hi)

P (D)
= P (D|Hi)×

P (Hi)∑
` P (H`)P (D|H`)

(1)

Definition 3. The hypothesis with the max value of P (Hi|D) is the maximum a posteriori hypoth-
esis. The hypothesis with max value of P (D|Hi) is the maximum likelihood hypothesis.

To find the maximum a posteriori hypothesis (MAP) it is sufficient to compute P (D|Hi)×P (Hi)
for each hypothesis Hi and then choose the hypothesis that results in the largest value.

3.1 Combining Evidence

Suppose we observe m pieces of data D1, D2, . . . , Dm. If we are given enough information to
compute P (D1 ∩D2 ∩ . . . ∩Dm|H`) for each hypothesis H` we can use equation (1) to compute
P (Hi|D1 ∩D2 ∩ . . . ∩Dm). Otherwise we need to assume the data is independent given the hy-
potheses.

Definition 4 (Independent Evidence). We say events D1, D2, . . . , Dm are independent given the
hypotheses H1, . . . ,Hk if for each Hi

P (D1 ∩D2 ∩ . . . ∩Dm|Hi) =
m∏
j=1

P (Dj |Hi)

Therefore, if D1, D2, . . . , Dm are independent given the hypotheses H1, . . . ,Hk, equation (1)
becomes

P (Hi|D) =

 m∏
j=1

P (Dj |Hi)

× P (Hi)∑
` P (H`)

(∏m
j=1 P (Dj |H`)

) (2)

To find the MAP it is now sufficient to compute
(∏m

j=1 P (Dj |Hi)
)
×P (Hi) for each hypothesis

Hi and then choose the hypothesis that results in the largest value.

4 Naive Bayes Classification

In Naive Bayes Classification we use Bayesian reasoning to find the MAP where the priors and
likelihoods are computed from previously analyzed data. For example, suppose we are doing spam
classification. When a new email arrives we have two hypotheses:

H1 = email is spam and H2 = email is not spam
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Suppose that we have analyzed a thousand pervious emails and have found that

700 of the emails were spam

300 of the emails were not spam

From this, it would be natural to believe that 70% of future emails were spam and that 30% of future
emails were not spam. Hence, we set the priors to be P (H1) = 0.7 and P (H2) = 0.3. Suppose we
have also found that

350 of the spam emails include the word “cash”

600 of the spam emails include the word “pharmacy”

100 of the non-spam emails include the word “cash”

50 of the non-spam emails include the word “pharmacy”

Suppose we make two observations about the new email: (D1) it includes the word “cash” and
(D2) it includes the word “pharmacy”. For the analysis of the thousand previous emails it would
be natural to believe that that 1/2 of spam emails include the word “cash” etc. Hence we set the
likelihoods P (D1|H1) = 1/2, P (D2|H1) = 6/7, P (D1|H2) = 1/3 and P (D2|H2) = 1/6.

We then choose the MAP under the assumption the observations were independent. Hence we
compute

P (D1 ∩D2|H1)× P (H1) = P (D1|H1)× P (D2|H1)× P (H1) = 1/2× 6/7× 7/10 = 3/10

P (D1 ∩D2|H2)× P (H2) = P (D1|H2)× P (D2|H2)× P (H2) = 1/3× 1/6× 3/10 = 1/60

and conclude that the new message is spam since H1 is the MAP since 3/10 > 1/60.
Suppose the new email included the word “cash” but didn’t include the word “pharmacy”. Then

we would calculate that

P (D1 ∩ (¬D2)|H1)× P (H1) = P (D1|H1)× P (¬D2|H1)× P (H1) = 1/2× 1/7× 7/10 = 1/20 .

where P (¬D2|H1) = 1/7 because there must have been 100 of the 700 spam emails that didn’t
include the word “pharmacy”. Similarly

P (D1 ∩ (¬D2)|H2)× P (H2) = P (D1|H2)× P (¬D2|H2)× P (H2) = 1/3× 5/6× 3/10 = 5/60 .

In this case we’d classify the email as non-spam since 5/60 > 1/20.

5 Bayesian Networks

Given a set of random variables X1, X2, . . . , Xn we can write:

P (X1 = a1, . . . , Xn = an) = P (X1 = a1)P (X2 = a2|X1 = a1) . . . P (Xn = an|X1 = a1, . . . , Xn−1 = an−1)

but if some of the variables are independent or conditionally independent then we can simplify this.
For example, if all random variables are independent then

P (X1 = a1, . . . , Xn = an) = P (X1 = a1)P (X2 = a2) . . . P (Xn = an)
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or if Xi is independent of Xi−2, Xi−3, . . . , X1 conditioned on the value of Xi−1 then

P (X1 = a1, . . . , Xn = an) = P (X1 = a1)P (X2 = a2|X1 = a1)P (X3 = a3|X2 = a2) . . . P (Xn = an|Xn−1 = an−1)

Bayesian networks are directed graphs that help us track of all the conditional independences.
Nodes in the graph represent random variables and an arrow from Xi to Xj means that we need to
take the value of Xi into account when computing the probability that Xj takes a specific value.
For example,

corresponds to the factorization

P (X1 = a1, X2 = a2, X3 = a3) = P (X1 = a1)P (X3 = a3)P (X2 = a2|X1 = a1, X3 = a3)

We call the nodes with arrows into Xi, the parents of Xi and denote them Pai. In the above
example, Pa2 = {X1, X2}. In general, a joint PMF P (X1, ..., Xd) is a Bayesian network with respect
to a directed acyclic graph G with parent sets {Pa1, ..., Pad} if and only if:

P (X1, ..., Xd) =
d∏

i=1

P (Xi|Pai) .
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