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Abstract

in Eq. 1 are used, we can re-map values r from the original
distribution pr (r) to values in the desired distribution:

In addition to the experiments in the main paper, we include the following extended discussions and results:
• Histogram specification for cross-domain score mapping (Sec. 1).
• Application to semi-supervised learning (Sec. 2).
• Pedestrian dataset statistics (Sec. 3).
• Additional qualitative results (Sec. 4).
For further details, please visit the project webpage:
http://vis-www.cs.umass.edu/unsupVideo/

1. Histogram specification
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T → S score mapping. This involves making the distribution of detector scores on the target domain T resemble
the distribution of scores on the source domain S. The score
values are binned between 0 and 1 with step-size of 0.01.
The inverse mapping is done using linear interpolation.
S → T score threshold. This involves the reverse of the
previous process – we choose a threshold based on labeled
source data, and then “transfer” this to the target domain via
histogram specification, as above.

2. Application to semi-supervised learning

We provide a brief review, mostly adapted from Gonzales and Woods [2], of the histogram specification method
used to map between the distribution of scores in source
and target domains. The terms original and desired is used
to denote the two distributions we want to map between, to
reduce ambiguity with source-domain and target-domain.
Assuming continuous values for ease of exposition, let
the original distribution have probability density function
(p.d.f.) pr (r), with 0 ≤ r ≤ 1. Let the desired distribution
have p.d.f. pz (z), with 0 ≤ z ≤ 1.
Let us consider the cumulative distribution functions
(c.d.f.) as two transformations F and G, acting on the original and desired distributions, respectively.
Z

z = G−1 (s) = G−1 [F (r)]

z
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From Eq. 2, z = G−1 (v), will give back the values z of
the desired distribution pz (z). Instead of v, if the values of s

Table 1: Semi-supervised learning results on BDD.
Method
Baseline
Det
HP
HP-cons
Ground-truth

AP

# images

20.07 ± 0.00
30.25 ± 0.34
30.35 ± 0.58
31.36 ± 0.67
35.38 ± 0.83

12,477
100,001
100,001
100,001
57,513

The general approach of re-training a model on using a
mixture of labeled and unlabeled data is an instance of semisupervised learning, without necessarily having a domain
adaptation component, i.e. there is no domain shift between
train and test datasets – we merely augment the labeled
training set with additional unlabeled (pseudo-labeled) data.
Table 1 shows results using BDD(clear,daytime) as labeled data, the rest of BDD as unlabeled data, and evaluations on the BDD(clear,daytime) test set. The extra selflabeled training data (Det) improves considerably over
the baseline. Training on a smaller amount of perfect la-

