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Recent advances in automated programming have the potential to reduce human involvement in the software engineering process,

but this can lead to less trustworthy software. We envision a three-pronged approach to automating the engineering of trustworthy

software that involves (1) eliciting requirements from users and automatically generating formal specifications encoding users’ intent,

(2) automatically synthesizing source code conforming to those specifications, and (3) automatically synthesizing formal proofs to

verify the correctness of the produced software. We describe this vision and the state of the art in each of these three areas, and the

research challenges that must be overcome in each area and in their integration.
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1 A Vision for Automatically Engineering Trusted Software

Software, already ubiquitous in our lives, is increasingly permeating important decision-making processes in our

society. Software optimizes user experiences [169], impacts the criminal justice system [6], approves access to financial

instruments [9], affects hiring decisions [149], and supports medical decisions [102]. Some previously manual jobs,

such as customer support and vehicle operation, are in the process of being completely automated [43, 174]. It is thus

more important than ever for software to be trustworthy.

At the same time, the way software is developed is changing. Foundation models [23] are revolutionizing program-

ming, with tools like GitHub Copilot [130] and Cursor [8] generating entire methods and autocompleting code based
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2 Brun et al.

on short prompts. Meanwhile, tools like Replit Agent [168] and Cursor Composer [7] go further, engineering entire

applications from natural language prompts.

This increase in automation in software development, and the consequential reduction in reliance on human

reasoning, can diminish the trustworthiness of the produced software. Foundation models often generate falsehoods

or hallucinate evidence to support their answers, such as citing nonexistent court cases [22] or scientific articles [32].

Code generation tools based on foundation models are not immune to this problem, often synthesizing code with calls

to nonexistent methods or nonexistent functionality [1, 89, 155]. Meanwhile, when given incorrect, automatically

generated code, humans often chose to use it [53], and generally willingly give up responsibility when allowed to rely

on artificial intelligence to make decisions [2, 29].

At the same time, however, these advances in artificial intelligence offer an opportunity for automating the application

of formal methods to engender trust in produced software. Formal methods, which broadly refer to mathematical

techniques for specifying, developing, and verifying software, have been actively researched since the 1960s [67]. These

techniques can improve software quality and human trust in its safety and functionality through the provision of

rigorous behavioral guarantees. They have moreover demonstrated their value in critical systems. For example, the

CompCert verified C compiler is deployed in Airbus aircraft control systems [116], an example of Airbus’s successful use

of formal methods generally [145, 162]; the seL4 microkernel [101, 134] provides mathematically-established security

guarantees suitable for defense and medical applications [63]; and verified cryptographic libraries like HACL* [190]

protect users’ communications in popular applications, including Firefox, Chrome, and Android [55, 84].

Despite these successes, formal methods have seen narrow practical adoption relative to their potential applicabil-

ity. Applying formal methods is time-consuming and complex, and requires significant expertise and mathematical

sophistication along with considerable manual effort. This effort requirement applies both to the task of formally

specifying requirements, and to writing proofs that a piece of software satisfies them formally. The CompCert compiler

required roughly 100,000 lines of Rocq (formerly known as Coq) proofs to verify 42,000 lines of compiler code [116].

Moreover, proof languages like Rocq, Isabelle, or TLA+ require specialized expertise. Even well-funded teams take time

to leverage this technology: Amazon’s S3 team has verified only critical components of their system design, not their

entire codebase [138].

We argue that the same advances in foundation models that enable large-scale code synthesis can be applied to

synthesizing both formal specifications and verification proofs, automating and dramatically broadening formal method

application. Fine-tuned or otherwise appropriately trained language models can assist human engineers in precisely

specifying desired behavior, rendering the technology accessible to engineers less conversant in formal logics. Other

models can learn common proof patterns and tactics from generated examples to assist with actually discharging the

proof obligations in question. Further, the code synthesis process can be engineered to produce code more suitable for

the use of formal methods in the first place. Taken together, this automation can improve the quality and trustworthiness

of system constructions and subsequent evolution and maintenance.

Software engineering automation that reduces reliance on human reasoning can reduce software trustworthiness if

applied naïvely, posing a critical challenge the software engineering research community should address. However,

that same automation offers an opportunity to reduce the cost of applying formal methods and significantly increase

software trustworthiness.
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Fig. 1. We envision automatically generating trustworthy software by iteratively synthesizing formal specifications through interac-
tions with users (Section 3), synthesizing code to satisfy those specifications (Section 4), and generating proofs to formally verify that
the code satisfies those specifications (Section 5).

Ultimately, we envision that modern AI advances can allow software and the evidence of its trustworthiness to

be synthesized in unison. In this paper, we articulate the current state of the art and existing gaps, and identify the

research challenges and promising directions that can reify our vision in the next 5–10 years.

2 Overview of Envisioned Approach

The notion of trust is complex. Recent research found that consumers trust products that use AI less than those

that do not [38]. Users can under-trust some AI-based systems due to fear of manipulation [71], and over-trust and

over-rely on others [186]. In some situations, understanding system behavior can explicitly reduce user trust [97, 143].

Measuring trust presents additional challenges: self-reported measures [49, 70, 176] often disagree with behavioral

observations [44, 100, 157]. These latter approaches can provide more objective trust measurements, as can trust

games [91] adapted from economics to evaluate trust between a human and a system [64, 97, 191]. Ideally, humans

would trust systems inline with their actual trustworthiness, but this alignment can fail when users have only partial

information and systems are capable of undesirable behavior [97]. In this paper, we advocate for improving software

trustworthiness by both increasing its quality, and by providing formally verifiable evidence of correctness in the

form of specifications aligned with user intent and machine-checkable proofs that the software generates for those

specifications.

Figure 1 summarizes our vision for increasing the trustworthiness of automatically engineered software. The roadmap

for achieving this vision consists of three integrated research directions:

(1) Iteratively eliciting requirements from a human and automatically generating formal specifications using nat-

ural language and a combination of use-cases, test cases, and counterexamples in an interactive conversation

(Section 3).

(2) Automatically synthesizing source code using the elicited specifications in languages that yield themselves to

formal verification (Section 4).

(3) Automatically synthesizing formal verification proofs to verify that the generated software adheres to the specifi-

cations (Section 5).

Once the software is built, its evolution and maintenance pose new unique research challenges in each of the three

directions, described in Section 6. And importantly, while these three research directions can be explored independently,

interactions between them, such as synthesizing code that is easier to verify, and refining specifications based on
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counterexamples found during verification, pose novel, important, challenging, and impactful problems to solve, which

Section 7 details.

Our vision largely relieves the human from having to write the software and to generate artifacts that ensure its

correctness (such as tests, verification proofs, etc.). Humans, however, still play a central role to expressing the intent

of what the system they want built should do. Interactive specification synthesis may, for example, include a natural

language conversation with the users to elicit requirements, but then automatically transform that conversation into

specifications for internal use, automatically generate the source code, and automatically verify the code’s correctness

with respect to the users’ intent.

Our vision assumes a broad and inclusive view of both specifications and verification. Specifications can include

formal and complete logical specifications, Hoare-style pre- and post-conditions, desired safety properties, or partial

and multi-modal specifications, such as program sketches or input-output pairs. Verification technologies can include

verification with interactive proof assistants, Hoare-style verification, property inference (such as loop invariants), and

model checking. Recent research has shown significant promise in each of these directions, suggesting that our vision

for automating the engineering of trusted software can become a reality in the next five to ten years.

3 Specification Formalization and Synthesis

A software specification is a description of the intended behavior or desired properties of a software system. A specifica-

tion defines what the software should do, and sometimes what it should not do. In the context of software verification,

the specification serves as the target for correctness: verification methods aim to show that the implementation conforms

to this specification.

Software specifications can take many forms and vary in terms of formality and scope. They may range from

informal natural-language requirements and user stories to highly formal mathematical models. For example, the

requirement “the system sorts a list of numbers in non-decreasing order” is an informal specification of a sorting

function. A more formal specification of the same property is “for all input lists, the output list is a permutation of the

input list that is sorted such that each element other than the first one is equal to or larger than the previous element.”

Both versions express the expected behavior, but the formal one is more precise, and typically enables more powerful

verification approaches. Further, intent specification can be captured through non-traditional and multimodal artifacts,

such as reference implementations, screenshots of expected and unexpected behavior, and videos of related software

use. Such artifacts have already been successfully used to infer intent to automate software engineering tasks, such as

reference implementations for automated program repair [77, 127] and videos of mobile application use for automated

test generation [166, 188]). Having a clear specification of intent is beneficial for guiding development, testing, and, of

course, verification.

The gap between how humans naturally express their intent and the precise formulation that formal methods require

remains a fundamental challenge in engineering trustworthy software. This is both because precise requirements

articulation is difficult, and because users and developers do not always precisely know what they want. While

requirements evolve through interaction and refinement, often, self-evident assumptions remain unstated. Some

specifications are expressed explicitly, such as via requirements documents, design documents, or contracts. Others

are expressed implicitly via test suites, code comments, or assumed obvious behavioral expectations, such as memory

safety or termination. These implicit specifications play a large role in how we test and reason about programs.
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The inherent ambiguity and incompleteness in how humans conceptualize and communicate system requirements

is one reason formal methods have not been widely adopted. Writing complete, precise formal specifications is a

challenging task requiring significant expertise, and often entails more code than writing the system itself.

Recent advances in large language models (LLMs) offer significant potential for bridging this gap. An LLM-based

system can interpret ambiguous natural language, engage in clarifying iterations with a user, generate concrete examples

to refine understanding, and translate between representations, such as natural to more-precise logical formulations.

Our vision uses these capabilities to make formal specification accessible.

This section examines the specification challenge with this vision in mind. Section 3.1 discusses implicit and

informal specifications most common in software engineering practice. Sections 3.2 and 3.3 dive into functional partial

specifications through testing and full formal specifications, respectively. Finally, Section 3.4 articulates how AI can

enable the iterative transformation of human intent into verification-suitable formal specifications. Together, these

approaches suggest a path toward specification synthesis that both faithfully and usably captures user intent, while

supporting automated verification and code synthesis throughout a trusted automated engineering process.

3.1 Implicit and Informal Specifications

Not every aspect of a program’s expected behavior is documented in a formal requirements sheet. Instead, requirements

are often encoded through a variety of sources of natural language. Some of these sources take the form of complete

software artifacts and design documents, like RFCs, GitHub issues, or API specifications. Other natural language is

available at the code level, from structured javadoc-style annotations to informal comments explaining design rationale

or assumptions throughout an implementation. Effectively leveraging these diverse sources of project knowledge is a

promising target for LLM-based tools.

Additionally, most software is constrained by implicit specifications, or assumptions and invariants about well-

behaved systems that are taken for granted if not explicitly documented. Common assumptions include:

• No crashes or fatal errors: An ubiquitous assumption about trusted software is that given valid inputs and normal

operating conditions, the software will not crash (no segmentation faults, assertion failures, uncaught exceptions,

etc.). Fuzz testing leverages this implicit specification: a fuzzer feeds random inputs to a program and flags

unexpected crashes as bugs [72–74].

• No infinite loops or hangs (termination): It is generally expected that a program will remain responsive. In many

contexts, especially interactive or real-time systems, non-termination is considered a serious bug (excepting

continuously-executing servers). Indeed, formal analyses often include termination as a basic correctness target.

• Memory and type safety: Programs are typically expected to avoid low-level errors, such as buffer overflows, null-

pointer dereferences, use-after-free, or integer overflow. These conditions correspond to basic safety properties,

representing a semi-universal implicit specification that most programs should satisfy [95, 137].

Implicit specifications provide a valuable baseline of correctness that can often be usefully automatically checked

by existing static techniques and sanitizers. However, implicit specifications are partial, and do not speak to overall

system correctness beyond core safety properties. Thus, they are ideally complemented by more explicit, higher-level

specifications of what the software should accomplish.
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3.2 Functional Specification via Tests

A functional specification describes the expected input-output behavior of a specific function or feature. In practice,

many developers use examples and tests to define such specifications. A classic approach embracing this idea is test-

driven development (TDD) [10, 13], wherein a developer writes test cases for a new function before writing the function’s

code. Each test encodes an aspect of the function’s intended behavior — effectively a concrete specification example at

the unit level. Collectively, such tests form a functional specification. One advantage of tests as a specification is that

they are executable, and they serve as a form of documentation. This approach aligns development with specification,

potentially catching misunderstandings early — should the specification (test) be wrong or unclear, it will become

evident when implementing or refactoring.

However, testing alone is insufficient to guarantee full correctness [51]. Tests can only cover the specific cases that

developers thought to write. It is usually infeasible to enumerate every possible input or state in tests, especially for

complex or infinite input domains. Untested scenarios are left unspecified. As a corollary, passing all tests is not a proof

that the software is bug-free — it only shows that it works on the tested cases. In practice, many critical bugs are found

in edge cases that were not covered by tests.

Because of these limitations, software engineering for high-assurance systems often goes beyond just testing and

uses formal specifications to capture the full intended behavior. Although tests are extremely valuable and practically

essential, the highest level of confidence requires a more comprehensive way to specify desired behavior that enables

full correctness proofs. This is where formal specifications come into play.

3.3 Full Formal Specification

A formal specification is a complete and unambiguous description of software behavior using mathematical notation

and logic. Unlike informal or partial specifications, such as test cases, a full formal specification aims to rigorously

describe all possible system behavior and conditions. Such a specification describes what the software should do, but

not how, in a formal language interpretable by both humans and verification tools. For example, instead of saying

“the software should not crash,” a formal specification might include a logically-denoted invariant that no null-pointer

dereference ever occurs across all executions. Formalisms and languages for such specifications include predicate

logic [75, 82, 103, 173], temporal logic [39], automata [83], and model-based languages (SMT formulae [156], TLA+ [185],

etc.).

Full formal specification has clear benefits: it forces clarity (one must precisely state what the software should do),

eliminates ambiguities, and enables exhaustive verification of correctness properties. By applying model checkers

(Section 5.1), theorem provers (Section 5.2), or other analysis tools, one can prove that an implementation satisfies the

specification (or find counterexamples if it does not). In essence, formal specifications enable a mathematical approach

to correctness. This is crucial for mission-critical software where failures are unacceptable (e.g., aerospace, medical

devices, cryptographic algorithms). Security and safety standards often accordingly recommend formal methods to

ensure that critical properties, such as “the airplane’s control software will never enter an unsafe state,” hold in all cases.

That said, formal specification is demanding and requires both significant effort and mathematical expertise. Full

formal methods are not yet commonplace in everyday software development, due to a lack of cost-effectiveness.

Specification itself can become very complex, sometimes almost as difficult to validate as the code. Moreover, ensuring

that the formal specification truly captures the informal requirements (the real-world needs) is a challenge of its own
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— a formal proof of correctness means “correct with respect to the specification,” and if the specification is wrong or

incomplete, the proof’s value is limited.

3.4 AI-Assisted Specification Formalization

Recent advances in AI, particularly LLMs, offer a new way to formalize user intent by translating vague or partial

requirements encoded in informal natural language into concrete specification artifacts. LLMs can assist at every step

of the lifecycle of a specification, from initial intent clarification (through Q&A or test generation) to producing formal

postconditions, program invariants, and even full proofs.

One exciting potential direction is to use LLMs to transform informal intention into test cases, reminiscent of TDD.

For example, TiCoder [107] introduces an interactive workflow in which users clarify intent in response to candidate

test questions. In this workflow, given a docstring, TiCorder might ask if a certain input-output behavior should hold

(e.g., given input ⟨1, 3, 2⟩, should ⟨3, 2, 1⟩ be considered an acceptable output). This forces concretization of requirements

and allows the partial formalization of a specification via tests. The approach improved programmers’ ability to evaluate

AI-generated code [58] and led to significant improvements in generated code accuracy. Such generated tests moreover

may serve as regression tests for future modifications, supporting trust in AI-generated systems.

Beyond test cases, LLMs can potentially translate natural language specifications into formal method contracts.

Recent results evaluating LLMs’ ability to translate function docstrings into formal postconditions demonstrated that

GPT-4 often succeeds at this task, in ways that moreover usefully found bugs and inconsistencies [54]. This demonstrates

how AI-generated formal specifications can usefully verify correctness by working from existing natural language

text in the code. SpecRover [150] demonstrates another use of intent extraction in practice, using LLM agents to infer

intended behavior from project code and a GitHub issue’s text. The inferred specification guides automated code

generation to resolve the issue; a “reviewer” LLM then checks if the patched code aligns with the intent. Incorporating

the specification inference component significantly improves code generation correctness, even without a formal

verification step incorporated. These types of results speak to the potential applicability of AI to formalize specification

from existing sources, with a diversity of possible applications.

A common thread in these existing approaches is the power of iteration and feedback to incrementally refine the

specification with feedback from a human, analysis tools, or both. Rather than one-shot generation, the best results

come from an interactive or cyclic process: an LLM proposes a candidate (be it a test, specification, or proof), then either

a human or an automated tool (tests, verifiers, etc.) evaluates it and feeds the results back for refinement. This loop

continues until the specification is sufficiently precise and correct. Such workflows leverage the generative strengths of

LLMs while compensating for their weaknesses (e.g., susceptibility to ambiguity or errors) via formal checks. In essence,

AI is augmenting formal methods by making specification easier to obtain (the grunt work of writing assertions or

invariants can be learned from data) and by helping developers think through their intent (via probing questions and

examples). The empirical gains — 30 to 50% boosts in code accuracy or bug detection in many cases — underline how

impactful this synergy can be.

However, key challenges remain to realize this vision broadly:

Domain-Specific Ambiguities. Informal requirements especially often contain domain-specific jargon and ambiguous

language. General-purpose language models might misinterpret such nuances, leading to incorrect or incomplete

specifications. Potential remedies include domain knowledge aggregated prompting [93, 122, 125] and domain specific

fine-tuning or reinforcement learning [34, 78] to focus a model on domain-specific interpretation tasks.
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Streamlined User Interaction. Requiring too much user involvement can defeat the purpose of automation. A user-

friendly specification synthesizer should focus on obtaining necessary clarifications without overwhelming the user, by

consolidating and presenting only the most relevant questions — a major area of research in user experience. Another

potential solution to this problem could more thoroughly integrate static and dynamic analysis tools to catch obvious

inconsistencies and otherwise sanity-check an inferred specification against concrete examples or tests [57]. LLMs

themselves can be used in place of a human to, at times, infer intent [182].

Evaluating Quality and Scalability. Many existing solutions are tested only on small examples or narrow domains.

There is a need for benchmarks and user studies to measure accuracy, usefulness, and scalability of specification

inference approaches, controlling for task and methodology (prompting strategies, fine-tuning, interactive loops, etc.).

Researchers have begun initial efforts to create datasets and metrics for this purpose [106]. Equally important are user

studies and established methodologies to gauge tool practicality. Early plans in this direction are underway [58] —

more focused research remains of paramount necessity.

The high-level goal remains techniques that usefully bridge the gap between high-level intent and precise, verifiable

software specifications. We might envision an IDE assistant that, given an initial user story, interactively asks clarifying

questions, generates a battery of tests and formal specifications, and even produces a formally verified implementation —

with the human supervising the high-level intent. That said, it is likely that initial outcomes will be partial specifications

rather than complete formalisms, but this is a valuable starting point. Partial specifications can be automatically refined

and expanded over time and enable iterative feedback-based refinement loops. Even without full formality, a collection

of partial specifications can often usefully drive program synthesis, as Section 4 describes.

The central challenge that must be overcome in specification formalization is the gap between how humans naturally

express their intent and the precise formulation of that intent that formal methods require. LLMs hold significant

promise in refining the conversion between natural language and formalism by encoding implicit specifications,

interpreting ambiguities, providing likely intent themselves when the natural language is incomplete and ambiguous,

generating tests, and facilitating efficient conversations with humans to elicit and refine specifications.

4 Source Code Synthesis

Program synthesis, or transforming specifications into faithful, executable code, has a rich research history [77],

having long been considered a foundational problem in Computer Science. Classical techniques have achieved notable

success across a variety of specialized domains, from program snippets that produce specified outputs given inputs [85],

protocols [172], superoptimizers [11, 90], compression algorithms or implementations [96], cache coherence protocols

for multicore processors [46], or edit programs to repair a bug corresponding to a failed test case [128], among many

other applications. However, these approaches have historically been limited by scalability challenges, typically

producing only short programs, or requiring specifications that are harder to write than the programs themselves.

Recent advances in neural code generation open a wide space of opportunities for automated software engineering,

overcoming the significant scalability problems that limited prior work. The dramatic scale increase, however, is

associated with a corresponding shift in how developers and users can think about the correctness of the produced

system. Where classical synthesis provides certain types of guarantees of varying degrees of strength regarding the

correctness of the produced artifact, neural models provide only statistical confidence. Using such code generation
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approaches in a trustworthy way requires significant care and innovation to contend with the unreliability of statistical

methods in terms of system correctness, and its resultant impact on system trustworthiness.

Our vision for trusted automated software requires concrete mechanisms to bridge this gap, leveraging the scalability

of neural code generation while maintaining assurances that formal synthesis techniques classically provide. This section

outlines the synthesis component of our vision for trusted software. We first review classical synthesis (Section 4.1),

which remains highly relevant when integrated with novel techniques for specification generation. We then overview

neural and statistical approaches (Section 4.2), which have both revolutionized the scale of automated code generation,

while introducing new challenges regarding its trustworthiness. We then discuss program repair (Section 4.3), a

special case of program synthesis receiving significant attention given recent innovations in AI and the emphasis of

modern software engineering practice on iteration, evolution, and maintenance of extant systems. Finally, we discuss

opportunities in proof-oriented program synthesis (Section 4.4), which focuses on generating code oriented towards

facilitating formal verification. Together, this component of our vision suggest a path towards synthesis that produces

code that both implements desired functionality, and provides strong and independent evidence of its correctness.

4.1 Classical Synthesis Approaches

At its core, synthesis is a search problem over the space of possible programs (or partial programs), seeking one that

satisfies a given specification. These techniques vary in how they define the search space (what types of programs

they consider with respect to which types of specifications), and how they traverse it (the search strategy). Deductive-

style synthesis [126] iteratively refines a complete specification to an executable implementation, resulting in strong

optimality guarantees on the synthesized programs. However, first, synthesis based on logical deduction is still a

search problem, constrained by underlying logical axioms; such approaches are still typically limited to synthesizing

very small programs. Second, writing a complete formal specification is often significantly more challenging than

writing the program that implements them; deductive approaches thus have gained limited traction, to date. Advances

in automatically generating precise, formal specification inference (recall Section 3) hold particular promise in this

direction.

Oneway that synthesis researchers have contendedwith the difficulty of writing formal specifications is by developing

techniques that produce programs with respect to partial specifications, which are often easier to write. This includes

reference implementations, input-output pairs, traces, or a syntactic sketch [161], partial programs, or some combination

of these. Such specifications can constrain two aspects of the desired program: (1) observable behavior over what the

program computes, such as input-output relations or safety properties; or (2) internal computation steps, or desirable

syntactic properties, as captured in, for example, a sketch or template. The resulting synthesis techniques most commonly

take an inductive search approach to construct a program that demonstrably satisfies the given partial specification,

though may not correctly generalize beyond it. These techniques are more flexible in their specification requirements

and require no axioms, though this comes at the cost of lower efficiency and weaker guarantees on the synthesized

code. Perhaps the most visibly successful program synthesis innovations in the last 20 years, such as FlashFill [76] in

Microsoft Excel, rely on this type of search strategy. That said, historically, this type of synthesis has also struggled to

scale beyond quite short programs or program snippets.

Many of these research approaches are quite mature, offering clear paths for integration into our vision for trusted

automated programming. A straightforward research opportunity lies in integrating classical techniques for program

synthesis with novel specification-refinement approaches from Section 3. This will naturally overcome much of the

original barrier to adopting deductive synthesis by assisting developers in creating complete formal specifications.
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Inferred multi-modal and partial specifications will enable a rich set of mechanisms for developers and tools to specify

intent, while taking advantage of results in inductive synthesis.

4.2 Neural and Statistical Approaches to Code Generation

Recent advances in foundation models have dramatically transformed the scale and scope of automated code generation

as compared to previous synthesis innovations. LLMs trained on significant code corpora can now often generate

substantial implementations from natural language specifications, on a previously unprecedented scale. This includes

both general-purpose models, such as GPT-4 and Claude, as well as specialized systems, such as DeepSeek-Coder and

Code Llama.

The tradeoff is that these explicitly statistical approaches take the correctness limitations of inductive synthesis

to an extreme: in the limit, they provide no guarantees that the produced code even compiles, let alone behaves

correctly. This introduces a significant risk to both the correctness and resulting trustworthiness of produced systems.

Characteristic failure modes include the hallucination of plausible but non-existent APIs, syntactically valid but

semantically incorrect solutions, and code that passes system tests but that contains subtle security vulnerabilities

or violates implicit specifications around memory safety or exception handling. Furthermore, because sampling is

non-deterministic, repeated queries may produce functionally quite different solutions, complicating verification efforts.

Neurosymbolic programming [31] approaches aim to combine the scalability of neural synthesis with the stronger

correctness properties of symbolic reasoning. Such techniques incorporate rule-based knowledge, type systems, or

formal specifications to constrain the code generation space, while maintaining the ability to handle natural language

specifications. For example, neural models can propose candidate solutions, and they can be filtered or ranked using

program analysis, SMT solvers, or type checking. Syntax-guided synthesis (SyGuS) [5] provides a formal foundation

for such approaches, defining synthesis problems through grammars and logical constraints that can guide neural

generation. Recent work like CrossBeam [159] efficiently navigates the search space of bottom-up synthesis using

neural guidance while maintaining formal guarantees.

Alternatively, execution feedback, such as test results or runtime behavior, can be used to iteratively refine generated

code. AlphaCode [118], for example, clusters and filters the results of large-scale sampling based on program behavior;

and CodeT [33] generates both code and tests, using their mutual consistence as a selection criterion. Execution

feedback is perhaps especially promising in techniques for automated repair (discussed in detail, next), with techniques

like ChatDBG incorporating debugger signals for the purpose of iterative repair [117], or AdverIntent-Agent using

generated tests to filter and assess proposed patches [183].

Broadening this paradigm and integrating it with synthesized specifications is a key challenge in realizing trusted

automated programming. Fine-tuning models on formally verified codebases, such as CompCert or seL4, could help

bias generation towards verification-friendly patterns. The ability to generate multiple solutions may enable differential

testing, voting, and iteration mechanisms to identify and correct inconsistencies. This speaks to the broader potential of

iterative or counterexample-guided program (and specification) refinement including an LLM in-the-loop [119]. Such

a paradigm can use a variety of specification types or quality signals to inform iterative improvement, from logical

specifications (and failed verifications) to inferred or generated test suites.

4.3 Program Repair as Constrained Synthesis

Program repair [113] represents a special case of program synthesis focusing on the repair of existing code, with

some identified defect, while preserving existing functionality. This can be viewed as a synthesis problem combining
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specifications that are both explicit (the defective behavior to be repaired, demonstrated via, e.g., failing tests, bug

reports, or static analysis warnings) and implicit (the preservation of existing functionality). Repair is thus a particularly

good target for incrementally realizing our vision for trusted software. Repair problems are typically smaller in scope

than full system synthesis, yet still rely on all three components of specification inference (over both formal and informal

sources), code synthesis (fix generation), and verification (ensuring a fix is generally correct).

Repair also has a rich history. Techniques range from the purely heuristic-, syntax, or template-driven [99, 112,

123] to those that incorporate rich semantic analyses, including by building explicitly on techniques from inductive

solver-based synthesis [128, 139]. Most recently, the work in this domain has naturally begun to incorporate neural

approaches [37, 124], LLMs [179], and agentic frameworks [24, 183].

Modern neural approaches have generally widened the types of specifications considered for the repair problem

beyond tests to also consider, for example, GitHub issues. Such issues for example are the subject of the SWE-bench

benchmark [88]; tools that target it perform, effectively, partial program synthesis, guided by natural language issue

descriptions and, optionally, existing code context. While nascent, these types of techniques show the strong potential

that LLM-based techniques have to synthesize targeted patches, further relaxing the distinction between classic synthesis

formulations and repair as a problem description. However, this problem setting also exacerbates the challenges of both

specification inference and verification, as they rely more heavily on ambiguous natural language descriptions and

implicit expectations about system behavior.

Both specification quality and validation techniques are central to synthesis success in this context. The presence of

more precise, formal specifications opens opportunities for verification- or richer constraint-driven repair [45, 66, 110,

158]. Verification-driven repair can invert the traditional pipeline by using verification tools to define the error space

and guide synthesis accordingly, akin to neurosymbolic synthesis techniques. However, this relies on automatically

inferring repair specifications that are precise enough to guide repair but still flexible enough to define a fruitful search

space. Additionally, the problem of patch overfitting to the provided correctness specification (traditionally but not

exclusively tests) is well established [160] and not unique to test-driven or heuristic approaches [111]. Recent advances

leveraging LLMs to satisfy GitHub issues are similarly not immune to the problem of weak correctness specifications [4].

Successfully identifying partial repairs can present an opportunity for specification refinement, where synthesis

failures can trigger either code fixes, specification updates, or both. Section 6 further discusses how this synthesis-centric

view of repair can integrate into the broader software evolution and maintenance lifecycle.

4.4 AI-Enabled Proof-Oriented Program Synthesis

A central challenge in our vision of trusted automated programming lies not just in synthesizing correct code, but in

synthesizing code that can be effectively verified. For example, some programs are structured in ways that are easier

to verify with respect to a desired property. This motivates research in techniques for transforming generated code

such that it is easier to verify. Such programs typically exhibit specific patterns, such as favoring pure functions over

state, the use of explicit loop invariants over complex iteration, and a clear separation between trusted and untrusted

components. This could take the form of either deterministic refactoring approaches, or techniques for controllable

generation adapted to produce code with the desired properties.

Another promising angle for trustworthy code generation brings AI advances to bear on so-called proof-oriented

programming (PoP). PoP entails writing programs that directly incorporate precise, machine-checkable specifications,

and automatically attaching mechanically-generated proofs that the code actually satisfies them. The philosophy of
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PoP is to design and structure languages, libraries, and continuous integration so that specifications and proofs are

first-class from day one, not bolted on later.

PoP comes in two broad styles with different workflows and trade-offs. Auto-active verifiers (e.g., Verus [109] and

Dafny [114]) keep developers in an imperative mindset: the developer writes code and specifications in the form of

requires (precondition), ensures (postcondition), loop invariants, and assertions — while an SMT-backed engine

checks obligations. The second approach to PoP is found in proof assistants and dependently-typed languages, such

as F* [165], Rocq [167], and Lean [48]. In these systems, programs and proofs live in the same language under the

Curry–Howard correspondence —- a specification is a type (or proposition) and a proof is a program term that inhabits

that type. Code is written as total, pure functions over inductive data types, with correctness conditions expressed in

the types. Ensuring a function meets its specification is then a matter of type-checking or interactive proving. Once a

development is fully verified, extraction or code generation can produce executable code in a standard programming

language (OCaml, Rust, Haskell, etc.) that corresponds to the proven definitions, with a carefully managed trust base.

Historically, proof-oriented programming has had limited penetration, both due to scalability challenges and the

difficulty in writing and specifying programs this way [80]. We discuss innovations and potential in proof generation

in Section 5.

In the context of code synthesis, however, we note that recent work has explored generating code in verification-

friendly languages using LLMs, though specialized synthesis techniques for these languages remain limited. For example,

Clover [164] attempts to generate and repair Dafny code using LLMs guided by verification errors. Such techniques

demonstrate the feasibility of targeting languages with built-in specification support (such as Dafny with its pre- and

post-conditions, F* with refinement types, or Liquid Haskell), facilitating a generate-verify-repair cycle. The challenge

remains to develop synthesis techniques that can actually leverage the rich specification languages these tools provide,

rather than treating them as just another generation target.

Iterative code refinement, such as a counterexample-guided synthesis loop, can use verification failures to improve

code and specifications alike, targeting both functionality and structure as appropriate. An LLM generates candidate

implementations, verification tools identify counterexamples, and these counterexamples guide both code refinement

and specification clarification. This creates a tight feedback loop between synthesis, verification, and specification.

Taken together, these directions further suggest the possibility of generating programs annotated with intermediate

assertions, loop invariants, or even proof sketches, in a variety of languages. Extending this to neural synthesis methods,

particularly LLMs fine-tuned on verified codebases, could yield programs that are correct by construction rather than

requiring post-hoc verification.

Finally, approaches for translating between higher-level languages (also known as transpiling), aided by fine-tuned

LLMs, can further bridge the gap between synthesis in popular languages and verification in specialized languages.

Combined with techniques for generating verification-friendly code structures, this translation layer could make formal

verification accessible even when initial synthesis targets conventional programming languages. Doing so will leverage

the capability of verification-oriented languages, such as those Section 5 discusses.
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The central challenge that must be overcome in source code synthesis is that while neural approaches are enabling

large-scale synthesis, they fail to provide the same correctness guarantees that traditional small-scale techniques

could, to various degrees. Closing the gap in generated code quality and correctness between small- and large-scale

synthesis requires integrating these types of syntheses together, as appropriate, involving repair techniques in ways

to improve code quality, and elevating verification to a first-class goal in code synthesis.

5 Verification Proof Synthesis

Generating code that is more likely to be correct, and oriented towards satisfying precisely-encoded specifications, is

only the first part of establishing trust in automatically-generated software systems. To complete the picture, we must

also produce mathematical evidence that the generated code actually meets those specifications, with logical guarantees.

Formal verification, as a field, encompasses a broad spectrum of techniques for establishing this type of evidence, each

with trade-offs between automation, completeness, and scalability. Across the board, these techniques more strongly

assure software quality than does testing, the state-of-the-practice for software assurance to date. However, they

have traditionally been too expensive, both computationally and in terms of human expertise and effort required, for

large-scale adoption. We believe that AI-enabled advances can change this calculus.

Our vision for engineering trusted software includes automating a wide range of verification techniques, such as

Hoare-style deductive verification, property inference (such as loop invariants), model checking, and various hybrids.

This section focuses on two exemplar techniques that illustrate complementary challenges and opportunities in using

AI for trusted automated programming in the 5–10 year time frame: model checking (Section 5.1), which provides fully

automatic but bounded verification, and deductive verification with proof assistants (Section 5.2), which can establish

unbounded correctness properties but traditionally requires substantial manual effort.

Both approaches have demonstrated industrial success in critical systems, and recent advances in AI-assisted

automation show promise for making them accessible at scale. We discuss current progress in automating these

techniques, particularly through neurosymbolic approaches that combine machine learning with formal reasoning, and

identify key challenges that must be addressed to realize our vision of automatically generated and verified software.

5.1 Model Checking

Model checking is an automated verification technique to systematically check that a model of a system satisfies

specified properties, usually written in a temporal logic [39]. Unlike testing, which exercises and verifies behavior on

specific execution paths, model checking provides exhaustive verification within the bounds of the modeled system. If

the model does not satisfy a property, the model checker returns a counterexample showing the steps to the violation.

Such counterexamples can serve as debugging aids for developers, helping them understand and address design flaws.

While originally developed for hardware verification, software model checking has become increasingly important for

verifying, e.g., concurrent programs, device drivers, and safety-critical systems.

Software-oriented model checkers operate either directly on program code (relying on techniques such as explicit-

state checking or predicate abstraction), or require a formal model of the software, which is either written manually or

translated from the code. There has been steady progress in model checking, with many techniques and tools that aim

to tractably explore a system’s state space. This includes explicit-state enumeration, suitable for models of systems

with manageable state spaces, symbolic techniques using binary decision diagrams (BDDs) or Boolean satisfiability

(SAT) solvers for larger systems, bounded model checking that verifies properties up to a specific execution depth, and
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Fig. 2. Building correct-by-construction systems with model checkers and LLMs.

abstraction-refinement techniques that iteratively refine abstract models based on spurious counterexamples. Despite

these and related advances, the state explosion problem remains a fundamental challenge, where the number of states

grows exponentially with system complexity.

Figure 2 demonstrates our vision for AI-enabled trusted software engineering via model checking. This vision entails

generating both the model and the temporal logic specification from natural language descriptions, possibly at the

same time, in an integrated and iterative manner. As foreshadowed in Section 3, there exists a significant thread of

current research that aims to generate temporal logic specifications from natural language [35, 40, 41]. Translating

directly from natural language to temporal logic is often error-prone. A more promising approach is to first translate

into an intermediate representation, such as structured natural language [52], leveraging an LLM; this intermediate

representation is then translated automatically (without the help of LLMs) into the desired temporal logic (such as LTL

and CTL). These results are promising, but more expressive logics, such as metric temporal logic, remain out of reach,

and techniques rely heavily on human validation.

Beyond specification generation, AI can also be used to synthesize models, e.g., in the form of state machines, from

natural language descriptions and other design artifacts. While there has been initial and promising work in this

direction, such as by developing mechanisms that target AI-powered code generation in low-resource and formal

languages [131], this direction deserves deeper exploration. Another idea is to ask the LLM to generate an abstraction

of existing programs that are amenable to direct verification using existing model checking tools. By identifying which

program details can be safely abstracted while preserving the properties of interest, LLMs could help bridge the gap

between real-world code complexity and the capabilities of current verification tools.

Finally, one can potentially extract the world models encoded by an AI model. Such models can be automatically

checked against extracted specifications using existing model checking tools. When verification fails, the counterex-

amples can guide iterative refinement of both the models and the world specification, establishing a feedback loop

that progressively improves system model correctness. This iterative approach can combine pattern recognition and

translation abilities of LLMs with formal guarantees of model checking, overcoming key limitations of both.

Overall, model checking provides powerful automated verification for bounded systems with respect to temporal

properties. However, many correctness properties require reasoning about unbounded behavior, complex data structures,

or mathematical relationships that extend beyond what model checkers can efficiently handle. For these types of

properties, we turn to automating deductive verification approaches that construct mathematical proofs of correctness.
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5.2 Deductive Verification Proof Synthesis

Deductive verification constructs mathematical proofs that establish correctness for all possible program behavior, not

just bounded executions. It is typically realized via interactive proof assistants, such as Rocq, Lean, and Isabelle/HOL,

which combine automated reasoning with human-guided proof construction. These proofs aim to verify complex

properties, such as functional correctness and security guarantees that cannot yet be established fully automatically.

Interactive proof assistants are highly effective [116] at helping to produce high-quality software, and have had

several significant industrial successes, including Airbus France using formal verification to ensure safety and improve

performance of its aircraft [162], and Chrome, Android, and Firefox using formally verified cryptographic code to

secure communication [55, 84]. Using interactive proof assistants requires an engineer to write the software and its

specifications in proof-oriented languages (recall Section 4.4), and then also to write proof scripts that guide the proof

assistant toward low-level proof objects [148] that can be machine-checked.

However, formally verifying software with proof assistants — both formalizing the specifications and writing proofs

that the code satisfies those specifications — is so time-consuming and requires so much expertise that the fraction of

software that ships today that is verified is virtually nil. As an example that illustrates this cost, the proofs formally

verifying CompCert are 8 times longer than the code for the compiler itself [115]. This motivates work into automating

the task of proof construction, an area of significant opportunity and potential towards our vision of trusted automated

software.

Traditional approaches to proof automation, such as hammers [42], use SMT solvers to apply known mathematical

facts to construct deductive proofs. While effective for certain problem classes, hammers cannot leverage high-level

proof concepts such as induction. These limitations have motivated the development of neurosymbolic approaches that

combine machine learning with interactive theorem proving for proof synthesis [20, 21, 60–62, 68, 79, 86, 87, 92, 94, 98,

108, 146, 152–154, 171, 178, 180, 181], which learn from existing proofs to synthesize new ones. Such methods either

train a machine learning model to predict the next tactic in a proof script, guided by the model and the theorem prover,

or use more powerful models to generate and repair whole proofs at once [62, 94].

Figure 3 illustrates a canonical neurosymbolic proof synthesis approach. Given a partial proof script (empty, at first),

a predictive model suggests several options (three in Figure 3) for the next proof step. Appending each suggestion

to the partial proof script, the approach uses a theorem prover to check the expanded partial proof, eliminating ones

that cause errors or fail to modify the proof state. The approach then iterates on each expanded proof script until the

theorem prover determines that all goals are proven, completing a successful proof script, or a timeout or proof length

limit is reached. This process generates a search tree through the space of possible proof scripts (right side of Figure 3).

Neurosymbolic proof synthesis approaches primarily differ in the way they train the predictive model, and how they

traverse the search tree.

Model and representation. Early systems used only the current proof state (goals to be discharged, facts proven-so-far,

and available assumptions) to predict the most likely next tactic in a proof and its arguments. These approaches proved

to be somewhat effective, with ASTactic [180], for example, proving 12% of the theorems in CoqGym, a benchmark of

68K theorems from 122 open-source Rocq projects [180].

Subsequent research recognized that engineers use proof assistants interactively, effectively engaging in a conversa-

tion: writing a partial proof, running it through the theorem prover, examining the provers’ findings (e.g., such as errors,

successfully proven subgoals, newly created subgoals, etc.), and then revising and augmenting the proof. Inspired by

this conversation-style approach, TacTok [61] combines encodings of the proof state and the proof written so far, giving
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Fig. 3. A predictive model learned from a corpus of proofs generates the next likely tactic guiding a search through possible proofs;
theorem proving is used to prune the search tree and identify successful proofs.

a predictive model both the theorem prover’s viewpoint — the proof state — and the engineer’s viewpoint — the partial

proof — when predicting the next likely tactic.

Further improvements come from leveraging other rich semantic information and context embedded in and relevant to

proofs. For example, identifier names (for variables and lemmas) often encode relevant mathematical properties [153]. A

𝑘-nearest neighbor approach can identify relevant proof patterns from large databases [21], while graph neural networks

can capture relationships between proof components [20]. Generating the relevant context can also be automated, with

recent improvements in AI-based tool support for invariant discovery [93] and proof scaffolding [30, 34, 62, 171].

LLMs are effective at both encoding natural language context and using it to improve precision, suggesting them as

a natural next step. For example, Rango [171] uses an LLM to capture a wider context, including lemmas relevant to the

proof being synthesized, and those lemmas’ proofs. Thor [86] combines an LLM and a hammer (Sledgehammer [144]),

to disentangle the planning stage of the next proof step, using an LLM to specify the target state and the hammer for

premise selection. These approaches now achieve success rates of 50–60% on various benchmarks, with ensemble

methods combining multiple models showing the most promising effectiveness.

Proof Synthesis Search. Improving the search process is orthogonal to improving model precision. One of the most

powerful observations about neurosymbolic proof synthesis is the ability to effectively combine multiple models to

increase proving power via ensemble learning [151]. Because the theorem prover acts as an oracle, even a single correct

proof can be extracted and returned regardless of how many other models in the ensemble are ineffective [36, 60, 98].

Each individual-model-driven search can also be improved. The search in Figure 3 uses the theorem prover to discard

search paths that result in errors, but accepts all other paths. The central challenge in improving the efficiency of this

search is knowing when a partial proof is getting closer to the complete proof. This is difficult because intermediate

tactics often increase the number of goals, and goal complexity does not always correlate with proof difficulty. Recent

work has applied reinforcement learning to learn value functions over hyperstates that automatically estimate progress

toward proof completion, enabling A*-style search that finds shorter proofs more quickly [154]. Ultimately, most proofs

present a hierarchical structure that iteratively breaks a theorem down into lemmas to prove recursively, though this

breakdown is often implicit. Cobblestone [94] uses a divide-and-conquer approach by generating a candidate proof

using an LLM, then uses those proofs to break down the theorem into simpler parts, and iterates as necessary.

Finally, LLMs allow for synthesizing solutions beyond predicting a single proof tactic. Baldur [62] uses an LLM to

synthesize entire proofs at once based on the theorem being proved, and the theorems and proofs preceding it, as well

as to attempt to repair failed generated proof attempts.
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5.3 Challenges in Automated Verification

While automatically verifying significant percentages of the desired software properties can already inject significant

trustworthiness, approaching more fully verified software requires overcoming several important challenges. Some are

specific to particular approaches; others are cross-cutting.

In model checking, despite advances, state explosion remains fundamental. Abstraction, partial-order reduction,

and compositional verification all help, but do not fully address this core limitation. AI offers promising avenues for

mitigation, however. Learning-based approaches could potentially identify relevant abstractions, recognize symmetries

for reduction, and guide exploration strategies. While such techniques would not eliminate state explosion, they would

likely push the boundary of tractability to larger and more complex systems.

For deductive verification, improving model precision can make search-based proof synthesis more effective. Proofs

are an information-rich medium and existing work has shown that encoding additional information can often increase

prediction precision and synthesis effectiveness. As examples, TacTok [61] improves synthesis efficacy by incorporating

an encoding of a partially written proof; Passport [153] encodes semantics captured by the natural language in identifier

names; Rango [171] and Graph2Tac [20] improve synthesis efficacy by retrieving and using relevant context for a

proof, such as similar theorems and their proofs. Much of the rich information proofs encode remains abstracted away

when making predictions, and further research is needed to identify and more effectively encode that information

for the purpose of improving precision. Meanwhile, most existing search-based proof synthesis tools rely on what is

effectively random search, guided only by the predictive model. The key challenge is predicting which partial proofs

are making effective progress toward a complete proof, and which are not. Reinforcement learning is promising [154],

but more research is necessary to make more accurate predictions and to use those predictions more effectively, as well

as developing other metaheuristic strategies to guide the search.

Meanwhile, data scarcity impacts virtually all verification-oriented programming, including but not limited to model

checking and deductive verification. Training and evaluating prediction models and synthesis techniques requires

relatively large and diverse benchmarks, such as of existing software verification theorems and their proofs in the

appropriate languages. Unfortunately, the body of existing formally verified systems is relatively small. For Rocq,

for example, the CoqGym [180] and CoqStoq [171] benchmarks contain on the order of hundreds of thousands of

theorems and their proofs. Less data is available for other languages. Further, many LLM training methods, as well

as smaller RNN models, often require far more than millions of data samples. Future work needs to generate such

benchmarks, and also incorporate learning techniques that rely on less training data, such as reinforcement learning

(which has already led to progress in proof synthesis [154]) and test-time scaling for LLMs [133]. Parameter-efficient

fine-tuning techniques, such as QLoRA [50], could also enable targeted model adaptation to formal verification domains

by fine-tuning pretrained models on specific languages or verification domains. This typically requires relatively fewer

examples (thousands rather than millions), assuming they are of high quality.

In all cases, verification requires effective specifications (recall Section 3). While LLMs show promise in, for example,

generating temporal logic specifications from natural language, accommodating more expressive logics, such as metric

temporal logic, remains difficult. Benchmark theorems for deductive verification often focus on mathematical properties,

while more general software verification requires reasoning about a diverse range of properties including those

covering memory models and other system-level properties, or those encoding probabilistic expectations for systems

with uncertainty. Finding the correct loop invariants remains something of a creative art form, reliant on human
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ingenuity. Extensive research on dynamic analysis for automatically inferring data-based [56, 140] and temporal [15–

19, 104, 105, 141] invariants suggests such analysis may be able to serve as both an implementation-based specification

and as a source of potential loop invariants for verification.

Overall, specification translation, even augmented by AI, still relies heavily on human validation. Iteration with

human input is a central idea in our vision for trusted automated engineering, but reducing this reliance such that

the technology becomes accessible to a broader range of developers is still necessary. Interactive proof assistants are

not known for their usability, but the use of AI is making them more accessible, making research into the usability of

resulting tools critical to adoption [12].

Finally, code synthesis techniques tend to perform better for more popular languages, such as Python and Java. Work

is necessary in generating verification proofs for code synthesized in languages not designed for verification, such as by

using automated translation mechanisms, as further discussed in Section 7.

The central challenges that must be overcome in the synthesis of program correctness evidence are overcoming the

state explosion in model checking, improving the precision of models that synthesize deductive proofs by extracting

and encoding relevant context effectively and efficiently, making more effective the search-based algorithms that

facilitate that deductive proof synthesis, and the expansion of verification to more popular languages while also

addressing the data scarcity in existing verification-oriented languages.

6 Software Evolution and Maintenance

Software requires repeated changes that are often triggered by new user requirements, business needs, emerging

technologies, or issues with current implementation [14, 121]. The evolution and maintenance activities that do not

correspond to bugs account for approximately 75% of software updates [121]. Historically, these software changes have

been viewed as post-delivery maintenance activities that are necessary to improve performance, and the main objective

is to efficiently modify existing implementations, balancing time, cost, and attempting to minimize change [142, 163].

The past two decades have witnessed a significant shift toward evolutionary and agile software development practices,

which place a greater emphasis on software development as part of a continuous software evolution process [147]. Our

vision for engineering trusted software presents unique opportunities and challenges across various aspects of software

evolution and maintenance.

Recently, automated LLM-based agents, such as AutoCodeRover [187], have targeted automatically repairing user-

or developer-specified change requests in GitHub repositories, as, e.g., in the SWE-bench benchmark [88]. While

being able to automate such changes is exciting, the produced patches are not verified, and often not correct. In fact,

techniques in the broader field of automated program repair [113] often produce patches that fail to generalize to the

intended software requirements [132, 160].

In our vision of trusted automated software, we foresee several exciting directions of research toward automating these

evolution and maintenance activities. First, addressing the challenges in converting natural language specifications into

formal specifications described in Section 3 will enable end-users to directly specify change requests. Novel benchmarks

that capture realistic user-supplied specifications will be needed to evaluate new techniques in this space, as well as

iterative tools to help end-users refine their specifications to properly encode their intent.

Second, significant recent research effort has focused on automated program repair, generating patches that make

failing tests pass (recall Section 4.3). Integrating automated program repair into our vision for trusted software,
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repair techniques driven by a specification can generate evidence of their correctness, verifying that they satisfy

the specification. Since we envision automatically generated code, research into synthesizing code that facilitates

future repair and evolution, from structural properties to generated annotations, can ease the challenge of repair for

synthesized systems. Techniques that specifically focus on automatically generated code may also see more success than

ones that target human-written code [59]. Speculative analysis techniques [25] have been successful at using static and

dynamic analyses to proactively generate feedback for proposed changes, e.g., in defect repair [136] and collaborative

development [26, 27, 135] and design [184]. Such speculative techniques may similarly help verify proposed changes

before applying them.

Third, manual defect repair lends itself naturally to an interactive loop between the developer and analysis tools.

For example, developers often execute tests on a potential repair, perform static analyses to detect potentially newly

introduced defects, execute dynamic analyses to detect of introduced invariant violations, and so on. While automating

the repair process can ease the integration of such analysis tools, it can make more difficult the interaction with and

obtaining feedback from the developer.

Third, traditionally, minimizing the changes needed to address evolution and maintenance issues has been viewed as

essential to minimizing impact on the code base and enable effective code review. On the one hand, automated issue

resolution suggests manual code review could increase in importance, suggesting minimizing changes remain a priority.

On the other hand, with automatically verified software, the modifications can be verified with respect to the new

specifications and also re-verified with the old, unchanged specifications fully automatically, suggesting it may be less

critical to keep the changes minimal. Research will be needed to evaluate whether size and other properties of the

change correlate with the success rate of automatically verifying its correctness, and, subsequently, into developing

patch synthesis techniques that optimize those properties. Similarly, research should develop automated verification

techniques for code changes that leverage the pre-change verification evidence, as well as techniques for synthesizing

code modifications and verification evidence together.

Fourth, one of the traditional challenges with software evolution is the difficulty in anticipating the changes that

will be required [14]. However, LLMs may be able to simulate usage profiles, suggest possible change requests, and

generate intent [182], helping anticipate changes before the system is even designed, feeding that information into the

design process to make it more suitable for that anticipated evolution [120].

The central challenges that must be overcome with respect to the evolution of trustworthy software is the integration

of the specify-generate-verify paradigm intomodern development processes, including agile processes that emphasize

continuous evolution. Appropriate benchmarks need to be created for evaluating trustworthiness of new feature

synthesis and defect repair at scale, repair techniques need to be integrated with specification updating and proof

maintenance, the impact of changes on verifiability will need to be measured, and techniques to anticipate future

changes will need to be created.

7 Integrating Specification, Code, and Proof Syntheses

In addition to the challenges we have outlined in specification, source code, and verification proof synthesis, integrating

solutions in each of these three research directions will hold its own challenges and opportunities.

First, human involvement can play an important role not only in specification synthesis, but also in both code

and proof synthesis. For example, specification counterexamples produced by interactive theorem provers or model
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checking on the synthesized code can be used to help users refine the specifications, and humans can help breakdown

complex verification tasks into sets of smaller goals and identify relevant context to help proof synthesis automation [?
].

Second, synthesizing source code and proofs can potentially be more effective if done together. Some source code

may be easier to verify that other, and a technique could synthesize multiple code versions, or learn to synthesize

easier-to-verify code. Similarly, the granularity of specifications can be refined to make code synthesis and verification

more effective.

Third, Section 5 discussed that far more training data exists for popular programming languages, such as Python and

Java, than for languages that support verification, such as Rocq, Lean, and Isabelle/HOL. As a result, code synthesis in

the more popular languages is more effective, creating a challenge for generating code that can be automatically verified.

To overcome this challenge, future work can develop methods to verify more popular languages, or to automatically

translate code in those languages into ones that support formal verification. Research into code translation has already

yielded promising success [189] Further, code can be synthesized simultaneously in multiple languages, potentially

creating opportunities to increase code correctness.

Fourth, formal verification has traditionally focused on proving the correctness with respect to functional proper-

ties [148]. Proof assistants can be extended to non-functional properties, such as privacy [175] and performance. Still,

other types of desirable properties, such as fairness [28, 65], which is particularly relevant to systems that use machine-

learning-based components, can be verified probabilistically instead [3, 69, 81, 129, 170, 177]. Successful techniques that

adhere to both functional and non-functional requirements must overcome the challenge of knowing how to encode

the different types of properties properly, and integrating those encodings with the appropriate verification methods.

Finally, high-quality software is modular, guided by decomposable design. Automated techniques for decomposing

a software engineering problem into a high-level design and then iteratively constructing the pieces are needed to

apply trusted automated software engineering at scale. Techniques must decompose specifications, prove correctness

at the component level, and compose the component proofs to prove system-level correctness. The same modularity

should enable the creation of reusable components at the level of specification, source code, and proofs, which can be

composed iteratively into more complex systems.

Solutions to the challenges in each of the three directions proposed in Figure 1 and described throughout this paper

are likely to complement each other. That potential complementarity should support solution design, including

considering how human involvement and intent inference can aid code synthesis and verification, how co-synthesis

of code and verification proofs can outperform more isolated synthesis of the two parts, how relationships between

languages more popular for writing code and those more popular for verification can support synthesis, and how

non-functional intent and hierarchical decomposition can guide trustworthy software generation.

8 Conclusion

We have outlined a vision for leveraging the power of cutting-edge generative artificial intelligence to enable auto-

matically engineering trusted software. The vision requires solving enumerated challenges in specification synthesis,

source code synthesis, and proof synthesis to generate software that provably satisfies its users’ requirements. The

evolution and maintenance of trustworthy software opens further research challenges to ensure the software remains

trustworthy in light of change. While the vision is ambitious, we have described early successes that address each of
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the challenges, suggesting promising directions for research exploration and forming a concrete roadmap for research

into techniques to automate the engineering of trusted software.

In specification synthesis, AI is demonstrating promising inroads to bridging the gap between informally- and

imprecisely-specified human intent and formal mathematical properties via iterative refinement and example generation.

AI is dramatically changing the scale at which code can be synthesized, and neurosymbolic techniques show ways

to combine this scale with stronger correctness guarantees. In verification, AI-assisted proof synthesis and model

generation suggest ways to make formal methods accessible beyond the narrow domains where the high costs of

these verification technologies are currently justified. The integration points between these components, where

specifications inform synthesis or verification failures can refine specifications or code generation, suggest ways that

these technologies can ultimately reinforce one another, rather than operating in isolation.

Central to our vision is the recognition that software engineering and quality assurance are, and should remain,

fundamentally human-driven processes. De Millo, Lipton, and Perlis [47] influentially argued that mathematical proof

gains acceptance through social processes of exposition, critique, and community validation, not logical verification

alone. Their associated critique of program verification as a project was that it misguidedly aimed to replace human

judgement with mechanical proof. We argue instead that properly integrated formal methods enhance the social

processes that are central to software engineering and its assurance. Our vision positions verification tools as amplifiers

of human reasoning, not substitutes for it. Specifications can emerge through dialogue, counterexamples can prompt

discussions about intent and implementation, and machine-checkable proofs provide a shared ground truth. AI allows

code to be synthesized more quickly and at greater scale than previously possible; we envision a world where AI

can also help us trust that the resulting systems are correct. This vision still requires humans to define and evaluate

correctness, but with stronger mathematical guarantees than our current ecosystem allows for the median software

project.

In the future, we envision accomplishments along this roadmap to facilitate the democratization of trustworthy

software engineering, enabling end users without significant verification expertise to play a more significant role in

building complex, trustworthy systems.
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