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• Today: discuss the problem of representing word 
meanings, and introduce word embeddings as a 
computational representation and model to capture them 

• Next time: look at word embedding results and discuss 
how their utility
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• What do words mean in the models we've seen so far

• Words are just strings, or vocab indexes from 1 to |V| 
 

• Logic: Word meanings are first-order predicates

• ∀x DOG(x) ⟶ MAMMAL(x)


• Seems inadequate...
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logical semantics (joke)
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Gregory Carlson (1977)'s story 
in his UMass dissertation



Lexical semantics

• Lexical semantics: Study of word meaning, especially 
of content words
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• Local company doing lexicography: 
studying and documenting word 
meanings (and other word information)
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mouse (N)
1. any of numerous small rodents...
2. a hand-operated device that controls 
a cursor... 

Lemmas and senses

sense

lemma

A sense or “concept” is the meaning component of a word
Lemmas can be polysemous (have multiple senses)

Modified from the online thesaurus WordNet



7

Relations between senses: Synonymy
Synonyms have the same meaning in some or all 
contexts.

◦ filbert / hazelnut
◦ couch / sofa
◦ big / large
◦ automobile / car
◦ vomit / throw up
◦ water / H20
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Relations between senses: Synonymy

Note that there are probably no examples of perfect 
synonymy.

◦ Even if many aspects of meaning are identical
◦ Still may differ based on politeness, slang, register, genre, 

etc.
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Relation: Synonymy?

water/H20
 "H20" in a surfing guide?
big/large
 my big sister != my large sister
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Relation: Similarity

Words with similar meanings.  Not synonyms, but sharing 
some element of meaning

car, bicycle
cow, horse
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Ask humans how similar 2 words are

word1 word2 similarity

vanish disappear 9.8 
behave obey 7.3 
belief impression 5.95 
muscle bone 3.65 
modest flexible 0.98 
hole agreement 0.3 

SimLex-999 dataset (Hill et al., 2015) 



• Are related words in the same domain always similar to one another?
12

Semantic field

Words that 
◦ cover a particular semantic domain 
◦ bear structured relations with each other. 

hospitals
 surgeon, scalpel, nurse, anaesthetic, hospital
restaurants 
 waiter, menu, plate, food, menu, chef 
houses
 door, roof, kitchen, family, bed



13

Relation: Word relatedness

Also called "word association"
Words can be related in any way, perhaps via a semantic 
frame or field

◦ coffee, tea:    similar
◦ coffee, cup:   related, not similar



14

Relation: Antonymy

Senses that are opposites with respect to only one 
feature of meaning
Otherwise, they are very similar!

dark/light   short/long fast/slow rise/fall
hot/cold     up/down       in/out

More formally: antonyms can
◦ define a binary opposition or be at opposite ends of a scale

◦  long/short, fast/slow
◦ Be reversives:

◦  rise/fall, up/down
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Connotation (sentiment)

• Words have affective meanings
• Positive connotations (happy) 
• Negative connotations (sad)

• Connotations can be subtle:
• Positive connotation: copy, replica, reproduction 
• Negative connotation: fake, knockoff, forgery

• Evaluation (sentiment!)
• Positive evaluation (great, love) 
• Negative evaluation (terrible, hate)
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Connotation

Words seem to vary along 3 affective dimensions:
◦ valence: the pleasantness of the stimulus
◦ arousal: the intensity of emotion provoked by the stimulus
◦ dominance: the degree of control exerted by the stimulus

Osgood et al. (1957)

Word Score Word Score
Valence love 1.000 toxic 0.008

happy 1.000 nightmare 0.005
Arousal elated 0.960 mellow 0.069

frenzy 0.965 napping 0.046
Dominance powerful 0.991 weak 0.045

leadership 0.983 empty 0.081

Values from NRC VAD Lexicon  (Mohammad 2018)
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So far

Concepts or word senses
◦ Have a complex many-to-many association with words (homonymy, 

multiple senses)

Have relations with each other
◦ Synonymy
◦ Antonymy
◦ Similarity
◦ Relatedness
◦ Connotation



in NLP, the main 
way to represent 

word types is with 
vectors!
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Word embeddings



Word embeddings
• Represent words with low(ish)-dimensional vectors called embeddings 

• Every word in vocabulary has a vector (in RK): these are model parameters. 

• Ideally: semantically similar words get similar vectors. Or other semantic 
properties??

king = 
[0.23, 1.3, -0.3, 0.43]



why use vectors to encode meaning?

• computing the similarity between two words (or 
phrases, or documents) is extremely useful for 
many NLP tasks... 

• Q: how tall is Mount Everest? 
A: The official height of Mount Everest is 29029 ft 

• ... and is foundational to neural networks 
models of language (later)
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Word	similarity	for	plagiarism	detec7on



• Word Embeddings (or Word Vectors):

• Give each word a k-dimensional vector

• a vector is a list of numbers

• a vector is a point/direction in k-dimensional space


• A representation of words capable of (rough) synonyms, and 
maybe other aspects of meaning (affect, gender, formality...) 

• We need to learn embeddings from text data.

• Supports transfer learning 
• There are efforts for hand-built, dictionary-like word meaning 

databases (WordNet), but learning from corpora usually works 
better
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 Distributional Semantics

 “You shall know a word by the company it keeps!” — Firth (1957)

 Intuitions: Harris (1954)

 “If A and B have almost identical environments except chiefly sentences
 which contain both, we say they are synonyms: oculist and eye- doctor .”
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Intui7on	of	distribu7onal	word	similarity

• Nida	example:
A bottle of tesgüino is on the table
Everybody likes tesgüino
Tesgüino makes you drunk
We make tesgüino out of corn.

• From context words humans can guess tesgüino means...

• an	alcoholic	beverage	like	beer
• Intui7on	for	algorithm:	

• Two	words	are	similar	if	they	have	similar	word	contexts.
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Intui7on	of	distribu7onal	word	similarity

• Nida	example:
A bottle of tesgüino is on the table
Everybody likes tesgüino
Tesgüino makes you drunk
We make tesgüino out of corn.

• From context words humans can guess tesgüino means...

• an	alcoholic	beverage	like	beer
• Intui7on	for	algorithm:	

• Two	words	are	similar	if	they	have	similar	word	contexts.

i.e., contextual substitutability



 Context Words

 W
or

ds

Build vectors based on context
Corpus



More common: word-word matrix
(or "term-context matrix")

Two words are similar in meaning if their context vectors 
are similar

aardvark computer data pinch result sugar …
apricot 0 0 0 1 0 1
pineapple 0 0 0 1 0 1
digital 0 2 1 0 1 0
information 0 1 6 0 4 0

10 CHAPTER 6 • VECTOR SEMANTICS

tle, [1,1,8,15]; and soldier [2,2,12,36]. Each entry in the vector thus represents the
counts of the word’s occurrence in the document corresponding to that dimension.

For documents, we saw that similar documents had similar vectors, because sim-
ilar documents tend to have similar words. This same principle applies to words:
similar words have similar vectors because they tend to occur in similar documents.
The term-document matrix thus lets us represent the meaning of a word by the doc-
uments it tends to occur in.

However, it is most common to use a different kind of context for the dimensions
of a word’s vector representation. Rather than the term-document matrix we use the
term-term matrix, more commonly called the word-word matrix or the term-term-term

matrix
word-word

matrix context matrix, in which the columns are labeled by words rather than documents.
This matrix is thus of dimensionality |V |⇥ |V | and each cell records the number of
times the row (target) word and the column (context) word co-occur in some context
in some training corpus. The context could be the document, in which case the cell
represents the number of times the two words appear in the same document. It is
most common, however, to use smaller contexts, generally a window around the
word, for example of 4 words to the left and 4 words to the right, in which case
the cell represents the number of times (in some training corpus) the column word
occurs in such a ±4 word window around the row word.

For example here are 7-word windows surrounding four sample words from the
Brown corpus (just one example of each word):

sugar, a sliced lemon, a tablespoonful of apricot jam, a pinch each of,
their enjoyment. Cautiously she sampled her first pineapple and another fruit whose taste she likened

well suited to programming on the digital computer. In finding the optimal R-stage policy from
for the purpose of gathering data and information necessary for the study authorized in the

For each word we collect the counts (from the windows around each occurrence)
of the occurrences of context words. Fig. 6.5 shows a selection from the word-word
co-occurrence matrix computed from the Brown corpus for these four words.

aardvark ... computer data pinch result sugar ...
apricot 0 ... 0 0 1 0 1

pineapple 0 ... 0 0 1 0 1
digital 0 ... 2 1 0 1 0

information 0 ... 1 6 0 4 0
Figure 6.5 Co-occurrence vectors for four words, computed from the Brown corpus, show-
ing only six of the dimensions (hand-picked for pedagogical purposes). The vector for the
word digital is outlined in red. Note that a real vector would have vastly more dimensions
and thus be much sparser.

Note in Fig. 6.5 that the two words apricot and pineapple are more similar to
each other (both pinch and sugar tend to occur in their window) than they are to
other words like digital; conversely, digital and information are more similar to each
other than, say, to apricot. Fig. 6.6 shows a spatial visualization.

Note that |V |, the length of the vector, is generally the size of the vocabulary,
usually between 10,000 and 50,000 words (using the most frequent words in the
training corpus; keeping words after about the most frequent 50,000 or so is gener-
ally not helpful). But of course since most of these numbers are zero these are sparse
vector representations, and there are efficient algorithms for storing and computing
with sparse matrices.

Now that we have some intuitions, let’s move on to examine the details of com-
puting word similarity. Afterwards we’ll discuss the tf-idf method of weighting
cells.

Word-word co-occurence matrix

• Each row: one word vector (1 row for "target" word)

• Columns: context words

• Value: how many times the context word appears near the target word  

(within a context window, typically +/- 5 words or so)


• Build this matrix from a very large corpus of texts!
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Cosine for computing similarity

vi is the count for word v in context i
wi is the count for word w in context i.

Cos(v,w) is the cosine similarity of v and w

Sec. 6.3

12 CHAPTER 6 • VECTOR SEMANTICS

~a ·~b = |~a||~b|cosq
~a ·~b
|~a||~b|

= cosq (6.9)

The cosine similarity metric between two vectors~v and ~w thus can be computedcosine

as:

cosine(~v,~w) =
~v ·~w
|~v||~w| =

NX

i=1

viwi

vuut
NX

i=1

v2
i

vuut
NX

i=1

w2
i

(6.10)

For some applications we pre-normalize each vector, by dividing it by its length,
creating a unit vector of length 1. Thus we could compute a unit vector from ~a byunit vector
dividing it by |~a|. For unit vectors, the dot product is the same as the cosine.

The cosine value ranges from 1 for vectors pointing in the same direction, through
0 for vectors that are orthogonal, to -1 for vectors pointing in opposite directions.
But raw frequency values are non-negative, so the cosine for these vectors ranges
from 0–1.

Let’s see how the cosine computes which of the words apricot or digital is closer
in meaning to information, just using raw counts from the following simplified table:

large data computer
apricot 2 0 0
digital 0 1 2

information 1 6 1

cos(apricot, information) =
2+0+0p

4+0+0
p

1+36+1
=

2
2
p

38
= .16

cos(digital, information) =
0+6+2p

0+1+4
p

1+36+1
=

8p
38
p

5
= .58 (6.11)

The model decides that information is closer to digital than it is to apricot, a
result that seems sensible. Fig. 6.7 shows a visualization.

6.5 TF-IDF: Weighing terms in the vector

The co-occurrence matrix in Fig. 6.5 represented each cell by the raw frequency of
the co-occurrence of two words.

It turns out, however, that simple frequency isn’t the best measure of association
between words. One problem is that raw frequency is very skewed and not very
discriminative. If we want to know what kinds of contexts are shared by apricot and
pineapple but not by digital and information, we’re not going to get good discrimi-
nation from words like the, it, or they, which occur frequently with all sorts of words
and aren’t informative about any particular word.

It’s a bit of a paradox. Word that occur nearby frequently (maybe sugar appears
often in our corpus near apricot) are more important than words that only appear
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6.5 TF-IDF: Weighing terms in the vector

The co-occurrence matrix in Fig. 6.5 represented each cell by the raw frequency of
the co-occurrence of two words.

It turns out, however, that simple frequency isn’t the best measure of association
between words. One problem is that raw frequency is very skewed and not very
discriminative. If we want to know what kinds of contexts are shared by apricot and
pineapple but not by digital and information, we’re not going to get good discrimi-
nation from words like the, it, or they, which occur frequently with all sorts of words
and aren’t informative about any particular word.

It’s a bit of a paradox. Word that occur nearby frequently (maybe sugar appears
often in our corpus near apricot) are more important than words that only appear

cosine similarity of two vectors



Word co-occurrence-based vectors

• These explicit contextual count vectors are surprisingly 
OK at rough similarity!

• Adjusting for issues in highly frequent contexts can make 

them work better (PPMI) 

• QUESTION: dimensionality of these word embeddings? 

• Improvement: learn lower dimensional, dense, vectors 
for each word, to summarize what context words to 
expect

29



 Neural Word Embeddings

 Context

WordCorpus



 Skip- Gram with Negative Sampling (SGNS)

             The brown fox jumps over the lazy dog



 SG NS: Skip- Gram Model

	 The  brown fox jumps over the  lazy dog.
	 Context Window Size = 2



 SG NS: Skip- Gram Model

	 The  brown fox jumps over the  lazy dog.
	 Context Window Size = 2

Simple idea: from a word, predict its context words!
Learn a vector that's good at that.  Similar words should get similar vectors.
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Brilliant insight: Use running text as 
implicitly supervised training data!

• A word s near apricot 
• Acts as gold ‘correct answer’ to the 

question 
• “Is word w likely to show up near apricot?” 
• No need for hand-labeled supervision
• The idea comes from neural language 

modeling 
• Bengio et al. (2003)
• Collobert et al. (2011) 

Key idea: use unlabeled text as implicitly supervised data



Skip-gram with negative sampling (SGNS)

1. From a large source of text (e.g., Wikipedia), 
generate positive examples by pairing a target word 
with a word in its neighboring context 

2. Create negative examples for that target word by 
randomly sampling other words in the vocabulary 

3. Train a logistic regression model to identify whether 
a given pair of words is a positive or negative 
example 

4. Use the weights of this model as the embeddings
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Skip-Gram Training Data
Training sentence:
... lemon, a tablespoon of apricot jam   a pinch ... 

c1            c2   target c3    c4

9/7/18

11

Asssume context words are those in +/- 2 
word window



Modeling
• From a large corpus, harvest many (word, context) pairs, 

both positive/real and negative/fake 
• [+] (apricot, jam)                 <- observed 
• [–] (apricot, aardvark)         <- unseen 

• Want binary probability 
• P(c | w)       for a real context [+] 
• 1-P(c | w)   for a “fake”, unseen context [–] 

• Let ut and vc be their vectors. 

• P(c | w) = g(uw’vc): logistic in their affinity/similarity 
• g = logistic sigmoid 

• Maximize sum of log P(c | w) over all (w, c) pairs (both real 
and negative/fake)
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[after lecture - rewrote to SLP notation]

• From a large corpus, harvest many (word, context) pairs, both 
positive/real and negative/fake 

• y=[+]  w=apricot  c=jam                <- observed, positive 
• y=[–]  w=apricot  c=aardvark         <- unseen, negative sample 

• Let uw and vc be the target word vector and context word 
vector 

• Want binary probability 
• For a real context [+]: 

• P( + | (w,c) ) = g(uw' vc): logistic in their affinity/similarity dot product 
• For "fake", unseen, negative context [–]: 

• P( – | (w,c) ) = 1 - g(uw' vc) 

• Maximize sum of log P( y | (w,c)) over all (w, c) pairs  
(both real, y=[+], and unseen/negative/fake, y=[-])
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 SGNS : Negative SamplingSGNS: Negative Sampling

Co-occurrence 𝐣𝐮𝐦𝐩𝐬 , 𝐟𝐨𝐱:

𝒘𝐣𝐮𝐦𝐩𝐬

𝒄𝐟𝐨𝐱
𝒘𝐣𝐮𝐦𝐩𝐬 𝒄𝐟𝐨𝐱



SGNS: Negative Sampling

Co-occurrence 𝐣𝐮𝐦𝐩𝐬 , 𝐟𝐨𝐱:

𝒘𝐣𝐮𝐦𝐩𝐬

𝒄𝐟𝐨𝐱

𝒄𝒏𝒆𝒈 𝒄𝒏𝒆𝒈

𝒘𝐣𝐮𝐦𝐩𝐬 𝒄𝐟𝐨𝐱

𝑺

 SGNS : Negative Sampling



Defining contexts

Window size C affects the nature of the similarity

something like… 

syntax <—> specific meaning <—> semantic fields or topical meaning
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Properties of embeddings
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C = ±2 The nearest words to Hogwarts:
◦ Sunnydale
◦ Evernight

C = ±5 The nearest words to Hogwarts:
◦Dumbledore
◦Malfoy
◦ halfblood

Similarity depends on window size C


