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® First midterm: either 10/19 or 10/21



Linear classification models

® The foundational model for machine learning-based NLP!

® Examples
® The humble "keyword count” classifier (no ML)
® Naive Bayes ("generative” ML)

® Joday: Logistic Regression
® a linear classification model, trained to be good at prediction
® allows for features (today: Bag-of-VWords and manually defined features)

® |ater: used within more complex models (neural networks), with
machine-learned features (word embeddings)



Motivation: feature engineering

® For Naive Bayes, we used counts of each word in the
vocabulary (BOWY representation). But why not also use....

® Number of words from "CS485 Crowdsource Positive Lexicon”
® _.from "CS485 Crowdsource Negative Lexicon" ... or another....
® Phrases (e.g. bigrams):

® "The movie is awesome" => {"the movie", "movie is", "is awesome"}
® VWords/phrases with negation markers!?
® Number of "!" occurrences?

® or..!

® NB tends to work poorly when there are many potentially



Features!

Var Definition Value in Fig. 5.2 X0=2. _ _
X1 count(positive lexicon words € doc) 3 -7 B - ;(;:f ________
A2 Count.(nfffgat},ve lexicon words € doc) 2 It's@okey). There are virtually(oJsurprises , and the erzl;lé is Gecond-ratd.
X3 { I 1f “no . doc 1 So Why was it so@njoyabl® ? For one thing , the cast is
0 otherwise ). Another(nicoXouch is the music @N&S overcome with the urge to get off

x4  count(1st and 2nd pronouns € doc) 3 the CO\llCll and start,dancing . It sucked @RI ~and it'll do the same to o) .
. {1 if “1” € doc 0 AN \\X -

> 0 otherwise x1=3 X 5=0 xe=4.19 4
x¢  In(word count of doc) In(66) =4.19

IDTIVE®A A sample mini test document showing the extracted features in the vector x.

x7: count of "aardvark" ’ Bag of words features (usually
Xs: count of "apple the most important ones, so far)

® | ogistic regression can accommodate any arbitrary features

® Feature engineering: when you try and test new features. VWhat improves
accuracy? Can apply knowledge about the problem




Negation

Das, Sanjivand Mike Chen. 2001. Yahoo! for Amazon: Extracting market sentiment from stock

message boards. In Proceedings of the Asia Pacific Finance Association Annual Conference (APFA).

Bo Pang, Lillian Lee, and Shivakumar Vaithyanathan. 2002. Thumbs up? Sentiment Classification
using Machine Learning Techniques. EMNLP-2002, 79—86.

Add NOT to every word between negation and following punctuation:

didn’t like this movie , but I

.

didn’t NOT like NOT this NOT movie but I

[Slide: SLP3]


https://web.stanford.edu/~jurafsky/slp3/

Classification: LogReg (I)

First, we'll discuss how LogReg works.
Then, why Iit's set up the way that it is.

Application: spam filtering



Classification: LogReg (I)

e compute features (xs)

L4 = (count “nigerian”, count “prince”, count “nigerian prince”)

e given weights (betas)

B =(1.0, -10, 4.0)



Classification: LogReg (I)

e compute features (x's)
e given weights (betas)
e compute the dot product




Classification: LogReg (lI)

e compute the dot product
| X |

< = Zﬁiﬂ%

e compute the Iogistici?&nction




LogReg Exercise

features: (count “nigerian”, count “prince”, count “nigerian prince”)




LogReg Exercise

T =1, 1, 1)




Why the logistic function!’
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Multiclass Logistic Regression

® Generalize to K>2 classes

® Each class has its own weight vector (across all features; e.g. BOWV counts)

Binary Logistic Regression

p(+) = 1-p(-)
Output y
sigmoid [scalar]
Weight vector A
[1X{]
Input feature X X X5 X3 X¢
vector [f x1] . .
wordcount positive lexicon count of
=3 words = 1 “no” =0
— — —
Input words dessert = was great

Output
softmax

Weight
matrix

Input feature
vector

Input words

Multinomial Logistic Regression

p(+) p(-) p(neut)
A A 4

VAN VAN
y b B (8
[KX1] 1 % A

N -—

These f red weights
are a row of W
corresponding

W to weight vector w3,
[KX{] (= weights for class 3)
[)fxl] *1 X2 3 .- Xf
wordcount positive lexicon —count of
=3 words = 1 “no” =0
— — T~

dessert was great

|5




Multiclass Logistic Regression

® Weight vector for each class

® Prediction: dot product for each class

® Predicted probabilities: apply the softmax function to normalize



Why the softmax function!?



Learning Weights

e NB: learn conditional probabilities separately
via counting

e LogReg: learn weights jointly



Learning Weights

e given: a set of feature vectors and labels

e goal: learn the weights.



Learning Weights

oo o1 --- Tom Yo
rXio 11 .- Tim Y
Lno Lnl -+ Lnm Yn

n examples; xs - features; ys - class



Learning Weights

We know:

So let's try to maximize probability of the entire
dataset - maximum likelihood estimation



Learning Weights

So let's try to maximize probability of the entire
dataset - maximum likelihood estimation

IBMLE

— argmg‘XlOgP(yO’.”’yn|x0,...,Xn;,@)




Gradient ascent/descent learning

\_

IBMLE

:argmgXlogP(yOw"7yn‘x0""’xn;’8)

J

® Follow direction of steepest ascent. lterate: 6(”6“’) — ﬁ(dd) + 1

Cost(w,b)

o
0P

(%’ s ﬁ) Gradient vector
0p1 0By (vector of per-element

derivatives)

GD is a generic method for
optimizing differentiable functions —

)3 widely used in machine learning!



Logistic regression wrap-up

® Given you can extract features from your text, logistic
regression is the best, easy-to-use, method

® | ogistic regression with BOWV features is an excellent baseline
method to try at first

® Will be a foundation for more sophisticated models, later in course
® Always regularize your LR model

® VWe recommend using the implementation in scikit-learn
® Useful: CountVectorizer to help make BOW count vectors

® Next: but where do the LABELS in supervised learning come
from?
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