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Naive Bayes overview
• Variables 

	 w:  a word in the vocabulary V 
	 x:  document text (words),  x = (w1, w2, w3, ...) 
	 y:  document's category or label 

• Model Parameters 
	 p(y): prior probability of the categories 
	 p(w | y): per-category word probabilities 

• Word Independence ("unigram") Assumption: 

	  

• Steps to use 
• 1. Training:  learn p(y) and p(w|y) parameters for all classes and words, 

based on their counts in labeled training data 
• 2. Prediction: But we want p(y | x).  Given learned parameters, for new 

doc, use Bayes Rule to predict posterior probability of class labels

p(x ∣ y) ≡ p(w1, w2, …wn ∣ y) =
n

∏
i=1

p(wi ∣ y)
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unsmoothed P(wi |y) =
count(wi, y)

∑w∈V count(w, y)

LM parameter estimation
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unsmoothed P(wi |y) =
count(wi, y)

∑w∈V count(w, y)

LM parameter estimation

what if we see no positive training documents 
containing the word  “awesome”?

p(awesome |POS) = 0
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what happens if we do  
add-α smoothing as α increases?

unsmoothed P(wi |y) =
count(wi, y)

∑w∈V count(w, y)

Add-𝛼 (pseudocount) smoothing

smoothed P(wi |y) =
count(wi, y) + α

∑w∈V count(w, y) + α |V |
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Classifier Evaluation
• Must assess accuracy on held-out data. 

• Train/test split 
• (Alternative: cross-validation) 

• Must tune hyperparameters (e.g. pseudocount) 
on a "development" or "tuning" set. 

• Train/dev/test split
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Classifier Eval Metrics
• For each document: gold-standard  labels, 

compared to predicted  labels 
• Accuracy: all errors count equally 

• For predicting a specific class:  
are false positives and false negatives 
always equally important? 

• What about: asymmetric costs, rare classes... 
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• Precision = 
• Recall = 
• F1 = their harmonic mean
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As it happens, the positive model assigns a higher probability to the sentence:
P(s|pos) > P(s|neg). Note that this is just the likelihood part of the naive Bayes
model; once we multiply in the prior a full naive Bayes model might well make a
different classification decision.

4.7 Evaluation: Precision, Recall, F-measure

To introduce the methods for evaluating text classification, let’s first consider some
simple binary detection tasks. For example, in spam detection, our goal is to label
every text as being in the spam category (“positive”) or not in the spam category
(“negative”). For each item (email document) we therefore need to know whether
our system called it spam or not. We also need to know whether the email is actually
spam or not, i.e. the human-defined labels for each document that we are trying to
match. We will refer to these human labels as the gold labels.gold labels

Or imagine you’re the CEO of the Delicious Pie Company and you need to know
what people are saying about your pies on social media, so you build a system that
detects tweets concerning Delicious Pie. Here the positive class is tweets about
Delicious Pie and the negative class is all other tweets.

In both cases, we need a metric for knowing how well our spam detector (or
pie-tweet-detector) is doing. To evaluate any system for detecting things, we start
by building a confusion matrix like the one shown in Fig. 4.4. A confusion matrixconfusion

matrix
is a table for visualizing how an algorithm performs with respect to the human gold
labels, using two dimensions (system output and gold labels), and each cell labeling
a set of possible outcomes. In the spam detection case, for example, true positives
are documents that are indeed spam (indicated by human-created gold labels) that
our system correctly said were spam. False negatives are documents that are indeed
spam but our system incorrectly labeled as non-spam.

To the bottom right of the table is the equation for accuracy, which asks what
percentage of all the observations (for the spam or pie examples that means all emails
or tweets) our system labeled correctly. Although accuracy might seem a natural
metric, we generally don’t use it for text classification tasks. That’s because accuracy
doesn’t work well when the classes are unbalanced (as indeed they are with spam,
which is a large majority of email, or with tweets, which are mainly not about pie).

true positive

false negative

false positive

true negative

gold positive gold negative
system
positive
system

negative

gold standard labels

system
output
labels

recall = 
tp

tp+fn

precision = 
tp

tp+fp

accuracy = 
tp+tn

tp+fp+tn+fn

Figure 4.4 A confusion matrix for visualizing how well a binary classification system per-
forms against gold standard labels.

To make this more explicit, imagine that we looked at a million tweets, and
let’s say that only 100 of them are discussing their love (or hatred) for our pie,



Multiple classes

• What about a 5-way or 100-way 
classification problem? 

• Accuracy is an even more misleading metric 
• Each category has its own Prec, Rec, and 

F1!
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• How to combine? 
Macroaveraging and Microaveraging
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and hence F-measure is

F =
1

a 1
P +(1�a) 1

R
or
✓

with b 2 =
1�a

a

◆
F =

(b 2 +1)PR
b 2P+R

(B.18)

Harmonic mean is used because the harmonic mean of two values is closer to the
minimum of the two values than the arithmetic mean is. Thus it weighs the lower of
the two numbers more heavily, which is more conservative in this situation.

B.7.1 Evaluating with more than two classes
Up to now we have been describing text classification tasks with only two classes.
But lots of classification tasks in language processing have more than two classes.
For sentiment analysis we generally have 3 classes (positive, negative, neutral) and
even more classes are common for tasks like part-of-speech tagging, word sense
disambiguation, semantic role labeling, emotion detection, and so on. Luckily the
naive Bayes algorithm is already a multi-class classification algorithm.
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Figure B.5 Confusion matrix for a three-class categorization task, showing for each pair of
classes (c1,c2), how many documents from c1 were (in)correctly assigned to c2.

But we’ll need to slightly modify our definitions of precision and recall. Con-
sider the sample confusion matrix for a hypothetical 3-way one-of email catego-
rization decision (urgent, normal, spam) shown in Fig. B.5. The matrix shows, for
example, that the system mistakenly labeled one spam document as urgent, and we
have shown how to compute a distinct precision and recall value for each class. In
order to derive a single metric that tells us how well the system is doing, we can com-
bine these values in two ways. In macroaveraging, we compute the performancemacroaveraging
for each class, and then average over classes. In microaveraging, we collect the de-microaveraging

cisions for all classes into a single confusion matrix, and then compute precision and
recall from that table. Fig. B.6 shows the confusion matrix for each class separately,
and shows the computation of microaveraged and macroaveraged precision.

As the figure shows, a microaverage is dominated by the more frequent class (in
this case spam), since the counts are pooled. The macroaverage better reflects the
statistics of the smaller classes, and so is more appropriate when performance on all
the classes is equally important.
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