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Instructions. This final contains eight questions on pages 1-10, for a total of 100 points with 5 extra credit.
You have a total of 120 minutes to complete it. There will be a supplemental sheet with definitions.

The final is an individual effort. You are required to write your entire attempt yourself, and are forbidden
from consulting anyone else. Failure to abide by this will result in immediate failure from the course, among
other consequences.

• This is a closed-book exam, with no books, notes, calculators, or collaboration.

Submissions. Please write your answers on the test sheet. You may use the backs of pages, but let us know
in the indicated place for each question where we can find the rest of your answer. Pages 11 and 12 are a
supplemental sheet with useful information – do not put answers on it.

Supplementary Definitions: Several questions on the exam use two definitions which we will give here
and also include on the supplemental sheet.

A groupoid is a set S equipped with a binary operation, that is, a function from S × S to S. We will
call the operation “multiplication”, but we make no other assumptions about this operation—for example,
if we have a sequence of elements to multiply together, we must consider the possibility that there might be
multiple answers because of the order in which the terms are multiplied.

Let G be a finite non-empty groupoid. Assume that the symbols “(” and “)” are not in G. A fully
parenthesized term over a groupoid G is a string over the alphabet Σ = G ∪ {(, )} defined recursively:

• Any element σ ∈ G is an FP term.

• If u and v are FP terms, then “(uv)” is an FP term.

So, for example, if G has elements a and b, then a, (a(ab)), and ((aa)(ba)) are FP terms, but ϵ, ab, and a(ab)
are not. Any FP term can be evaluated unambiguously as an element of G, but different FP terms with the
same letters may evaluate to different results.

The language GGEN is the set of triples (G, s, t) where G is a groupoid on some set S, given as a multipli-
cation table, and s and t are elements of S, such that there exists a positive integer n and a way to multiply
n copies of s together for a result of t.

A monoid is a groupoid that also satisfies two additional assumptions—the operation is associative (so
that (xy)z = x(yz) for any elements x, y, and z, and there is an identity element e such that ex = xe = x
for any element x.

An LBA-function is a linear bounded automaton with input alphabet {0, 1} and a tape alphabet including
{0, 1,#} and possible other letters. On input u#v, for binary strings u and v, it halts with exactly two #
symbols and only 0’s and 1’s between them. We interpret this as multiplying u and v to get the string w
between the #’s. This defines a groupoid on the set {0, 1}∗.
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1. (10 × 2 points) Unjustified True/False Questions. For each of the following questions, indicate
simply whether it is TRUE or FALSE. No justification needed or wanted.

(a) Let Q be the set of all strings in {a, b}∗ that contain a string of consecutive a’s longer than |w|/2.
Then Q is a context-free language.

TRUE (57% correct). We guess the factorization of w into xyz, such that y is all a’s
and |xz| < |y|. We put a b on the stack for each letter in x. Then we read y, verifying
that those letters are all a’s, pop a b from the stack for each a as long as there are
any, then push any remaining a’s onlo the stack. When z begins, we pop an a from
the stack for each letter in z. We accept if there are still a’s after reading z.

(b) Because DFAs and NFAs have the same computational power, the languages ADFA and ANFA

have the same time and space complexity.

FALSE (79% correct). Those complexities are defined in terms of their input sizes,
and converting an NFA to a DFA can have a huge impact on the size of the input.
We know that ADFA is in L, while ANFA is complete for NL, so those two complexities
are probably different.

(c) The set I of incompressible strings is in the Π1 class of the Arithmetic Hierarchy.

TRUE (60% correct). For w to be incompressible, there must not exist a shorter
description of w, meaning that there is not a triple (M,x, c) such that M and x
together are shorter than w, and c witnesses the fact that M on x produces w. The
set R of such (M,x, c) is decidable, and w ∈ I ↔ [∀(M,x, c) : (M,x, c) ̸= R].

(d) Let X be any language and let Y be a regular language. If X ∩ Y is a CFL, then X must also be
a CFL.

FALSE (64% correct). This is similar to the true claim that if X ∩R is not a CFL, we
know that X is not a CFL. But in this direction it is completely wrong. For example,
if Y = ∅, X ∩ Y is empty, and thus regular, no matter what X is.

(e) Let N be a nondeterministic Turing machine with the property that given integer n, there exists
a number t(n) such that no matter what choices it makes, it cannot continue running for more
than t(n) steps on any input of length n. Then L(N) is a TD language.

TRUE (79% correct). We can simulate N with a deterministic TM as we have seen
in lecture, and the simulation will end after at most ct(n) choice sequences. If it does
not find an accepting path after that, it can safely reject.

(f) Let M be any Turing machine such that L(M) ∈ P. Then M never repeats a configuration on
any input w.

FALSE (60% correct). Since L(M) ∈ P, we know that there exists a poly-time decider
for L(M), and it’s true that that decider TM never repeats a configuration on any w.
But all we know about M itself is that it accepts all strings in L(M) and fails to accept
any string not in L(M). There’s nothing stopping M from failing to halt on a string
that is not in M .

(g) There exists a Turing machine that accepts any string w if and only if w is not its own description.
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TRUE (86% correct). This is a direct application of the recursion theorem – in
Sipser’s terminology, we “obtain our own description”, compare it to w, and accept
if and only if they differ.

(h) Assuming that P ̸= NP, the language DNF-SAT is not in P.

FALSE (43% correct). If we have a DNF formula, it is satisfiable if any one of its
clauses is satisfiable. So we just need to check each clause and check whether any of
them does not contain a contradiction. This can unconditionally be done in P.

(i) Using the Alternation Theorem, we can prove that if P ̸= NP, then PSPACE ̸= NPSPACE.

FALSE (74% correct). Savitch’s Theorem proves unconditionally that PSPACE and
NPSPACE are equal, so this statement could only be true if P = NP. While that
could possibly be true, the Alternation Theorem certainly does not prove that.

(j) A groupoid S is called idempotent if for any element σ ∈ G, σσ = σ. Let IGEN be the version
of the GGEN problem where the groupoid must be idempotent. Then if L ̸= P, then the language
IGEN is not in L.

FALSE (64% correct). A triple (G, s, t), if G is idempotent, is in IGEN if and only if
s = t, and this can be tested in L. It’s also easy to test whether G is idempotent in
L, as we only need to check the diagonal elements of G’s table.

Grading Notes for Question 1: The mean score overall was 13.2/20. One student got 20/20.
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2. (5 × 6 points) Justified True/False Questions. For each of the following questions, indicate
whether it is TRUE or FALSE, and provide a brief justification (i.e. either a proof or a counterexample).

(a) Let Σ = {a, b, . . . , z} (with exactly 26 letters) and let MODCOUNT be the set of strings w over
Σ such that there do not exist two different letters α and β, such that the number of occurrences
of α in w and the number of occurrences of β in w are congruent modulo 26. Then MODCOUNT
is not a regular language.

FALSE (62% correct boolean, mean 3.57) – If u and v are two strings with the same
number of occurrences of each letter modulo 26, then for any z, uz and vz also have
the same property, and thus u and are Myhill-Nerode equivalent for MODCOUNT.
This means that MODCOUNT has 2626 equivalence classes, a (large) finite number,
making MODCOUNT regular by Myhill-Nerode.

Maybe some people overlooked that the counting was always modulo 26?

(b) Recall the definition of “FP terms” for a groupoid G. For any groupoid, define FPTG to be the
set of FP terms over G. Then FPTG is a context-free language.

TRUE (83% correct boolean, mean 4.40). We can write a grammar with a rule S → σ
for every element σ ∈ G, and one more rule S → (SS). This corresponds exactly to
the given recursive definition.

This was meant to be easy, though some made it harder by using PDA’s rather than a grammar.

(c) Let X be any TR language and let Y be any TD language. Then X ∩ Y is TD if and only if X
is TD.

FALSE (60% correct boolean, mean 3.17). The simplest counterexample is Y = ∅ and
X any non-TD language.

This was meant to look like the correct fact that if X ∩ Y is non-TD, then X is non-TD, but of
course the converse of this need not be true. As usual, “this doesn’t have to be true” is not a proof
without a specific example where it is not true.

(d) There exists a log-space transducer that takes any boolean circuit, with n boolean inputs, and
returns an equivalent monotone circuit (meaning that it computes the same function of its input
variables).

FALSE (58% correct boolean, mean 3.19). Any monotone circuit computes a mono-
tone function, but many circuits compute non-monotone circuits. The simplest ex-
ample is a circuit with one ¬ gate, which computes a non-monotone function of x1,

This of course was similar to the HW problem where MCVP and CVP have the same complexity,
but that does not mean that any circuit may converted to a monotome circuit.

(e) Assume that P ̸= NP. Then the language ALBA could possibly be in the class P.

FALSE (57% correct boolean, mean 2.95). We can show APSPACE ≤P ALBA by map-
ping an input (M,w, 1t) to (M ′.w#1t−|w|), where M ′ is an LBA that runs M as long as
it runs within t cells but rejects if it tries to go beyond that space. The computation
is that of an LBA because it never leaves the space used by its own input.

Since APSPACE is complete for PSPACE under ≤P reductions, ALBA (which is clearly
in PSPACE) is complete for PSPACE as well, and its being in P would imply P =
PSPACE, which would imply P = NP.

Only 10% of you got full marks on this one.
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3. (10 points ) An Infinite Groupoid

Consider the groupoid on the infinite set {0, 1}∗ defined by a given LBA-function. The language LBA-
GEN is the set of triples (M,u, v) such that M defines an LBA-function and there exists a positive
integer n such that some product of n copies of u, with some bracketing, results in v.

Prove that the language LBA-GEN is Turing recognizable but not Turing decidable.

LBA-GEN is TR because we can guess n, guess the bracketing of the product of the n
copies of u, and use M to carry out the multiplication to verify that the result is v.

To prove that LBA-GEN is not TD, we prove that ATM ≤m LBA-GEN. Given an arbitrary
one-tape TM N , with input alphabet Σ, and an arbitrary string w ∈ Σ∗, we define M such
that for any configuration c of N (converted to binary), on input c#c, returns #c′#, where
c′ is the successor configuration of c according to the rules of N . If x and y are any two
different strings, or x and y are equal but are not valid configurations, x#y returns ##.

We also modify N to have a unique accepting configuration ch.

Then we map (N,w) to (M, q0w, ch). If N accepts w in t steps, then we can take 2t copies of
q0w, keep multiplying those copies in pairs until there is only one one left, and that will
be ch. Furthermore, the only way that a product of copies of q0w could possibly result in
ch is from a similar sequence.

The mean score was 3.5/10. The TR argument requires considering the possible bracketing of the s’s,
but since you have no time or space constraints there’s no problem just guessing the bracketing.

The idea of reducing ATM to LBA-GEN is pretty obvious, but in general you had trouble constructing
a monoid on strings that would generate t from copies of s if and only if w ∈ L(M). My solution above
makes use of the fact that an LBA can carry out one step of a TM, so that multiplying a configuration
by s got you to the next configuration. One student got a significantly different proof, noting that an
LBA could simulate any TM computation, as long as its input size was large enough to carry it on the
tape it has. So this student’s idea was to let s generate any string of blanks, and with the right seoond
argument along with the string of blanks, the LBA writes w on top of the blanks (if there is room) and
then simulates M on that until it halts (and returns t), times out, or tries to use too much tape. If
w ∈ L(M), a long enough string of blanks will generate t, and if w ̸∈ L(M), it can’t.
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4. (10 points) Covering a Clique

If G = (V,E) is an undirected graph, a clique cover of size k of G is a set of k subsets of V ,
{S1, S2, . . . , Sk}, such that each Si is a clique in G and S1 ∪ . . . ∪ Sk = V . The language CLIQUE-
COVER is the set of pairs (G, k) such that G is an undirected graph and G has a clique cover of size
k.

Prove that CLIQUE-COVER is NP-complete. There are a number of ways to show that this language
is NP-hard, and you may use any of them, but here is a suggestion. On HW#5, you proved that the
problem k-COLOR, the set of pairs (G, k) such that G is an undirected graph that can be colored with
k colors, is NP-complete. (So you may assume here that k-COLOR is NP-complete.) Can you find a
relationship between CLIQUE-COVER and k-COLOR?

It is clear that CLIQUE-COVER is in NP, because we may use the sets Si as our certifi-
cate. It is easy to verity in polynomial time that each Si is a clique and that the union
those sets is V .

We then show k-COLOR ≤p CLIQUE -COVER, using the fact that a graph is k-colorable
if and only if its complement has a clique cover of size k. If we have a valid k-coloring,
we know that each color class forms a clique in the complement of G, and the union of
these classes contains all the nodes. If we have the clique cover, we can assign a color i
to the members of each set Si. If a given node is assigned more than one color, we just
pick any one of them.

Our reduction takes (G, k) to G, k).

The mean score was 6.1/10. The NP membership argument should have been simple, but you had to
mention both checking that the sets are cliques and that their union contains all the nodes. I got a lot
of wrong attempts at the reduction, that didn’t talk about taking the graph to its complement.
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5. (10 points) GGEN is complete for P

The language GGEN was defined above to be the set of triples (G, s, t) such that G is a (finite)
groupoid over a set S, given by a multiplication table, s and t are elements of S, and there is positive
integer n such that a product of n copies of s, with some bracketing, results in t.

Prove that GGEN is complete for the class P under ≤L reductions. (Hint: Reduce from MCV P , the
monotone version of CV P , which we have proved to be P-complete.)

We first prove that GGEN is in P. We maintain a set X of elements that we know can
be generated from copies of s. Initially, X0 = {s}. For any i, we let Xi × Xi be the
set of elements produced by multiplying any two elements of Xi, and then set Xi+1 =
Xi ∪ (Xi × Xi). We continue until the first time when Xi+1 = Xi, accepting if and only
if t ∈ Xi. Any product of any positive number of copies of s, with any bracketing, will
eventually be obtained as a member of some Xi. And since the size of the sets increases
by one each time until we stop, we cannot continue for more steps than there are elements
of S. Each step takes time polynomial in n, and there are polynomially many steps.

For hardness, we reduce MCV P to GGEN . Let C be a monotone circuit, let w1, . . . , wn

be the input bits for C, and let gn+1, . . . , gm be the other gates of C, with gm being the
output gate of C. We design our groupoid G to have all the wi’s and gi’s as elements,
along with a special element s and a few other special elements. Our goal is to design the
multiplication of G so that the elements that can be generated from s are exactly those
who correspond to gates in C that evaluate to true on input w.

We arrange so that a product of copies of s can generate exactly those elements wi that
evaluate to true. Then if gk is the AND of gi and gj, we set the products of gi and gk (in
either direction) to be gk. And if gk is the OR of gi and gj, we define the product of gi
and s, and of gj and s (again in either direction), to also be gk. By induction on n, we
show that each of the first n elements elements of G can be generated from s if and only
if it evaluates to true in C.

Finally, we set t to be gm, and then (G, s, t) is in GGEN if and only C(w) = 1, completing
our reduction from MCV P to GGEN . It is clear that the transformation from (C,w) to
(G, s, t) can be carried out by a log-space transducer.

The mean score was 3.2/10. Most of the membership arguments foundered on a fact that you probably
didn’t know. The number of ways to bracket a product of n elements is the Catalan number, which
is about 2n/n2, way above polynomial. So you can’t check the different bracketing by brute force in
poly-time, but you can do it using dynamic programming as you have poly space available. You keep
track of the elements that have been generated, and at each round you add any new products from the
set to the set until the set is closed under product.

The reduction from MCVP to GGEN is pretty hard, because you have to design the groupoid, which
means saying what its elements are, starting from the arbitrary monotone circuit and input. The idea is
to have one element for each gate in the circuit, and arrange the product so that the elements generated
are exactly the ones corresponding to gates that evaluate to true. There’s the technicality that you have
more than one true gate at the start, so you need some kind of trick generate all those elements from
s,
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6. (10 points) Monoid Generation in Logspace

We defined amonoid above as a groupoid that is associative and contains an identity element. MGEN
is the special case of GGEN where the given groupoid G is also a monoid, so that (M, s, t) is the set
of triples such that M is a monoid, s and t are elements of M , and there exists a postive integer n
such that the product of n copies of s results in t.

(a, 5) Prove that the language MONTABLE , the set of n × n multiplication tables that represent
monoids, can be decided in the class AC0. (Your circuit family will likely be log-space uniform, but we
don’t ask you to prove this here.) (Note also that only certain input sizes can occur in this problem,
as a table for an m-element groupoid has m2 table entries, each of about logm.)

Both of the monoid axioms can be given as first-order formulas, ∀x : forally : forallz :
(xy)z = x(yz) and ∃e : ∀x : ex = xe = x. For any input size appropriate for an m × m
multiplication table, we need to verify the AND of m3 specific claims for each triple of
elements, and the OR of m claims that each element is the identity, each of which would
need to be verified by 2m2 claims about multiplication facts.

The point is that each multiplication fact such as xy = z is computable by a circuit that
is the AND of m boolean equality statements, which meets the constraints for AC0. The
m-wide AND and OR operations form a larger circuit that still has constant depth (with
unbounded fan-in) and polynomial size. Since we are not worrying about uniformity, this
is sufficient to prove membership in AC0.

The mean score was 1.8/5. A lot of people had trouble reading this one, arguing about MGEN rather
than this MONTABLE problem. Any first-order formula, in the correct setting, is in AC0, but without
that explicit fact being given, you need to describe the circuit in enough detail to understand it.

(b, 5) Prove that MGEN , as defined above, is in the class L. (It would be complete for L if we had
an appropriate reducibility available within L.)

Since the multiplication operation is associative, there is only one product of a sequence
of n elements of s. All we need to know is whether, for any n, sn multiplies to t. We know
that there are only m elements in the monoid, so if there is any n such that sn = t, this
must also occur with n ≤ m.

We set a variable x to s, then execute the operation setting x to xs, until either x becomes
t, in which we accept, or we have completed m operations, in which case we reject. The
read-write memory to do this is enough to store three elements of the monoid at one
time, plus the counter up to m, and this is clearly in O(logm) space. Thus the language
MGEN is in the class L.
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The mean score was 2.6/5. This one was straightforward if you had any intuition about a log-space
computation, and I’m glad that many of you had it. Of course the bracketing issues go away with
associativity, so we can talk about the element sn for any n, and we just need to cycle through all the
elements sn and see whether any of them are t. There were again reading comprehension problems,
where people were arguing about testing the groupoid for being a monoid. That is part of the problem
here, but far from all of it.
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7. (10 points) Regular Languages in ALOGTIME

Recall that the class ALOGTIME is the set of languages of alternating Turing machines that run in
O(log n) time. These machines have a read-only input tape of length n and access it through an
index access tape of length log n, initially set to all 0’s. At every step, the machine can see the input
bit in the position currently written on the input access tape.

Prove that the set of regular languages over {0, 1} is a subset of ALOGTIME.

(Hint: Note that the ATM is able to see only a small fraction of the input bits, but the players in the
ATM game know all of the bits. The ATM only needs to access only one bit of the input at the end of
the game, where the address of the bit to check is determined by the interaction between the players.)

Let D be an arbitrary DFA. We will describe an ATM whose language is L(D), using only
O(log n) time steps. The machine will be described using game semantics, and will be
very similar to the Savitch game used in part of the Alternation Theorem.

The players know that the state of D is q0 after 0 steps, and White (who wants the ATM
to accept) asserts that it will be some final state f after n steps. After naming f , White’s
first move is to name the state pk after 2k states, where 2k is the largest power of two less
than n. Black’s move’s is to challenge either the assertion that δ∗(q0.w1 . . . w2k) = pk or the
assertion that δ∗(pk, w2k+1 . . . wn) = f .

At each stage, there is a substring of w, an alleged state of the D at the beginning of that
string, and an alleged state of D at the end of it. White moves by alleging the state in
the exact middle of the string, and Black challenges either the states alleged for the left
half, or the states for the right half. The bits indicating these moves form the address of
the first letter of the current substring. When the substring is reduced to one letter, the
referee accesses the letter a (whose address is now written on the input access tape) and
awards victory if δ(p, a) = q, where p and q are the alleged states before and after that
letter. Note that there are k = O(log n) rounds of play, each of which takes O(1) time for
each player, so that the running time is O(log n).

As usual, if the string w is actually accepted by D, White can name the correct final state
and then respond truthfully to every question about D at any given time. If D rejects
w, White’s original assertion of the final state is incorrect in that δ ∗ (q0, w) is not equal
to f . Whenever one or both of the alleged endpoints p and q for the string are incorrect,
then whatever state r White alleges for the midpoint, either the left half does not take
p to r, or the right half does not take r to q, or both, so Black has a winning move by
challenging an incorrect statement.

The mean score was 2.7/10. This was a failure on my part, as almost no one was ready to attack
this problem. (I’m setting the scale for this exam on the basis of considering both Question 5 and
Question 7 as extra credit.) I did talk about an ALOGTIME algorithm for the parity language in the
last semi-lecture, and that is essentially the same argument, but not everyone saw that.
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8. (5 points extra credit) FP Term Validity in Logspace

Let G be a fixed finite groupoid. Prove that the language FPTG, defined in Question 2b, is in the
class L.

This language is quite similar to the Dyck language that we have shown to be in L.
Given an input string consisting of elements of G and parentheses, we first test that the
parentheses match, as in the Dyck language. Then for each“(”, we determine its matching
“)” by counting the net number of (’s after that (, until we reach zero. Between those
two parens, we count how many “terms” there, where a term is a single letter that is not
any inner parens, or a matched pair of parens at the nesting level immediately above the
level of our current pair. If there are exactly two terms, we are good so far, and if there
are more or fewer, we can reject. To implement this, we need to keep track of our current
pair, and keep track of where we are on our search for inner terms, along with counting
the terms (at most up to three) that we find inside this pair). These counts take O(log n)
space each, so the entire process can be carried out in L.

The mean score was 1.3/5. A fair number of you recognized that this was very similar to the Dyck
language, particularly to the homework problem where there werr arbitrarily many types of parentheses.
But to get full credit, you needed to explain how you would use the parenthesis counts to test membership
in this language, and only a few people did that.
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Supplemental Sheet for COMPSCI 501 Final Exam, Spring 2025

Language ATM : (similarly AREG, etc.) Set of pairs (M,w) such that M accepts w

Language AP : (similarly ANP , APSPACE , etc.) Set of triples (M,w, 1t) such that M accepts w in at most
t steps

Language ALLTM : (similarly ALLREG, etc.) Set of machines that accept all possible strings over their
alphabet

Arithmetic Hierarchy: Classes of languages defined by first-order formulas where the quantifier-free part
is TD. Σi means i quantifiers starting with ∃, Πi means i quantifiers starting with ∀.

Branching Program: A DAG where each node has out-degree zero or two, leaves are labeled “accept” or
“reject”, the other nodes are each labeled with one of n input variables, and the edges out of that node
are labeled 0 or 1. This defines a path from a start node to some leaf, depending on the input values.

Circuit Complexity: PSIZE is all languages X for which there is a uniform family of circuits, where
circuit Cn decides membership in X for strings of length n, and Cn has nO(1) nodes. If the circuit
depth is also bounded by O(logi n), the language is in the class NCi (if the circuits have fan-in two)
or ACi (if the circuits have unbounded fan-in).

Circuit Value Problem (CVP): The set of pairs (C, x) where C is a boolean circuit with n boolean
inputs, x is a binary string of length n, and C on x evaluates to true

Computable Function: Function f from strings to strings such that some Turing machine, on any input
w, always halts with f(w) on its tape

Context-Free Grammar (CFG): Grammar where rules allow single non-terminals to be replaced by
strings

Context-Free Language (CFL): Definable by a context-free grammar or a PDA

Context-Sensitive Grammar: Grammar where rules are of the form S → ε or αAβ → αβγ, where A is
a non-terminal, α, β, and γ are strings of terminals or non-terminals, and γ ̸= ε

co-TR: A language A is co-TR if and only if its complement A is TR (similarly co-NP , etc.)

FP term: A language defined over a groupoid G, where the input alphabet consists of G’s elements, “(”,
and “)”, and the strings are defined as on Page 1

FPTG: The language of valid FP terms for a given groupoid G

GGEN : The set of triples (G, s, t) where G is a groupoid, given as a multiplication table, s and t are
elements, and there is some way to multiply some number of copies of s, with some bracketing, to
obtain t

Groupoid: A set S with a binary operation on S, not necessarily associative

Language ETM : (similarly EREG, etc.) Set of machines with empty languages

Language EQTM : (similarly EQREG, etc.) Set of pairs of machines whose languages are equal

Incompressible: A binary string is incompressible if is has no description (in terms of a TM and input
string for it) that is shorter than itself.

Linear-Bounded Automaton (LBA): A one-tape TM that can never move its head off of the area of
the tape originally containing its input

LBA-function: A binary operation on the set of all binary strings, defined by an LBA as defined on page
1, forming a groupoid
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Log-Space Reduction (≤L): Like mapping reduction except that the function f is log-space computable

Log-Space Transducer: The function in a log-space reduction, with a red-only input tape and a write-only
output tape along with its work tape of size O(log n)

Mapping Reduction (≤m): A ≤m B means that there exists a computable function f such that ∀w : w ∈
A ↔ f(w) ∈ B

Monotone Boolean Function: A function from n inputs to one output such that changing a value of any
input can only increase the output value

Monoid: A groupoid whose operation is associative and has an identity element

Monotone Circuit: A boolean circuit that uses only AND and OR gates, never using NOT gates

Monotone Circuit Value Problem (MCVP): The special case of CVP where C is a monotone circuit.

NP-Complete Languages: You may assume without proof that all these are NP -complete (except for
CLIQUE COVER, the subject of Question 4):

• SAT, the set of satisfiable boolean formulas

• 3-SAT, the set of 3-CNF boolean formulas

• CIRCUIT-SAT, the set of satisfiable boolean circuits

• CLIQUE, the set of pairs (G, k) with a k-clique in the undirected graph G

• CLIQUE COVER, the set of pairs (G, k) such that the vertices of G are the union of k cliques in
G

• VC, the set of pairs (G, k) where there exists a k-vertex cover in the undirected graph G

• 3-COLOR, the set of undirected graphs whose vertices can be colored with three colors

• k-color, the set of pairs (G, k) such that G is an undirected graph that can be colored with at
most k colors

• HAMPATH, the set of directed graphs G with a path from one node to another using every node
once

• SUBSET-SUM, the set of sequences (s1, . . . , sk, t) where there is a subset of the si’s summing to
t

Poly-Time Reduction (≤p): Like mapping reduction except the function f is poly-time computable

Pushdown Automaton (PDA): Nondeterministic finite-state machine with an added stack

REACH: The language ⟨G, s, t⟩ such that G is a directed graph in which there is a path from node s to
node t

Regular Language: Can be defined by a DFA, NFA, or regular expression

Space Complexity: DSPACE(f) is the set of languages decided by a TM usingO(f) tape cells, NSPACE
similarly for NDTM’s, PSPACE = ∪kDSPACE(nk),NPSPACE = ∪kNSPACE(nk), L = DSPACE(log n),
NL = NSPACE(log n)

Subgraph: An undirected graph H is a subgraph of G if the nodes of H are a subset of the nodes of G,
and each edge of H is also an edge of G.

Time Complexity: DTIME(f) is the set of languages decided by a TM using O(f) steps, NTIME
similarly for NDTM’s, P = ∪kDTIME(nk), NP = ∪kNTIME(nk)

Turing Decidable (TD): Is the language of a TM that always halts

Turing Recognizable (TR): Is the language of any TM


