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DIRECTIONS:

• Answer the problems on the exam pages.

• There are four problems on pages 2-10, some with mul-
tiple parts, for 100 total ordinary points and 5 extra
credit points. The final scale will be determined after
the exam.

• Page 11 contains useful definitions and is given to you
separately – do not put answers on it!

• If you need extra space use the back of a page – both
sides are scanned.

• If absolutely necessary, you may attach additional pages
to be graded, but this is a big nuisance to us.

• No books, notes, calculators, or collaboration.

• Arithmetic expressions, such as “23 + (417 · (35%3))”,
do not need to be evaluated as single numbers for full
credit.

• Scrap paper during the exam may be used, if it starts
out blank. Please transfer any answers to the exam
pages.
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Note: For all the induction questions (1a, 1b, and 2), you must explicitly separately label and
write the following three parts:

• The induction hypothesis

• Justification or proof of the base case(s)

• The inductive step (proving the inductive goal from the inductive hypothesis)

Question 1 (15): (Induction 1) In Alice in Wonderland, the Mock Turtle and the Gryphon
explain to Alice that in their school, they have “lessens” every day, ten hours the first day,
nine the next, and so on, so that the number of hours for each day is defined inductively with
h(1) = 10 and, for all positive naturals, h(i + 1) = h(i) − 1. They agree that the eleventh
day is a holiday, but change the subject when she asks about later days. Here we will assume
that the rule above continues to allow the number of hours to be negative.

Question 1a (5): Prove, by induction, that for all positive naturals i, h(i) = 11− i.

Solution:

IH: For positive natural i, assume that h(i) = 11− i.

Base case: n = 1, we are given h(1) = 10, and this matches the formula h(1) = 11− 1.

Inductive Step: The Inductive Goal (IG) is h(i+ 1) = 11− (i+ 1).

Since we are told that h(i+ 1) = h(i)− 1, substituting 11− i for h(i), we get

h(i+ 1) = h(i)− 1 = 11− i− 1 = 11− (i+ 1)

matching the IG formula

An alternative formulation for the solution would be to set

IH: For positive natural i, define P (i) to be “h(i) = 11− i”. Assume P (i).

Base case: n = 1, we are given h(1) = 10, so P (1) is true

Inductive Step: Prove P (i) → P (i+ 1).
P (i+ 1) is h(i+ 1) = 11− (i+ 1) = 10− i.
From P (i) we know that h(i) = 11− i. We are given that h(i+ 1) = h(i)− 1. So

h(i+ 1) = h(i)− 1 = (11− i)− 1 = 10− i

which is P (i+ 1). So P (i) → P (i+ 1).
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Marking Note 1a0: What was being tested here was the ability to write a correctly struc-
tured inductive proof. “Proofs” that contained mostly correct elements but were in the wrong
order, not being explicit as to what was being assumed and what was being proven, had
points deducted.

Marking Note 1a1: The inductive hypothesis had to be something of the form ”h(i) = 11−i”
or ”h(i) = 11− i is true”. Writing something like ”h(i) is true” would be incorrect.

Marking Note 1a2: The inductive step had to explicitly use the IH. That is, it needed
to explicitly identify the place in the proof that the IH was used. If the IH was used without
such identification, points were sometime dedcucted (this depended upon how clear the rest
of the proof was).

As an example, some students said that
(a) h(i+ 1) = 11− (i+ 1) = 10− i and
(b) h(i + 1) = h(i) − 1 = 11 − i − 1 = 10 − i (sometimes adding that (b) comes from the
definition and IH).
Then sometimes further stating that since the RHS of (a) equals the RHS of (b), we have
proven the goal.

This argument was incorrect and had points deducted because the way that it was written was
assuming the correctness of (a). In order to be correct it would need to start by identifying
(a) as the Induction Goal (IG) and then explain that (b) PROVES the I.G.

Similarly, some students wrote something like

h(i+ 1) = 11− (i+ 1) = 11− i− 1 = h(i)− 1

sometimes adding the words “where the last equality comes from the IH.”

This was also marked incorrect because it presented items in the wrong order. The first
equality is the goal that needs to be proven, but is stated as fact. The correct presentation
would be

h(i+ 1) = h(i)− 1 = (11− i)− 1 = 11− (i+ 1)

where the first equality is given to you by the problem and the second is from the IH.

Restating the above. The issue is that students were confusing the meaning of h(i).

h(i) is NOT the function 11− i and cannot be used interchangeably with 11− i for all i. In
particular, you cannot startt by writing h(i+ 1) = 11− (i+ 1)

h(i) is the number of days, and the problem is askng you to PROVE that h(i) = 11− i.

So, if you write h(i+ 1) = 11− (i+ 1) before that fact is proven you must identify it as your
goal. Otherwise, the proof makes no sense.

Marking Note 1a3: Some students wrote something like
”by the inductive hypothesis we know that h(i + 1) = 11 − (i + 1) = 11 − i − 1” and then
went on to say that this is equal to h(i) − 1 = 10 − i from the IH. This is wrong because it
again starts by assuming that you know that h(i + 1) = 11 − (i + 1), which is what you are
trying to prove!
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Question 1b (10): For any natural, let S(n) be the total number of hours in the first n
days, that is, S(n) =

∑n
i=1 h(i). Prove by induction that for all naturals (including n = 0),

S(n) = n
2 (21− n). Note that there may be more than 24 (negative) hours in a day, and that

the total number of hours may become negative.

Solution:

IH: For natural n, assume that S(n) = n
2 (21− n).

Base case: n = 0. We know that S(0) = 0 (it is the result of an empty sum). From the
other side 0

2(21− n) = 0.. So S(0) = 0
2(21− n).

Inductive Step The IG is

S(n+ 1) =
n+ 1

2
(21− (n+ 1)) = −n+ 1

2
(n− 20) = −1

2
(n2 − 19n− 20).

We know that S(n + 1) = S(n) + h(n + 1). Substituting (IH) S(n) = n
2 (21 − n) and (from

part a) h(n+ 1) = 11− (n+ 1) = 10− n we get

S(n+ 1) = S(n) + h(n+ 1)

=
n

2
(21− n) + 10− n

=
1

2
(21n− n2 + 20− 2n)

= −1

2
(n2 − 19n− 20),

matching the IG.

Similar to 1a, the following alternative formulation is also correct.

IH: Set P (n) to be “S(n) = n
2 (21− n)”. For natural n, assume P (n).

Base case: n = 0. We know that S(0) = 0 (it is the result of an empty sum). So S(0) =
0 = 0

2(21− n) and P (0) is correct.

Inductive Step Prove P (n) → P (n+ 1).

Following the same calculations as in the previous version, assuming P (n) is true implies
implies P (n+ 1).
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Marking Note 1b1: The problem explicitly asks to include the case n = 0. So, starting the
induction at n = 1 would be wrong.

Marking Note 1b2: The same issue that occurred in marking notes 1a2 and 1a3. That is
a confusion between what is being assumed and what is being proven.

In particular an inductive step that stated something like

S(n+ 1) =
n+ 1

2
(21− n− 1)

without explicitly identifying this as the goal, would have points deducted.

Also, a solution that presented a LHS and a RHS and then showed that LHS = RHS
would have points deducted unless the LHS (or RHS depending upon the structure) was
EXPLICITLY identified as the induction goal.

The issue is that S(n+1) is defined by S(n+1) =
∑n+1

i=1 h(i) = S(n)+h(n+1). The purpose
of the problem is to prove that

S(n+ 1) =
n+ 1

2
(21− n− 1).

No regrades will be granted based on the fact that the argument contained all the correct
pieces and the grader misunderstood the intent. Part of what was being tested was the
ability to write an unambiguously correct mathematical proof. If the structure of the proof
was wrong (or was not precise enough to be understood in only a correct way), points were
deducted.

Marking Note 1b3 Some students set P (n) = n
2 (21− n) and then stated that they wanted

to prove ‘’P (n) → P (n+ 1)” or ‘’If P (n) is true then P (n+ 1) is true”.

This was wrong. If P (n) is a number, you can’t talk about it being true. You had to set
P (n) to be the statement S(n) = n

2 (21− n).
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Question 1c (5 extra credit): Suppose now that the school changed its policy so that
after the holiday on day 11, they added an hour for each new day, until they had another
day with ten hours, and then returned to “lessening” again. Thus during a lessening period,
h(i+1) = h(i)−1 as before, but during these other periods, h(i+1) = h(i)+1. For example,
after 13 days, there have been 10 + 9 + 8 + 7 + 6 + 5 + 4 + 3 + 2 + 1 + 0 + 1 + 2 = 58 hours.
Determine (justifying your answer) the total number of hours of class time they have had
after 2024 days.

Answer:

• In a full cycle of 20 days, there are 10+ 9+ . . .+1+ 0+ 1+ . . .+9 = 100 hours, before
we return to the start.

• Thus, after the first 2020 days, i.e., 101 full cycles, there have been 101 · 100 = 10100
hours.

• Note that. since the cycle restarts at 10 (goping down) each 20 days, if i ≡ j(mod 20),
then h(i) = h(j). So h(2021) = h(1) = 10,, h(2021) = h(2) = 9, h(2023) = h(3) = 8,
and h(2024) = h(4) = 7.

• The answer then is 10100 + 10 + 9 + 8 + 7 = 10134.

Marking Note 1c: The key to solving this problem was noting that days could be broken
into cycles of size 20.

A common error was breaking into incorrect cycle sizes, e.g., 11, 10 and 21, which would not
work. For example, 21 does not work because the 22nd value is 9 and not 10 (and a cycle
must start with 10).

If 20 is a cycle then every (smaller) cycle must divide 21, so 11 can not be a cycle size.

The issue with using 10 as a cycle size is that the cycle of size 20 is split into two groups
of size 10. The first has value 55 and the second has value 45, so they cannot be treated
identically.

A common minor error was miscalculating the value of the length 20 cycle to be 110 instead
of 100.
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Question 2 (25): (Induction 2) Recall that a rooted binary tree (RBT) consists of either

• a single node, which is its root, or

• a new node, its root, which is connected to the roots of two other RBT’s.

• The only RBT’s are those made by the first two rules.

Note (added during the exam): The RBT defined here is not the same as the “full
binary tree” defined in the homework this term.

Marking note 2: As in question 1, what was being tested here was the ability to write a
correctly structured inductive proof. “Proofs” that contained mostly correct elements but were
in the wrong order, not being explicit as to what was being assumed and what was being
proven, had points deducted. In particular, inductive proofs on RBTs needed to contain
2 parts. The first was a clear Inductive Hypothesis. The second was an inductuve step
that explicitly used the recursive definition of RBTs and explicitly combined the Inductive
Hypothesis with that recursive definition

Solution Preface: (a) and (b) illustrate the definition. (c) and (d) are two exam-
ples of RBTs.

Note that there are(at least) two alternative equivalent definitions for RBTs. The
first alternative we’ll call, RBT2. RBT2 is all binary trees (whatever those are)
in which every internal node has exactly two children.

The second alternative, which we’ll call RBT3, is defined by

• a single node, which is its root, or

• any RBT, with any leaf expanded to be an internal node with two (leaf)
children. roots of two other RBT’s.

• The only RBT’s are those made by the first two rules.

Even though RBT2 and RBT3 are equivalent to the original definition of RBT
they can NOT be used to solve the problems below. The reason is that RBTs
were only defined using the original recursive definition. and that’s the only tool
you have available. If you wanted to use the other equivalent definitions, you
would have to first prove that they are equivalent, which you can’t do within the
constraints of the problem.

We mention this because some students tried to use a variant of the RBT3 def-
inition in their proof. This was marked wrong becuase it did not use the tools
which you were given.

In addition, some students tried to solve 2c as follows. They said that the two
children of an RBT of depth d+ 1 are RBTs that have depth at most d. Since a
RBT is a binary tree (essentially using the equivalence of RBT and RBT2) and
the “worst case” number of nodes in a binary tree of depth d is 2d+1−1, the worst
case number of nodes in a RBT of depth d+ 1 is 2 · 2d+1 − 1 = 2d+2 − 1, solving the
problem. This was marked wrong because they could not assume the equivalence
of RBT and RBT2 and, even if they could, they could not use the fact about
the worst case of a RBT2 being 2d+1 − 1 without proving that by induction. In
fact, that worst case fact is exactly the statement we were asking to be proven
by induction.
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The depth of an RBT is the length of the longest path from the root to any leaf. In particular,
the depth of an RBT with only one node has depth 0, since the root is a leaf and there is a
path of length 0 from it to itself.

In the solutions of a(a), 2(b) and 2(c) we use the following notation. If T is an
RBT, s(T ) denotes the number of nodes in T while d(T ) denotes its depth. If T
is not just a root, then the left and right subtrees of the root will be TL and TR.
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Question 2a (5):

Prove, by induction on this (the RBT) definition, that any RBT has an odd number of nodes.

Solution:

IH: Let P (T ) be the statement “s(T ) is odd”. For RBT T , assume P (T ).

Base case:

Tree T is a single node, so s(T ) = 1, which is odd.

Inductive Step: Let T be an RBR which is not a single node. Then T is single node
connected to the roots of two other RBT’s, TL and TR. Then.

• s(T ) = 1 + s(TL) + s(TR).

• By the inductive hypothesis, s(TL) and s(TR) are odd.

• Since 1 + odd+ odd = odd, s(T ) is odd.

Alternatively, you could do an induction on depths of RBTs.

IH: For natural n, let P (n) be the statement, “Every RBT T satisfying d(T ) ≤ n satisfies
s(T ) is odd”.

Base case: If n = 0 the only tree of depth ≤ 0 is the single node tree T0, which has s(T0) = 1,
which is odd. So P (0) is true.

Inductive Step: Assume P (n). If T is a tree of depth n+1 it is a single node connected to
the roots of two other RBT’s which are both of depth ≤ n. Then

• s(T ) = 1 + s(TL) + s(TR).

• By the inductive hypothesis, s(TL) and s(TR) are odd.

• Since 1 + odd+ odd = odd, s(T ) is odd.

Alternatively, you could do an induction on the size of RBTs, which we will not write here.

Marking note: 2a1:

It was very important that the induction hypothesis and the proof had to be explicit on what
the induction was being performed on. RBTs? All RBTS of depth n, or possibly depth ≤ n?
All RBTS of size s, or possibly size ≤ s? Without that, specification step, the Induction Step
makes no sense. Even the base case would make no sense.

Marking note: 2a2: Many students understood that the logic behind the proof is that one
+ odd + odd is odd.

What they got wrong was the issue from note 2a1 above.

At least half the marks for this problem were for getting the induction structure correct. So-
lutions that were not clear as to what induction was being performed on had points deducted.
The number of points deducted depended upon exactly what was written and how close it
was to at least implying the idea of what the induction was being performed on
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Marking note: 2a3: Some students wrote an Induction step that said something like “we
have 2 RBTs with an odd number of nodes” and then tried to build the new tree from those
two RBTS.

This was wrong for two reasons. The first is that the IH was not well formulated. The second
is that the inductive step here doesn’t work. They were trying to build “up” from known
RBTs.

An inductive step must work “downwards”, , i.e., take an arbitrary RBT, identify its left and
right children as (smaller) RBTs and use the IH information from each of those trees.

Marking note: 2a4: Some students wrote an Induction Step that said something like “An
RBT is built by taking a leaf in an RBT and making it into the parent of two children” and
then doing induction on this construction process.

This was marked as wrong.

Similarly some students wrote that if the tree is not just one node then the root has two
children, so this is adding two nodes. Then for each of those nodes we can repeat by saying
that if they are expanded then they must each add two more nodes. Since we start with one
node (the root) and at each step are adding 2 nodes, this always maintains an odd number
of nodes. This is essentially the same as the leaf expansion argument above and was also
marked wrong.

Similarly, some students tried doing an induction on n = s(T ), adding two nodes to the tree
every time. i.e., getting the truth for n+ 2 friom the truth of n. This was also not possible.

These three arguments all share the same flaw.

The only induction you can do on RBTs is using the recursive definition given in the exam
paper, which is very different. While, as mentioned in the preface, the ”expand the leaf”
method does correctly define the same class of RBTs it’s not trivial to PROVE that the two
definitions are equivalent and you would have to prove their equivalence before using the 2nd
definition in an induction. And the induction would then (often) have a different IH.

Marking note: 2a5: Some students argued that in an RBT, the left and right child of the
root have the same number x of nodes. Thus the total number of nodes in an RBT will be
2x + 1 which is odd. This was a misunderstanding of the RBT definition and was wrong
because nothing in the RBT definition requires the left and right child to be the same. Note
that if this was actually the definition of an RBT you would not need induction to prove
that an RBT has an odd number of nodes. It would follow immediately from 2x+ 1 without
needing an induction hypothesis.

In fact this definition would imply that an RBT is a full/complete tree, having 2k nodes
on depth k and that for every d there is only one RBT of depth d and it would contain
1 + 2 + 22 + · · · 2d = 2d+1 − 1 nodes.
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We want to prove that if T is an RBT with depth d, the number s of nodes in T satisfies the
rule 2d+ 1 ≤ s ≤ 2d+1 − 1.

Question 2b (10):

Prove by induction that if T is an RBT with depth d and with s nodes, 2d+ 1 ≤ s.

Marking Note: There are two possible approaches. One does induction on the
depth d, the other on tres. A correct answer had to be very clear as to what the
object of the induction was.

Solution:

Answer (A): We are going to be doing induction on naturals d.

IH: P (d) is the statement that “every tree T tree of depth d satisfies 2d+ 1 ≤ s(T )”.

Base case: P (0). There is only one tree T of depth d = 0 and it has s(T ) = 1 and 2d+ 1 =
1 = s(T ), so P (0) is true.

Inductive Step: Assume P (d) and let T be a tree with d(T ) = d+ 1.

By definition, T is a single node connected to the roots of two other RBT’s, TL and TR. From
the definition of depth,

d+ 1 = d(T ) = max(d(TL), d(TR)) + 1

so max(d(TL), d(TR)) = d.

Also, s(T ) = 1 + s(TL) + s(TR). There are now two cases.

• If d(TL) = d, then

2d(T ) + 1 = 2(d+ 1) + 1 (definition of T )

= 2d+ 3

= (2d(TL) + 1) + 1 + 1

≤ s(TL) + 1 + s(TR) (IH on TL and 1 ≤ s(TR))

= s(T ).

• If d(TL) ̸= d then we must have d(TR) = d and the exact same proof as above (substituting
TR for TL) again shows that 2d(T ) + 1 ≤ s(T ).

Since this proves it for all cases, the proof is complete.

Answer (B): We are going to be doing induction on RBTs.

IH: P (T ) is the statement that “RBT T satisfies 2d(T ) + 1 ≤ s(T )”.

Base case: P (T0) where T0 is the unique tree which is a single node. T0 satisfies 2d(T0)+1 =
1 = s(T0) and P (T0) is true.

Inductive Step: Let T be a RBT which is a single node with left and right children TL and
TR. Assume P (TL) and P (TR). So

2d(TL) + 1 ≤ s(TL) and 2d(TR) + 1 ≤ s(TL).

From the definition of depth,

d(T ) = max(d(TL), d(TR)) + 1.
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Then at least one of d(TL) + 1 = d(T ) or d(TR) + 1 = d(T ) is correct.

Assume first that d(TL) + 1 = d(T ). Then

2d(T ) + 1 = 2d(TL) + 2 + 1

= (2d(TL) + 1) + 1 + 1

≤ s(TL) + 1 + s(TR) (IH on TL and 1 ≤ s(TR))

= s(T ).

If d(TL) + 1 ̸= d(T ) then d(TR) + 1 = d(T ) and the exact same proof as above (substituting
TR for TL) again shows that 2d(T ) + 1 ≤ s(T ). Since this proves it for all cases, the proof is
complete.

Marking Note 2b1: Some students misunderstood the definition of RBTs and thought they
were ”complete full” binary trees in the sense that there is only one RBT of depth d and it
contains all 2k possible nodes on all depther k ≤ d.

Students making this error but writing an otherwise correct proof received half credit.

Marking Note 2b2: Some students used the alternative definition that an RBT is built by
taking any leaf node and expanding it to have two children. As noted in the preface to the
solutions, while this alternative definition is equivalent to the one given, it cannot be used in
the solution because that is not the definition you were given. In order to use the alternative
definition you would first need to PROVE that it was equivalent.

Other students did something slightly different, taking the root, expanding it to have two
children which are roots of RBTs, taking each of those roots and expanding them, etc., doing
all of this inside the Induction Step. This would be incorrect because this isn’t induction.
The induction step only allows you to do a finite amount of work, e.g., by calling the IH.
What these students were doing was writing a recursive argument inside the induction step.
This is essentially yet another induction but without writing it out formally.

Both of the approaches described above are wrong because they do not do induction using
the RBT definition given.

Marking Note 2b3: When solving 2b it was required to explicitly define whether you were
doing induction on the naturals or on trees. Just rewriting the statement “ if T is an RBT
with depth d and with s nodes, 2d + 1 ≤ s” as the IH would be incorrect. That statement
has 3 free variables: T, d and r, and it is not clear on which the induction is being performed.

Marking Note 2b4: Assuming everything else was structured properly, the next must
important part of the proof was understanding that

d(T ) = max(d(TL), d(TR)) + 1.

No proof that did not use this fact (which means that it must also explicitly use the recursive
definition of RBTs) could work, and would therefore be incorrect.

Marking Note 2b5: Some students wrote something like “As depth increases by 1, we
must add 2 nodes”. They then used that to take 2d+1 ≤ s to 2(d+1)+1 ≤ s+2 ≤ s′ where
s′ is the new number of nodes.

This was wrong because the statement “As depth increases by 1, we must add 2 nodes” was
not justified by the only definition of RBT that was given.
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That statement implies that you are increasing the depth by growing one tree and that is
not how RBTs are defined. The recursive definition of RBT was the ONLY method that
could be used for making a larger tree and, if it was used, you would need to discuss explicitly
the heights of its left and right subtrees and what you knew about them from the induction
hypothesis.
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Question 2c (10):

Prove by induction that if T is an RBT with depth d and with s nodes, s ≤ 2d+1 − 1.

Marking Note: As in 2b, there are two possible approaches. One does induction
on the depth d, the other on trees. A correct answer had to be very clear as to
what the objcct of the induction was.

Solution:

Answer (A): We will be doing induction on d.

IH: P (d) is the statement that “every tree T tree of depth d satisfies s(T ) ≤ 2d+1 − 1”.

Base case: P (0). There is only one tree of depth d = 0 and it has only one node so s = 1 =
2− 1 = 2d+1 − 1. So P (0) is true.

Inductive Step: Let T be a tree with depth d(T ) = d+ 1 > 0.

By the definition, T is a single node connected to the roots of two other RBT’s, TL and TR.
Also, directly from the definition max(d(TL), d(TR)) ≤ d. Thus, by strong induction

s(TL) ≤ 2d(TL)+1 − 1 ≤ 2d+1 − 1 and s(TR) ≤ 2d(TR)+1 − 1 ≤ 2d+1 − 1.

So

s(T ) = s(TL) + s(TR) + 1

≤ 2d+1 − 1 + 2d+1 − 1 + 1

= 2d+2 − 1

= 2(d+1)+1 − 1

completing the proof.

Answer (B): We will be doing induction on trees.

IH: P (T ) is the statement that “every tree T satisfies s(T ) ≤ 2d(T )+1 − 1”.

Base case: P (T0) where T0 is the unique tree which is a single node. This has s(T0) = 1
and d(T0) = 0. Then s(T0) = 1 = 2− 1 = 2d(T0)+1 − 1. So P (0) is true.

Inductive Step: If T is not the single node then, by the RBT definition, T is a single node
with left and right RBT children TL and TR.

By the Induction Hypothesis,

s(TL) ≤ 2d(TL)+1 − 1 and s(TR) ≤ 2d(TR)+1 − 1.

Also, directly from the definition 1 + max(d(TL), d(TR)) = d. So

s(T ) = s(TL) + s(TR) + 1

≤ 2d(TL)+1 − 1 + 2d(TR)+1 − 1 + 1

≤ 2 · 21+max(d(TL),d(TR)) − 1

= 2 · 2(d(T )) − 1

= 2 · 2(d(T )+1) − 1

completing the proof.
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Marking Note 2c1: Some students misunderstood the definition of RBTs and thought they
were ”complete full” binary trees in the sense that there is only one RBT of depth d and it
contains all 2k possible nodes on all depther k ≤ d.

Students making this error but writing an otherwise correct proof received half credit.

Marking Note 2c2: Some students used the alternative definition that an RBT is built by
taking any leaf node and expanding it to have two children. As noted in the preface to the
solutions, while this alternative definition is equivalent to the one given, it cannot be used in
the solution because that is not the definition you were given. In order to use the alternative
definition you would first need to PROVE that it was equivalent.

Other students did something slightly different, taking the root, expanding it to have two
children which are roots of RBTs, taking each of those roots and exapanding them, etc., doing
all of this inside the Induction step. This would be incorrect because this isn’t induction. The
induction step only allows you to do a finite amount of work, e.g., by calling the IH. What
these students were doing was writing a recursive argument inside the induction step. This
is essentially yet another induction but without writing it out formally.

Both of the approaches described above are wrong because they do not do induction using
the RBT definition given.

Marking Note 2c3: When solving 2c it was required to explicitly define whether you were
doing induction on the naturals or on trees. Just rewriting the statement “ if T is an RBT
with depth d and with s nodes, 2d + 1 ≤ s” as the IH would be incorrect. That statement
has 3 free variables: T, d and r and it is not clear on which the induction is being performed.

Marking Note 2c4: Assuming everything else was structured properly, the next most
important part of the proof was understanding that

d(T ) = max(d(TL), d(TR)) + 1.

No proof that did not use this fact (which means that it must also explicitly use the recursive
definition of RBTs) could work, and would therefore be incorrect.

Marking Note 2c5: Similar to the error in marking note 2b5, some students addressed
this problem by growing the tree and examining how it can grow.

This would be wrong because nothing in the definition of the RBT allows it to be grown. It
can only be constructed recursively and any argument has to explicitly use that construction
procedure.

Marking Note 2c6: Some students used the fact that there are at most 2d+1 − 1 nodes
in a tree (or stated that the worst case for a tree is that it has 2d+1 − 1 nodes) in their proof.

Either setting d to be d+ 1 or implying that they are growing an old tree with s ≤ 2d+1 − 1
nodes.

This was wrong. You could not use facts about BSTs in this problem. Everything had to
be proven from scratch using induction and the recursive definition of RBts. (In fact, the
statement that a tree has at most 2d+1 − 1 nodes is what we are asking you to prove!) You
also could not “grow” a tree. The only way to build a tree was by explictly using the recursive
definition.
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Question 3 (40): (Searches and Search Trees) This problem concerns an undirected graph
U and a directed graph D, each of which has nine nodes. The graph U has twelve undirected
edges, and D has twelve directed edges in each direction, for a total of 24 directed edges.

The graphs concern nine towns (in MA, CT, and NY) with travel permitted either by car or
bike between adjacent towns in the graph.

We first have the undirected graph U for driving times by car:

HIL ===== EGR ===== GBR Hillsdale, NY

| 10 | 10 | Egremont, MA

10 | 15 | 10 | Great Barrington, MA

| | | Copake Falls, NY

CPF ===== MTW ===== SHF Mount Washington, MA

| 15 | 30 | Sheffield, MA

15 | 40 | 30 | Millerton, NY

| | | Salisbury, CT

MIL ===== SAL ===== NCA North Canaan, CT

10 20

• (a, 10) Carry out a DFS search for the undirected graph U , beginning with node EGR
and with no goal node. List the order in which the nodes are placed on the open list
(call this the “On Order”). If a node is placed on the list multiple times, it should be
listed each time. Separately list the order in which each node is taken off the open list
(call this the “Out Order”).

When two or more nodes need to come off the list, and they entered at the same time,
take the one first that comes earlier alphabetically.

Node EGR starts on the stack.

EGR comes off, GBR, HIL, and MTW go on.

GBR comes off, SHF goes on ahead of HIL and MTW.

SHF comes off, MTW and NCA go on ahead of HIL and MTW.

MTW comes off, CPF and SAL go on ahead of NCA, HIL and MTW.

CPF comes off, HIL and MIL go on ahead of SAL, NCA, HIL, and MTW.

HIL comes off, no new node goes on , leaving MIL, SAL, NCA, HIL, and MTW.

MIL comes off, SAL goes on ahead of SAL, NCA, HIL, and MTW.

SAL comes off, NCA goes on ahead of SAL, NCA, HIL, and MTW.

NCA comes off, no new node goes on, leaving SAL, NCA, HIL and MTW.

Each remaining node is discarded as it is met, since each has been processed.

Also draw the DFS tree, indicating the tree edges and the back edges.

The tree consists mostly of a single path of tree edges, EGR to GBR to SHF to MTW to
CPF, but HIL and MIL are both children of CPF, and MIL is the followed by SAL and
NCA.

The back edges are from MIL to EGR, from HIL to EGR, from SAL to MTW, and from
NCA to SHF.
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Marking Note 3a: Mean Score 7.86, 37% with full credit. In general, since
there were so many different notations for the description of the order of events, I looked
first at the tree. If it was right, I checked that the sequence of events was there, and
made sense. If it wasn’t, I had to look harder at what went wrong. Typically I took off
one point for single errors, and two points off if there were two or more errors in each of
the sections (tree edges, non-tree edges, and sequence) but there were a lot of subjective
decisions, particularly on the less correct answers. Some common errors were to not
follow the alphabetical order to break ties, or not to look at a node when you reached
it the second time. For example, many people put HIL and MTW on the stack behind
GBR before you processed GBR, which was correct. But when you later processed SHF,
you should have put a second node on the stack for MTW, the one found from SHF.
One thing that many of your failed to realize was that since the graph has nine nodes
and twelve total edges, exactly eight of the edges are tree edges, and so there must be
exactly four non-tree (back) edges, whether you got the correct tree or not.
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• (b, 10) Carry out a BFS search for the undirected graph U , beginning with node EGR
and with no goal node. List the order in which the nodes are placed on the open list
(call this the “On Order”). If a node is placed on the list multiple times, it should be
listed each time. Separately list the order in which each node is taken off the open list
(call this the “Out Order”).

When two or more nodes need to come off the queue, and they entered at the same time,
take the one that comes earlier alphabetically.

Node EGR starts on the queue.

EGR comes off, GBR, HIL, and MTW go on.

GBR comes off, HIL and MTW stay on, SHF goes on after them.

HIL comes off, MTW and SHF stay on, CPF goes on after them.

MTW comes off, SHF and CPF stay on, CPF, SAL, and SHF go on after them.

SHF (from GBR) comes off, CPF, CPF, SAL, and SHF stay on, NCA goes on after
them.

CPF (from HIL) comes off, CPF, SAL, SHF and NCA stay on, MIL goes on after them.

CPF (from MTW) is discarded.

SAL comes off, SHF, NCA, and MIL stay on, MIL and NCA go on after them.

SHF (from MTW) is discarded.

NCA (from SHF) comes off, MIL, MIL, and NCA stay on, no new node goes on.

MIL (from CPF) comes off, MIL and NCA stay on, no new node goes on.

MIL (from SAL) and NCA (from SAL) are discarded.

Also draw the BFS tree, indicating the tree edges and the non-tree edges.

EGR has parents GBR, HIL, and MTW.

GBR has only child SHF.

HIL has only child CPF.

MTW has only child SAL and has non-tree edges to SHF and CPF.

SHF has only child NCA.

CPF has only child MIL.

SAL has no children but has non-tree edges to MIL and NCA.

Marking Note 3b: Mean Score 8.15, 46% with full credit. The general marking
scheme was the same as for Q3a. Since the tree itself doesn’t tell you whether you got
the first three nodes in the same order, I needed to check that with your order of events.
Again, you should have eight tree edges and four non-tree edges (not ”back”, ”forward”,
or ”cross”) in all.
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Here is the directed graph D for biking times. The nodes are the same as for D, but
the directed edges are made by choosing a weight in each direction for each edge of
D. The less-than and greater-than symbols indicate the directions in the left and right
directions. The caret symbols under edge weights indicate directed edges upward to
those nodes. The v symbols indicate directed edges downward to those nodes.

40-> 35->

HIL ========== EGR ========== GBR

| <-50 | <-30 |

35 | ^ 80 | ^ 40 | ^

| | | | | | | | |

v | 30 v | 60 v | 40

| | |

| 60-> | 75-> |

CPF ========== MTW ========== SHF

| <-30 | <-110 |

70 | ^ 80 | ^ 35 | ^

| | | | | | | | |

v | 70 v | 100 v | 35

| | |

| 40-> | 40-> |

MIL ========== SAL ========== NCA

<-50 <-40

• (c, 10) Conduct a uniform-cost search of the directed graph D, with EGR as the start
node and CPF as the goal node. Indicate when each item enters and leaves the priority
queue. In each case when the first item for a node leaves the priority queue, report the
priority value for for that node.

When two or more nodes need to come off the list, they should follow the rules of
uniform-cost, and you may break ties as you like.

(EGR, 0) starts on the PQ.

(EGR, 0) comes off, (HIL, 50), (MTW, 80), and (GBR, 35) go on.

(GBR, 35) comes off, (SHF, 75) goes on, (HIL, 50) and (MTW, 80) remain.

(HIL, 50) comes off, (CPF, 85) goes on, (SHF, 75) and (MTW, 80) remain.

(SHF, 75) comes off, (MTW, 185) and (NCA, 110) go on, (CPF, 85) and (MTW, 80)
remain.

(MTW, 80) comes off, (CPF, 110) and (SAL, 160) go on, (MTW, 185), (NCA, 110)
and (CPF, 85) remain.

(CPF, 85) comes off, and the search ends with 85 found as the shortest distance to the
goal node.
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Marking Note 3c: Mean Score 7.83, 48% with full credit. I could usually spot
a correct answer because you took the first six nodes off of the PQ in the correct order,
and had the node (MTW, 185) on the PQ. There were people who explored those orders
in the wrong order, or missed some of them (particularly MTW and SHF), or continued
processing after they should have removed (CPF, 85) and declared victory. Since we
asked you to use UCS as we defined it in the course, I insisted that when you saw a
node for the second time, you put a new node on the PQ (unless that node had already
been taken off) and kept it in the PQ until either it was found as the minimum-priority
items in the PQ, or the search ended. I generally took off one point for either discarding
those nodes early, or not putting them on the PQ at all. (This includes some people
who were doing the Dijkstra algorithm rather than UCS.) For both this problem and
Q3c, I deducted at least three points in any case where you got the wrong answer for
the distance to CPF, particularly if you never stated your conclusion at all.
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We will now ask you to conduct an A∗ search for the directed graph D, with EGR as
the start node and CPF as the goal node, using the following heuristic function h. For
any node x, h(x) will be double the driving time from x to CPF. We could have you
calculate that by a UCS of the graph U , but we will just give you the answers:

(CPF, 0), (HIL, 20), (MIL, 30), (MTW, 30), (EGR, 40),
(SAL, 50), (GBR, 60), (SHF, 80), (NCA, 90).

• (d, 10) Conduct an A∗ search of the directed graph D to determine the shortest biking
time from EGR to CPF, using the heuristic function h above. Indicate which items
enter and leave the priority queue. Whenever the first item for a node comes off of the
priority, report the distance from the start node to that node. When two or more nodes
need to come off the list, they should follow the rules of A∗ search, and you may break
ties as you like.

Compare the result of this search with the UCS search in Question 4(c). Did the A∗

search succeed in its goal relative to the UCS search?

(EGR, 0+40) begins on the PQ.

(EGR, 0+40) comes off, (HIL, 50+20), (MTW, 80+30), and (GBR, 35+60) go on.

(HIL, 50+20) comes off, (CPF, 85+0) goes on, (MTW, 80+30) and (GBR, 35+60)
remain.

(CPF, 85+0) comes off, and we conclude that 85 is the shortest distance from EGR to
CPF.

The A∗ search found the same answer as the UCS search, but explored only three nodes
rather than the six explored by the UCS search. This was the intended result of A∗.

Marking Note 3d: Mean Score 6.61, 42% with full credit. As many of you
found, the A∗ heuristic given was very useful, finding the correct path with the third
node it took off the PQ. Unfortunately, a lot of you did the right calculation and took
those two nodes off, but wound up with the wrong distance to CPF. (You should know
that A∗ always returns the same answer as does UCS for the same directed graph.) Many
people found the right answer, continued the search, found a second wrong answer for
CPF, and gave the wrong one as their conclusion. As far as the last question about
whether the A∗ succeeded in its goal, I took off two points if you didn’t respond to that
question, and took off one point if you didn’t say address the real goal of A∗, which is
to get the same answer as UCS more quickly than UCS would get.
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Question 4 (20): The following are ten true/false questions, with no explanation needed or
wanted, no partial credit for wrong answers, and no penalty for guessing.

Only 2% of the submissions had 20/20 on Question 4.

• (a) The Peano Axioms for the naturals imply that every natural has a unique predecessor.

FALSE. Zero does not have a predecessor. 52% correct.

• (b) Let P (n) be a predicate on naturals. If we assume P (n) for an arbitrary n, and
prove P (n+ 1), we may conclude that P (n) is true for all naturals n.

FALSE. If the base case is false, the inductive step may still be true though it is not true
that ∀n : P (n) is true. 53% correct.

• (c) A palindrome is a string that is equal to its own reversal. If the strings u and v
are palindromes, then the string uvuR is a palindrome (where uR is the reversal of u).

TRUE. Using the rule we proved for the reversal of the concatenation of two or more
strings, the reversal of uvuR is (uR)RvRuR, which equals uvuR because (uR)R = u and
vR = v. 91% correct.

• (d) Any square n by n chessboard, with any one square removed, can be tiled with
L-shaped trominoes (the L-shaped pieces we used in Section 4.11).

FALSE. We proved this if n is a power of two, but it need not be false otherwise. For
example, if n = 3, there are only eight remaining squares and cannot be tiled with figures
each of size 3. 46% correct.

• (e) An undirected tree with n nodes must have exactly n edges.

FALSE. It must have exactly n− 1 edges. 96% correct.

• (f) Every directed acyclic graph has the property that there can never be two different
paths from one node to another.

FALSE. This is true for directed trees, but not DAGS. 49% correct.

• (g) Let G be a directed acyclic graph (with finitely many nodes) and let x be a node
in G. Consider either a DFS or a BFS from x, without a closed list or other means
to prevent multiple visits to the same node. Then the BFS will terminate with either
success or failure, but this is not necessarily true for the DFS.

FALSE. Both the DFS and the BFS will eventually terminate – either may take a long
time due to revisits, but there are only finitely may paths to explore, and each path is
explored only once. 59% correct.

• (h) In a DFS tree of a directed graph, every edge is either a tree edge or a back edge.
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FALSE. This is true of undirected graphs, but directed graphs may have back or forward
edges. 63% correct.

• (i) In the BFS tree of a directed graph, every directed edge from a node at level i must
go to nodes that are in one of the levels i− 1, i, or i+ 1.

FALSE. This is true for undirected graphs, but not directed graphs – they may go to any
level. 38% correct.

• (j) Consider a uniform-cost search with start node s and goal node g, where there is a
path from s to g, and d is the length of the shortest path. Let x be a node such that
there is no path from s to x of length ≤ d. Then x will not come off of the priority queue
before the search concludes.

TRUE. We know that the nodes come off the PQ in order by increasing distance from
s. Once g comes off, the search ends, and x cannot come off before then. 73% correct.
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