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ABSTRACT

TOWARDS REALISTIC SIMULATED STUDENTS:
ALIGNING LANGUAGE MODELS WITH STUDENT

KNOWLEDGE AND BEHAVIOR

MAY 2026

ALEXANDER SCARLATOS

B.S., STONY BROOK UNIVERSITY

M.S., STONY BROOK UNIVERSITY

Ph.D., UNIVERSITY OF MASSACHUSETTS AMHERST

Directed by: Professor Andrew Lan

As large language models (LLMs) are increasingly used in education, there is a

growing need to quickly verify and steer LLM-generated content for the benefit of

students. In particular, it is important to ensure that educational AI systems improve

learning outcomes and engagement while minimizing potential harms. While it is

possible to test new systems and content on real students, this process can be slow,

costly, and insecure. Instead, simulated students, i.e., LLM-based models that mimic

student behavior, can be used to quickly and safely verify AI systems. However,

LLMs do not typically behave like real students, often exhibiting unrealistic behavioral

patterns and knowledge trends, limiting how useful they can be. In this thesis, I

address this problem by introducing multiple approaches for aligning LLMs with

student behavior and knowledge. I further demonstrate how simulated students can

be leveraged to align educational content with student-centered goals.
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First, I detail SMART, a method for fine-tuning LLMs with reinforcement learning

(RL) that aligns the models with realistic response patterns based on student ability and

question difficulty, deriving a reward function from item response theory. I demonstrate

how LLMs trained with SMART can be used to reliably estimate question difficulty.

Second, I introduce dialogue knowledge tracing (KT), where tutor-student dialogues

are viewed as sequences of formative assessments, allowing the use of KT to model

student knowledge in dialogues. I also detail LLMKT, an LLM-based method for

estimating student knowledge that improves on prior KT approaches. Third, I detail a

method for leveraging student models in LLM-based tutor training, where I use an RL

pipeline that rewards tutor responses that result in better student learning outcomes,

which are estimated using LLMKT. Fourth, I detail an evaluation framework that

measures the realism of student simulations along multiple behavioral, cognitive, and

linguistic dimensions, facilitating the development of more aligned simulated student

methods in the future. Finally, I conclude by detailing future directions for improving

and broadening simulated students methods, and for leveraging simulated students to

tackle current challenges in education.
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CHAPTER 1

INTRODUCTION

Recent advances in artificial intelligence (AI), particularly large language models

(LLMs), have greatly changed the landscape of educational technology. Using LLMs,

it is possible to build highly personalized and adaptive educational systems, where

models can process nuanced student inputs in real-time and rapidly generate novel

content designed for a particular student. This paradigm stands in contrast to the

previous generation of adaptive educational systems, where all content was human-

written or generated from carefully designed templates, and only limited modalities of

student data could be processed (e.g. if the student answered a question correctly or

incorrectly). LLMs therefore have the potential to reshape education broadly, where

in the future every student could have access to a personal AI tutor that optimizes

content for their personal preferences, adapts to their current knowledge level, and

draws on strong pedagogical practices to help the student learn and grow. However,

there are several barriers to achieving this future.

A primary challenge is that state-of-the-art LLMs are not aligned with real student

learning patterns, behaviors, or goals. LLMs are primarily trained to generate outputs

that are preferred by data annotators, which may be significantly unaligned with

outputs that are best for learning. For instance, “productive struggle” is necessary for

learning [243], but LLM outputs that elicit associated emotions like frustration are

unlikely to be rated highly, and may be especially hard to achieve with models that

are prone to sycophancy [182]. Additionally, providing effective instruction requires a

comprehensive understanding of a student’s current knowledge and abilities; these are
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likely hard for the model to assess without explicit training for knowledge estimation.

While several frontier LLMs have begun integrating techniques for improving peda-

gogical alignment [181, 15, 110], their approaches have several shortcomings: 1) they

rely on a one-size-fits-all approach, where a pre-defined pedagogical strategy is used

for every student, and 2) they are developed without students-in-the-loop, instead

using a top-down approach where the primary steering mechanism is a set of tutoring

guidelines, relying on the model’s inherent instruction-following ability to implement

these guidelines in a way that is optimal for the student.

An ideal solution to these challenges would involve training LLMs with real

students in-the-loop. For instance, we can imagine a general reinforcement learning

(RL) pipeline: real students interact with LLMs during training, and LLM-generated

outputs that result in higher engagement and learning outcomes for those students are

given a higher reward. However, this framework is likely unachievable, since 1) a vast

amount of data would be needed to train in this way, resulting in prohibitive cost and

logistical challenges, and 2) since some LLM outputs will inevitably be low-quality, this

risks causing real harm to students involved in the training. Therefore, a promising

solution is to use simulated students, i.e., AI models that are trained to behave like real

students. By swapping out real students for simulated ones in the framework above,

we can achieve the best of both worlds: educational models are trained to improve

student outcomes while avoiding risks to real students. However, a central challenge

remains: how can we create AI models that behave like real students? In this thesis, I

seek to answer this question and explore how to leverage simulated students to create

student-aligned educational AI systems. In the next section, I provide a background

on educational systems and prior work related to simulated students. Then in the

following section, I provide an overview of this thesis and detail its contributions,

specifically towards the alignment of simulated students and their applications for

improving educational systems.
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1.1 Background

To motivate the importance of simulated students, I first provide an overview of

intelligent tutoring systems, which make up the primary digital setting for delivering

learning benefits to real students and leverage simulated students. Then, I provide

an overview of the models that have historically powered these systems, including

cognitive models, student models, and simulated students. I discuss the strengths and

limitations of existing approaches, and detail how this thesis builds on prior work.

1.1.1 Intelligent Tutoring Systems

Intelligent tutoring systems (ITSs) are digital learning environments where content

dynamically adapts to each particular student. This adaptation can take the form of

selecting which questions the student should solve next, recommending content to help

the student learn, providing targeted feedback during problem solving, or engaging

the student in a dialogue. This adaptation is largely powered by cognitive models and

student models, as I will detail in the next subsection.

Many ITSs are built around a cycle of having students learn and practice new

topics, where practice questions are drawn from large question banks, and students

can watch videos or read explanations to reinforce their understanding. Popular

ITSs using this paradigm include Khan Academy [109], Duolingo [236], and Aleks

[162]. Other ITSs focus on guided problem solving, where students attempt to solve

a problem step-by-step and are given targeted guidance when they make a mistake.

Early systems include Andes [77], SQL-Tutor [166], and Carnegie Learning’s Cognitive

Tutor [12], which preceded the modern MATHia system [124]. Other systems allow

students to engage with “teachable agents”, such as Betty’s Brain [128] and SimStudent

[160]. These agents act like students that the real students needed to “teach” concepts

to, allowing them to benefit from learning-by-teaching. Another popular form of ITS

centers around tutoring dialogues, where students have turn-by-turn conversations with
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an automated tutoring agent, allowing them to engage with a problem or concept in an

open-ended way. Early automated dialogue tutors include AutoTutor [175] and Why2-

Atlas [235]. While these systems can deliver effective and engaging instruction, they

rely on effort-intensive hand-crafted rules and scenarios, and offer limited adaptability

to open-ended student responses. Recently, LLMs have been used to create automated

tutors, facilitating coverage on a wider variety of concepts, more nuanced processing

of student responses, and greater adaptivity. LLM-based tutors have been integrated

into existing ITSs, including Khan Academy’s Khanmigo [110], Duolingo’s Video Call

[68], and Carnegie Learning’s LiveHint [44]. In addition, existing LLM providers have

begun integrating tutoring strategies into their models, including ChatGPT’s study

mode [181], Claude’s learning mode [15], and LearnLM, which was later merged into

Gemini [83]. LLMs have also been used to power teachable agent systems, like Ruffle

& Riley [211], and are increasingly used to generate content in popular ITSs like

Duolingo [90].

1.1.1.1 ITS Efficacy and Self-Regulated Learning

Many studies have shown that ITSs are highly effective for improving student

learning outcomes and engagement [116, 263, 150, 33, 28, 115]. Additionally, early

results examining student outcomes when using LLM-based tutors are promising,

showing that pedagogically-aligned prompts can lead to higher test scores [183], and

that hybrid human-LLM tutoring is particularly effective for improving learning

outcomes [231, 241]. However, a common challenge is that while highly motivated

students may benefit from a system, many other students may not engage with the

system for enough time to experience learning benefits [254] or in an optimal way,

for example, struggling to ask effective questions to LLM tutors [25]. Therefore,

an important area of research is teaching students effective self-regulated learning

(SRL) skills [247]. Various digital tools have been developed to help students develop
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these skills, such as teaching help-seeking via meta-cognitive models [5], encouraging

positive learning behaviors and emotions via adaptive feedback [168], and training

curiosity and question-asking skills with LLM-generated cues [1]. Unsurprisingly,

teacher interventions in the classroom are also highly effective for helping students

use AI tools effectively [106].

1.1.2 Cognitive Modeling

ITSs centered around step-by-step problem-solving are largely powered by cognitive

models. Cognitive models are structured representations of knowledge and rules,

describing what kinds of knowledge are needed when problem-solving and how this

knowledge can affect student actions. These models are based on theories of cognition,

particularly Adaptive Control of Thought - Rational (ACT-R), where cognition is

broken down into declarative knowledge, which is retrieved, and procedural knowledge,

which is applied via granular “production rules” [11, 246]. Early ITSs centered on

problem-solving, such as Cognitive Tutor [12] and Andes [77], leveraged cognitive

models based on ACT-R to power their adaptive tutors (broadly referred to as “cognitive

tutors”), specifically model-tracing tutors (MTTs) [12]. These models operated on

large hand-crafted sets of production rules, which were encoded as abstract if-then

logical programs, and attempted to match student actions to rules. This allowed the

model to detect when a student took an incorrect step in problem solving and what

particular error they made, enabling the tutor to provide targeted feedback to the

student. Example-tracing tutors (ETTs) [7] offer similar functionality, but are built

on “behavior graphs” that student actions are matched to, rather than on production

rules. Alternatively, constraint-based modeling (CBM) [177], used in SQL-Tutor [166],

specifies sets of contextual “constraints” that students need to satisfy when solving

a problem correctly, which are easier to design but offer less targeted feedback since

they are not grounded in step-by-step solutions.
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While cognitive tutors offer high interpretability, they are highly effort intensive to

create since each production rule or behavior graph has to be designed by hand. To

partly address this challenge, Carnegie Learning introduced Cognitive Tutor Authoring

Tools (CTAT), which enables non-programmers to design production rules or behavior

graphs for ITSs [6]. Later, the SimStudent system enabled automatic discovery of

production rules from worked examples of problem solving by inferring logical rules

that lead to correct solutions, thereby reducing the need for hand-crafting rules [133].

Simulated learners (SLs), such as SimStudent [160] and Apprentice Learner [153],

are adaptive cognitive models, which simulate student learning in problem-solving

settings by updating internal logical rules when given worked examples and feedback.

SLs have been shown to follow similar “learning curves” to real students, where error

rates gradually decrease with practice [153]. Researchers have therefore used SLs to

evaluate the effectiveness of tutoring strategies, using SL outcomes as proxies for real

student outcomes [244]. However, SLs are not fit to real student data, and therefore

often fail to realistically represent student learning [245]. Additionally, SLs still require

significant manual effort to implement, since the space of available rules and the effects

of possible actions need to be defined.

While cognitive models have been highly effective in ITSs centered around problem-

solving, they are less common in other systems since extensive effort is required to

support new problem types. Modern systems tend to prefer machine learning-based

student models due to their greater adaptability and lower manual effort. The move

from cognitive models to student models reflects a larger trend in AI from symbolic

AI to machine learning. In the remainder of this thesis, I focus on machine learning

methods for student modeling and simulation, primarily using LLMs. However,

exploring the fusion of cognitive models and LLM-based student models could be

a promising line of future work, in particular for greater interpretability in learned

models.
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1.1.3 Student Modeling

A wide range of ITSs are largely powered by student models. Student models

are representations of a student’s internal cognitive state, generally representing their

knowledge or ability across various concepts. A student’s “knowledge state” is often

represented as latent mastery of granular knowledge components (KCs) or latent ability

values, representing how well the student understands particular concepts and how

likely they are to answer questions related to those concepts correctly. These values

are stored numerically and are generally interpretable. In addition to representing

student knowledge, the models also represent learning dynamics related to a particular

setting, such as the learning impact or difficulty of particular questions or content.

Rather than crafted by human experts, as is typically the case with cognitive models,

student models are defined by parameters that are fit by observing student responses

to questions; typically, student responses are treated as correct or incorrect, where a

correct response is treated as evidence of a student having knowledge on associated

concepts, and vice versa for incorrect responses. There are many different ways of

parameterizing and fitting student models, often informed by the learning environment

they are deployed in.

1.1.3.1 Item Response Theory

Item response theory (IRT) [199] models properties of students and questions in

a static setting, where student knowledge is assumed to not change. IRT models

students using latent abilities, and models questions using latent difficulties and often

other properties. There are many variants of IRT, such as ones that model question

“discrimination” [35], partial credit scoring [169], and multi-dimensional latent abilities

[47]. Model parameters are typically learned using expectation-maximization (EM),

leveraging prior estimates of student knowledge distributions.
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IRT models are commonly used for computerized adaptive testing (CAT), including

in popular standardized test such as the GRE and GMAT, where the goal is to

approximate a student’s ability by having them solve as few questions as possible,

enabling fast and efficient assessment [48]. One strategy for question selection in CAT

is maximizing Fisher information, where the difficulty of the selected question should

closely match the current student ability estimate [48].

1.1.3.2 Knowledge Tracing

Knowledge tracing (KT) [56] models students and questions in a dynamic setting,

where student knowledge is assumed to change over time as they practice questions.

KT models students using a latent mastery for each concept in the system, and models

questions using properties of learning dynamics, such as the probability that a student

will learn a concept by answering a question. The classic approach for KT, Bayesian

KT (BKT) [56], uses a hidden Markov model to connect observed student responses to

latent knowledge states, and is learned using EM. Newer variants of BKT additionally

model the probabilities of students “slipping” or “guessing” when answering questions

for greater interpretability and accuracy [22].

As deep learning became more ubiquitous, neural network-based architectures were

applied to KT. While the student learning dynamics in deep learning methods are

not easily interpretable, as they are in BKT, they offer greater predictive accuracy

by modeling complex interactions between KCs learned by training on large student

response datasets; popular datasets for KT training include ones from the ASSISTments

system [73]. Such architectures include deep KT (DKT) which leverages LSTMs [194]

and context-aware attentive KT (AKT) which leverages attention networks [78]. More

recently, architectures like open-ended KT (OKT) [139] combined generative language

models with KT architectures, making it possible to model entire textual student

responses rather than just the binary correctness of student responses. Another
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advantage of using language models for KT is that they can predict student responses

to questions that are not in the training data since they are simply represented as text,

which earlier KT methods were not able to do since they were represented by learned

embeddings. In this thesis, I build on this line of work in Chapter 3, where I detail

how to perform KT in the setting of tutoring dialogues and introduce an LLM-based

architecture for KT.

1.1.3.3 Alternative Student Model Architectures

Several alternatives to IRT and KT have been proposed in the past. In particular,

learning factors analysis (LFA) [46] and performance factors analysis (PFA) [190]

make predictions based on student practice counts and success/failure counts, respec-

tively. Another family of methods jointly model student knowledge and question-skill

associations, and can therefore be seen as unified cognitive and student models. Such

methods include the Q-matrix method [24], Topical HMM [82], sparse factor analysis

(SPARFA) [123], and SPARFA-Trace [122].

1.1.3.4 Behavioral Student Modeling

While the methods mentioned so far have focused on modeling knowledge and

predicting if students will answer questions correctly, there are many more aspects

of student behavior that can be modeled. These aspects play an important role in

modeling students wholistically, and are critical to understanding student outcomes.

For instance, prior works have modeled motivation, metacognition and SRL behaviors

[247, 167, 271], affect and emotion [23, 249], engagement [10, 16], help-seeking [8],

response times [192, 27], cheating or “gaming the system” behaviors [21], and likelihood

of dropout from online courses [114]. In Chapter 5 of this thesis, I incorporate both

cognitive and behavioral aspects into LLM-based student modeling in dialogues.
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1.1.3.5 Applications of Student Models

One of the most popular applications of student models is for recommending

exercises, hints, or learning content in ITSs [2]. Various heuristic policies have

been proposed, such as selecting tutoring actions that maximize short-term “utility”

(incorporating estimated knowledge and affect) [171], and selecting practice items that

aim to maximize short-term recall of concepts [217]. Some ITSs also leverage IRT

by recommending practice problems that are an appropriate difficulty for a student

based on their current ability estimate, leading to improved engagement [33]. In

addition to heuristic policies, optimal recommendation policies can be learned with

the objective of increasing student knowledge or engagement. A popular approach is

to form a reward function using a student model, where actions that lead to increased

student knowledge are rewarded, and then train a policy using RL [26, 41]; specialized

methods in this paradigm have leveraged multi-arm bandits [121, 141], multi-objective

rewards [95], and Q-learning for selecting questions with optimal difficulty [267]. I

build on this RL paradigm in Chapter 4 of this thesis, where I leverage an LLM-based

KT model to form rewards for training an LLM-based dialogue tutoring agent.

1.1.4 Student Simulation

Student simulation is the process by which a student model acts out possible

scenarios in an educational setting. Compared to direct predictions with student

models, which estimate a student’s current state, simulated students can estimate a

student’s possible range of future states. We can then observe these anticipated future

states to make informed decisions on how to best serve students. In general, student

simulations are broadly used for improving the outcome-centric alignment of both

human educators and educational AI systems.

Recently, a significant body of work has used LLMs to simulate students for

the purpose of training and evaluation across educational settings. In particular,
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LLM-based simulated student dialogue agents have been used to create training

environments for human tutors [186, 157, 43] or to create training data for LLM-based

tutors [64, 238, 137, 223]. It is also common to use them for question evaluation,

where a group simulated students respond to questions, and these responses are then

analyzed to evaluate question difficulty and quality [142, 88, 148, 172]. Other works

have simulated errors or misconceptions that students might have when problem

solving, which can leveraged to generate targeted distractor options for multiple-

choice questions [76, 74]. Methods for creating these simulated students often involve

prompting pre-trained LLMs to act like students by following descriptive “personas” in

the prompt, which can include a range of attributes covering knowledge, misconceptions,

demographics, and personality traits [152, 137, 237, 238, 88, 143, 172]. Other methods

fine-tune LLMs, either by training on student-written text [139, 66, 193, 43] or training

the LLMs to be more prone to errors or misconceptions [221, 76, 220].

However, a key limitation in the aforementioned methods is that the LLMs are

not trained to reflect the cognitive and behavioral properties of the students they are

meant to be simulating; methods relying on pre-trained LLMs suffer from well-known

issues in realistically representing linguistic, behavioral, and cognitive properties of

students [158, 193], methods fine-tuning on student-written text do not explicitly align

with knowledge (with the exception of OKT-based methods), and misconception-based

methods do not leverage real student data so also do not follow realistic student

learning patterns. This limitation stands in contrast to student models, such as IRT

and KT, that explicitly train to align with real student knowledge.

The primary contributions of this thesis work toward resolving this limitation

of LLM-based simulated students. In Chapter 2, I introduce a method for training

LLM-based simulated students to steer their outputs according IRT-based abilities

leveraging real student data; this method is the first to bridge the gap between IRT

student models and LLM student simulations. In Chapter 4, I leverage a fine-tuned
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student model for training an LLM tutor, rather than relying on pre-trained LLM

simulations to provide a training signal. Finally, in Chapter 5, I explicitly measure

the behavioral, cognitive, and linguistic properties underlying student utterances

in dialogues, and introduce a method for aligning LLM outputs with real student

responses by leveraging these measurements.

1.2 Thesis Overview

In the following chapters, I detail my work towards creating realistic simulated

students and applying them to improve educational applications. In each chapter, I

introduce the respective setting, review relevant literature, detail proposed methodolo-

gies, and verify them with experimental results.

In Chapter 2, I study the setting of open-ended question answering, where I

propose a method for using simulated students to estimate the difficulty of assessment

questions. Using simulated students for question difficulty prediction has various

benefits compared to using real students or regression-based AI methods. However, a

key challenge is that LLMs do not reliably generate student-like responses, making

resulting difficulty estimates poorly calibrated. To address this, I propose SMART, a

novel RL pipeline for training LLMs to generate student-like responses that faithfully

reflect an expected student ability level relative to a question’s difficulty. The key

contribution is a reward function derived from item response theory, thereby injecting

calibrated ability and difficulty estimates into the LLM. I find that SMART significantly

outperforms prior state-of-the-art approaches for question difficulty prediction, and is

much more aligned with real student behavior compared to other simulated student

methods.

In Chapter 3, I study the tutoring dialogue setting, with the goal of modeling

how student knowledge evolves during a conversation with a tutor, enabling reliable

automated student assessment in dialogues. To do this, I apply the well-established
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knowledge tracing (KT) framework to dialogues by viewing them as sequences of

formative assessments. I introduce LLM-based labeling techniques to prepare dialogues

for KT, and the labels are rated highly by human experts. Additionally, I introduce

LLMKT, a novel LLM-based student model that leverages dialogue context to estimate

student knowledge, and find that it significantly outperforms existing KT methods.

In Chapter 4, I study how to improve tutoring in dialogues by aligning LLM-based

tutors with student outcomes leveraging student models. Doing so will ensure that

LLMs intended for tutoring are designed with student learning as a core goal. I achieve

this by training LLM tutors with a novel RL pipeline that encourages both higher

pedagogical quality and improved student outcomes. Specifically, tutor dialogue

turns are assigned rewards using using 1) an LLM-evaluated rubric determining

how well the turn adheres to pedagogical principles, and 2) an estimate of student

mastery on relevant knowledge concepts, evaluated using the LLMKT student model.

Using automated metrics, I find that this pipeline results in a tutor that exceeds the

pedagogical quality and estimated student outcomes of similar sized tutor models, and

matches the performance of large proprietary LLMs. When evaluated using humans,

I find that this pipeline exceeds the performance of large proprietary LLMs. I also

uncover emergent tutoring strategies that arise as a result of the training, showing

that student model integration is a powerful tool for driving LLM tutor behavior.

In Chapter 5, I study student simulation in tutoring dialogues, where I focus on

systematically evaluating the realism of LLM-based simulations. Since simulated

students are increasingly used in evaluating and training both human and LLM

tutors, it is important to ensure that these simulations resemble real student behavior

and learning; otherwise, the tutors may be poorly calibrated and unable to meet

students’ needs. I derive six high level dimensions from learning sciences research

to ground evaluations in: dialogue acts, correctness, errors, knowledge acquisition,

linguistics, and inducing tutor responses. For each dimension, I develop automated
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reference-based metrics to evaluate simulated student responses on, establishing a

data-driven and theory-grounded way to measure alignment with real students. I also

show how to train a simulated student model with an RL pipeline by using these

metrics to form a reward. I evaluate a wide variety of prompting and fine-tuning

simulated student methods using the metrics, and find that supervised fine-tuning

(SFT) improves realism significantly over prompting much larger pre-trained LLMs,

and that RL improves realism slightly over SFT. I also find that the metrics are

highly aligned with human expert evaluations, showing their reliability for evaluating

realism. I conclude that even the best methods do not perform well enough to be

fully reliable for tutor training, motivating future work to further improve simulated

student alignment.

Finally, in Chapter 6, I conclude by summarizing the findings of this thesis and

laying out directions for future work. Specifically, I detail how simulated students

can be used to improve educational AI systems through personalized experiences,

integration with creative learning settings, and agentic assistants to help teachers

deliver better outcomes for students. For each of these, I also detail advancements that

need to be made in simulated students, particularly related to long-term modeling,

multi-modality, and more diverse representation of student populations.

1.3 Summary of Relevant Publications

The content of Chapter 2 appears in:

[206] Scarlatos, Alexander, Fernandez, Nigel, Ormerod, Christopher,
Lottridge, Susan, and Lan, Andrew. SMART: Simulated students aligned
with item response theory for question difficulty prediction. In Proceed-
ings of the 2025 Conference on Empirical Methods in Natural Language
Processing (Suzhou, China, Nov. 2025), Association for Computational
Linguistics, pp. 25082–25105
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The content of Chapter 3 appears in:

[205] Scarlatos, Alexander, Baker, Ryan S., and Lan, Andrew. Ex-
ploring knowledge tracing in tutor-student dialogues using llms. In
Proceedings of the 15th International Learning Analytics and Knowl-
edge Conference (New York, NY, USA, 2025), LAK ’25, Association for
Computing Machinery, p. 249–259

The content of Chapter 4 appears in:

[208] Scarlatos, Alexander, Liu, Naiming, Lee, Jaewook, Baraniuk,
Richard, and Lan, Andrew. Training llm-based tutors to improve student
learning outcomes in dialogues. In Artificial Intelligence in Education
(Cham, 2025), Springer Nature Switzerland, pp. 251–266

The content of Chapter 5 appears in:

[207] Scarlatos, Alexander, Lee, Jaewook, Woodhead, Simon, and
Lan, Andrew. Simulated students in tutoring dialogues: Substance or
illusion?, 2026
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CHAPTER 2

SMART: SIMULATED STUDENTS ALIGNED WITH ITEM
RESPONSE THEORY FOR QUESTION DIFFICULTY

PREDICTION

2.1 Introduction

Assessing student knowledge and skill levels, an important aspect of education,

requires carefully designed assessment items (i.e., questions) with high quality and

validity. According to the Standards for Educational and Psychological Testing [70],

various factors play a role in the quality and validity of items, with a crucial factor

being their difficulty, i.e., how challenging they are to real students. Item difficulties

also play a critical role in learning platforms, enabling personalized learning through

student-tailored item recommendation [50, 232], item generation [99, 118, 215, 17],

and curriculum design [164, 268] to maximize learning outcomes.

Since new items are constantly developed and used in practice, estimating their

difficulty before assigning them to students is crucial. Traditionally, estimating item

difficulties can be costly and time-consuming [9]: we need (possibly a large number

of) real students to respond to them, and then fit an item response theory (IRT)

model on their responses to get item difficulty estimates. In contrast, recent work has

estimated item difficulties from their (mostly textual) content [230, 81, 29, 94], with

some methods leveraging large language models (LLMs) [88, 67]. This approach works

well for many items, especially multiple-choice questions (MCQs). Among them, an

interesting approach is to use simulated students [88, 75, 154] to generate responses to

new items at scale, to estimate their difficulties. Initial work in this direction uses
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Figure 2.1: Our three-stage pipeline for item di�culty prediction: simulate open-ended
responses for students with di�erent abilities, score them, and �t an IRT model on
the scores to obtain di�culty estimates.

simulated students to model student responses to MCQs, followed by aggregating

their predicted responses and obtaining item di�culty estimates.

Among di�erent item types, open-ended items require students to write short

answers, and are common in many domains including math, programming, and

particularly in reading comprehension assessment; see Table 2.3 for an example. Since

these items require a student to construct an entire answer, they may reveal deeper

insights into student knowledge [36, 72, 218, 13] than other item types, such as MCQs.

However, estimating the di�culties of open-ended items can be more challenging,

since scoring open-ended responses accurately at scale is not as easy as for MCQs.

Moreover, there is considerable diversity in terms of both response content and style

among real students, which means that it can be di�cult to simulate student responses

to these items [222].

2.1.1 Contributions

In this paper, we present SMART (Simulated Students Aligned with Item Response

Theory), a pipeline for training LLMs as simulated students that generate open-ended

responses, aligning them with an instructed ability level and item di�culty.

First, SMART leverages generative LLMs as the student simulator to synthesize

a distribution of student responses to open-ended items. These responses provide

valuable interpretability in the di�culty estimation process. We use direct preference
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optimization (DPO) to train our student simulator, using a novel method to form

preference pairs. We prefer student responses with higher likelihood under an IRT model,

thus aligning the generated responses with both student ability and item di�culty.

Second, we use an LLM-based scoring model to score the generated responses. Finally,

we train an IRT model on the scored student responses to obtain item di�culty

estimates.

We conduct extensive quantitative experiments on two real-world datasets, one

with 49 short-answer reading comprehension items and another with 50 Java coding

items. We �nd that SMART, by simulating IRT-aligned responses to unseen items

from a population of students with di�erent abilities, outperforms state-of-the-art

item di�culty prediction methods, even in the low-resource setting with few training

items. We analyze the simulated student responses and �nd that SMART responses

correlate strongly with their instructed ability, and that the feature distributions of

its responses match closely with the ground-truth. We also qualitatively compare

simulated student responses across methods, perform a failure pattern analysis, and

suggest directions for future work.

2.2 Related Work

2.2.1 Direct Item Di�culty Prediction

Item di�culty prediction has been widely studied [9], particularly in the context

of multiple-choice questions (MCQs) [255, 75, 201]. It is common to train regression

models using handcrafted features [40, 230, 105, 81], although �netuning language

models such as BERT has proven to be highly e�ective [81, 275, 147, 30]. Custom

architectures, such as TACNN, have also been proposed for this task [94].
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2.2.2 Simulation-Based Di�culty Prediction

An increasing body of research uses simulated students to estimate item di�culty.

They follow a similar pipeline to our work, where they overgenerate a large set of

responses using AI models, and then �t an IRT model to these responses to recover the

item di�culty. Such methods have prompted ensembles of pre-trained language models

to answer the items [142, 233], �netuned language models to predict student responses

given prior responses [264], and trained LSTMs with varying proportions of incorrect

labels [120]. [88] experiment with LLM ensembles, �netuning, and persona-based

prompting, �nding that the most e�ective method depends on the dataset.

Our approach builds on this line of work but introduces several key innovations.

First, we explicitly train simulated students to follow a prompted ability level, allowing

the simulated students to align with the underlying IRT distribution. Second, we focus

on open-ended responses, which are not handled by most �netuned or feature-based

methods. Third, our system is designed to operate e�ectively on small item sets,

where feature-based and BERT-based methods typically underperform.

2.3 Background: Item Response Theory

Item response theory (IRT) [199] is a framework for jointly estimating scalar-valued

abilities of students and parameters of �items� (or questions), mainly di�culty and

discrimination, from student responses to items. In the simplest case, each student

is represented by a single scalar ability� j 2 R, each item is represented by a single

scalar di�culty bi 2 R, and each scoreyij is binary, i.e, 0 (incorrect) or 1 (correct).

This simple model is known as the 1-parameter logistic (1PL) model [199], and uses

the following formulation:

P1PL
i (yij j� j ) = �(� j � b i ): (2.1)
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In practice, � j and bi are assumed to be drawn from a standard normal, with imple-

mentations using expectation maximization or variational inference [120] to enforce

standard normal priors on these variables.

In our setting, we study short-answer questions where the response is open-ended.

We assume that students can receive partial credit on responses, leading to ordinal

or continuous scores. For ordinal response data, we use the generalized partial credit

model (GPCM) [169], which adds a �step� parameter for each of theC total score

categories:

PGPCM
i (yij j� j ) =

e
P y ij

y=0 ai (� j �b i +d iy )

P C�1
c=0 e

P c
y=0 ai (� j �b i +d iy )

; (2.2)

where the responseyij 2 f 0; : : : ; C � 1g, diy is the step parameter for itemi for score

y, and ai is the discrimination parameter for itemi . GPCM smoothly adjusts the

probability of di�erent ordinal scores according to student ability and item di�culty,

with step parameters determining where the probability mass shifts from one score to

the next.

We also handle continuous scores, i.e.,yij 2 [0; 1], where the student's response lies

on a spectrum between incorrect and correct. In this setting, we model correctness

probability using a continuous Bernoulli distribution [146]:

PBern.
i (yij j� j ) =P 1PL

i (Y = 1j� j )yij � (2.3)

P1PL
i (Y = 0j� j )(1�y ij ) :

2.4 Problem Formulation

We assume that we have access to a real-world dataset of human-scored student

responses to open-ended short-answer items. Each item, indexed byi , is associated

with 1) a short question text qi , 2) (optional) meta data mi , e.g., a passage text
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for reading comprehension items, 3) (optional) a scoring rubricwi , and 4) a set of

human-scored student responses denoted byD i = fr ij ; yij g. An IRT model is �t to

this data to get ground-truth estimates of each student ability� j and item di�culty bi .

Our goal is to predict the item di�culty parameters of previously unseen test items

before students respond to them.

2.5 Methodology

Our approach, SMART, illustrated in Figure 2.1, uses a novel, three-stage pipeline,

which simulates student responses to short-answer, open-ended items, to help estimate

their di�culty. First, SMART leverages human-scored responses by real students

to open-ended items to learn a student response simulator,S(�), parameterized by a

generative LLM. The simulatorS(�) generates a distribution of student responses to

unseen open-ended items. Second, an LLM-based scoring model,R(�), scores these

generated responses. Third, an IRT model,I (�), is trained on the scored student

responses to estimate item di�culties.

2.5.1 LLM-based Student Response Simulation

We �rst detail our LLM �netuning method for student simulation, resulting in a

model we denote asS(�). We combine the question textqi , the meta data text mi ,

and the student ability � j in our input prompt, and train the LLM using supervised

�netuning (SFT) to maximize the likelihood of the ground-truth student responser ij

as output. We convert� j to a string after rounding to 4 decimal places, which we �nd

works better than binning values into descriptive buckets; we leave an exploration

of more advanced methods for numeric inputs to LLMs, such as weighting model

parameters [239], for future work.
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Figure 2.2: Our novel preference pair creation method through comparing response
likelihood under IRT.

2.5.2 SMART: Ability Alignment in Response Simulation via Preference

Optimization

We now motivate and detail SMART, our novel method aligning simulated student

responses with their given ability and the expected di�culty of the given item. Even

though the LLM-based student simulatorS(�) is �netuned to maximize the likelihood

of the textual content of student responses, we observe that the responses it generates

do not always align well with the prompted ability value, likely because the SFT

objective treats all output sequences equally without any special attention paid to the

prompted ability.

To address this limitation, we propose the following idea: to incorporate information

on the IRT likelihoods of student responses, in addition to their textual content. The

intuition is that generating responses with high likelihoods under the IRT model

should lead to better alignment between the IRT parameters and response content,

which should bene�t the downstream task of item di�culty prediction. To achieve

this alignment, we use DPO [197] to prefer responses with scores having a higher IRT

likelihood with the input student ability and item di�culty.
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2.5.2.1 Preference Pair Creation

Our novel preference pair creation method is illustrated in Figure 2.2. Given

an item's question text qi , meta data mi , and a student's ability � j , we compare

two possible responses: one with a higher IRT likelihood,r w
ij , which is preferred to

another with a lower IRT likelihood r `
ij , thereby forming a preference pair. We �nd

such preference pairs among the human-scored real student responses. For each real

student responser ij , we construct a set of possible negative candidates,R ij , which are

other responses to itemi that a student with ability � j would be less likely to write,

according to the IRT model. Formally:

R ij = fr ik : Pi (yij j� j ) � P i (yik j� j ) > �g ; (2.4)

where Pi is either PGPCM
i (Eq. 2.2) if the scores are ordinal orPBern.

i (Eq. 2.3) if

the scores are continuous. The hyperparameter� 2 [0; 1) sets the threshold for how

much more likely a response must be than another to form a preference pair, which is

needed to reduce noisy preference pairs. In summary, for some student that responds

with r ij , for every other possible response, we ask the question: how likely is it for

the same student to write responser ik ? We randomly selectm negative candidates

from R ij for training, creating m preference pairs where the ground-truth response,

r w
ij = r ij , is preferred over each sampled response,r `

ij = r ik . We note that R ij could

be empty in some cases, for instance, if the ground-truth student response is unlikely

for the corresponding �j .

2.5.3 Scoring Model for Open-ended Responses

Given a distribution of varied generated student responses to items, we need to

score them before �tting an IRT model to estimate item di�culties. This scoring task

is challenging since it requires scoring synthetic responses to items not seen during

training. We parameterize our scoring modelR(�) by �netuning a generative LLM,
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given its ability to handle long-context inputs, to discern complex (partial) scoring

criteria, optionally from a rubric, and to generalize to scoring responses to new items

in the test set. We combine the question textqi , the meta data mi , the scoring rubric

wi , and the student response textr ij into a prompt x ij , and instruct the LLM to only

output a single integer for the score labelyij 2 f 0; : : : ; C � 1g. For ordinal scores,

we produce an estimate scorêyij via greedy decoding fromR(�jx ij ). For continuous

scores, following [205], we smoothly interpolate between the token logits corresponding

to fully correct and incorrect scores:

ŷij =
eR(1jx ij )

eR(0jx ij ) + eR(1jx ij )
; (2.5)

whereR(yjx ij ) is the output logit value for token y returned by R(�jx ij ), and we train

using binary cross-entropy loss.

2.5.4 Simulation-Based Di�culty Prediction

We now detail how to use our ability-controlled student simulator and automated

scoring model to predict item di�culties. First, we create a population ofn simulated

students such that their abilities match the training distribution: we create a 50-bucket

histogram of abilities in the train set, proportionally drawn samples from the resulting

distribution, and convert each sample to a random uniform value in the corresponding

bin. Second, we perform the student simulation: for each drawn ability and item in

the test set, we prompt the simulated student modelS(�) to generate a corresponding

response using nucleus sampling. Third, we score each generated response using

the automated scoring modelR(�). Finally, we re-�t the IRT model I (�) using the

new set of scored responses. For each generated response, we assign a student ID

by rounding the ability to the nearest decimal place, which we �nd to be crucial in

preventing over�tting by reducing the number of ability parameters signi�cantly. We
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take the di�culty estimates under this IRT model for the new, unseen items as our

�nal predictions.

2.6 Experimental Evaluation

We now detail experiments that we conduct to validate our approach on real

student response datasets.

2.6.1 Datasets

We conduct our experiments on two real-world open-ended student response

datasets, each containing around 50 items and thousands of student responses.

2.6.1.1 Smarter Balanced

We �rst use a private real-world dataset, provided to us by Smarter Balanced1.

The dataset contains student responses to open-ended short answer items administered

to students in the United States, containing around 85K responses to 49 items from

around 63K students. These open-ended items assess reading comprehension skills

including argumentation, explanation, and narration, at the grade 6 level with the

average length of student responses being 92 tokens. Several questions include long

reading passages, up to 4; 000 tokens in length, leading to increased memory usage

and training time; therefore, we promptLlama-3.1-70B-Instruct , loaded with NF4

quantization, to summarize these passages while retaining the main elements and

original writing style. Each response is manually scored by a trained human scorer,

using a rubric with detailed scoring criteria, with scores in the setf 0; 1; 2g. The meta

data for each item includes a passage that the student must read before answering

the question. Our trained 3B parameter scoring model achieves a quadratic weighted

kappa (QWK) of 0:616 on this dataset, indicating moderate-to-high agreement with

1https://smarterbalanced.org/
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ground-truth scores, which is competitive with unseen item open-ended response

scoring on other datasets2.

2.6.1.2 CodeWorkout

We additionally use the publicly available CodeWorkout dataset [60], originally

used for the 2nd CSEDM Data Challenge [184]. The dataset, commonly used for

student modeling in open-ended programming tasks [139, 66], contains 50 Java coding

problems in a �rst year college programming course, with student solutions across 2

semesters. Students can attempt a problem multiple times after receiving compiler

feedback, so we only consider the �rst attempt for a problem for each student, resulting

in 10,834 responses from 246 students. Each response is scored with a continuous

value between 0 and 1, representing the portion of test cases that passed; the test

cases themselves are not made available. To ensure that models understand how to

correctly solve the problems, we include 2 LLM-generated solutions in each item's

meta data, using the method described in [66]. Our trained 3B parameter scoring

model achieves a Pearson's correlation coe�cient (PCC) of 0:849 on this dataset,

indicating high agreement with ground-truth scores.

We split each dataset into 5 cross-validation folds, with each fold split 60/20/20

item-wise for train/validation/test, respectively. We create these splits such that 1)

each item appears in train, validation, and test at least once, and 2) the distribution

of item di�culties should be roughly the same across train, validation, and test over

all folds. We achieve these requirements using the following algorithm. First, we sort

all items according to their di�culty. Second, we partition all items into 10 di�culty

buckets of up to 5 items each. Third, we sequentially construct a list of items by

adding one random item at a time from each bucket in a round-robin fashion; the

2Best QWK on unseen items in NAEP Reading Automated Scoring Challenge was 0:528: https:
//github.com/NAEP-AS-Challenge/reading-prediction/blob/main/results.md
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resulting list is striped by di�culty bucket. Finally, we evenly rotate this list 5 times

to form the 5 cross-validation folds, partitioning each rotation at 60% and 80% to

create a train/validation/test split.

We �t IRT models ( PGPCM for Smarter Balanced andPBern. for CodeWorkout)

on each fold to estimate ground-truth student ability and item parameters. For each

fold, to ensure no information from unseen items is leaked at train time, we �t three

separate IRT models, one on train data, one on train plus validation data, and one on

all data. We use the estimated parameters from the three models to train our student

simulator, and to perform validation and test-time evaluation, respectively.

2.6.2 Metrics

2.6.2.1 Item Di�culty Prediction

Following prior work in item di�culty prediction [ 94, 88], we use the widely adopted

Pearson Correlation Coe�cient (PCC) to measure the linear correlation between

predicted and ground-truth item di�culties, Spearman Rank Correlation Coe�cient

(SCC) to measure the correlation between ranks of predicted and ground-truth item

di�culties, and Root Mean Squared Error (RMSE) for a precision comparison between

predicted and ground-truth item di�culties.

For all methods, including baselines, we transform predicted di�culties to have the

same mean and standard deviation as the ground-truth di�culties on the train set;

doing so improves RMSE when predicted di�culties are correlated but distributionally

shifted from the ground-truth. We perform the transformation using the following

formula:

b̂i  
� 2

� 1
(b̂i � � 1) + � 2; (2.6)
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whereb̂i is the predicted di�culty for item i , � 1 and � 1 are the mean and standard

deviation of the predicted item di�culties, respectively, and � 2 and � 2 are the mean

and standard deviation of the item di�culties in the train set, respectively.

2.6.2.2 Student Simulation

We additionally propose metrics to investigate how faithful the generated responses

are to real student ones. Since we model students at a population level, reference-based

metrics such as ROUGE-L [135] and BERTScore [272] are not suitable. Therefore,

following prior work in population simulation [39, 260], we report distribution-level

metrics comparing the generated and ground-truth response distributions in a latent

embedding space. We �rst extract embeddings for all responses using a sentence

encoder [200], speci�cally multi-qa-mpnet-base-dot-v1 . We then compute the

Fréchet Inception Distance (FID) [91], which is common for evaluating generated

images but has recently been adapted to text [262, 39], and MAUVE [ 195], which

measures the similarity of cluster distributions in the embedding space, to evaluate

the alignment between the predicted and ground-truth student response distributions.

For computing MAUVE, we use the o�cial implementation3. For computing FID, we

adapt the implementation from [38]. Following [39], we also measure the similarity

in diversity distribution by computing Div. KL, the KL divergence between the

histograms of pairwise response cosine similarity across all ground-truth responses and

across all simulated responses. Finally, we compute� -Align, the Spearman correlation

between input student ability and the predicted score of the corresponding generated

response, measuring how well simulated students align with their prompted abilities.

3https://github.com/krishnap25/mauve
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2.6.3 Baselines

We compare our approach, SMART, to state-of-the-art item di�culty prediction

approaches as well as to several strong novel baselines adapted to our setting. These

approaches fall into two categories: predicting di�culties 1) directly from item text,

and 2) via student simulation.

2.6.3.1 Direct Di�culty Prediction Baselines

Following prior work [9, 29, 32, 105, 174], we adopt a strong �netuning baseline,

Di� SFT, which �netunes a recent and capable encoder-based language model,

speci�cally ModernBERT-base [242]. We use a regression setup, minimizing mean

squared error loss, to directly predict item di�culties given the item's question text

and meta data. We also adopt a Random Forest baseline, which is common for

di�culty prediction [ 9, 81], where we encode the item's question text and meta data

using themulti-qa-mpnet-base-dot-v1 SBERT model [200], and use the resulting

embeddings as input features to �t a random forest regressor to item di�culty. We use

multi-qa-mpnet-base-dot-v1 for our SBERT model since it is the highest performing

model with a 512 token limit, according to the sentence transformers model page4.

We also found that it worked better than all-distilroberta-v1 in preliminary

experiments. We train our random forest baseline using the RandomForestRegressor

class from the sklearn5 library. We additionally restrict max_features to the size of

train set to avoid over�tting, which we found improves performance.

Since our set of items is small, we also introduce several baselines that do not

require training. We use a simple yet strong baseline, kNN Mean, that retrieves the

k items in the train set with the highest SBERT embedding cosine similarity, and

4https://sbert.net/docs/sentence_transformer/pretrained_models.html#
original-models

5https://scikit-learn.org/
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takes their mean di�culty as the predicted test item di�culty. Similar methods have

been used in automated scoring [34, 80]. We search overk 2 [1; 5] and select the best

performing value on the validation set, selectingk = 1 for Smarter Balanced and

k = 5 for CodeWorkout. Finally, we adopt two LLM prompting baselines leveraging

in-context learning (ICL) [37], ICL Random and ICL kNN, where we prompt

Llama-3.1-70B-Instruct with k in-context examples of items retrieved from the

train set at random or using k-Nearest Neighbors (kNN) [74], respectively. We ask

the model to �rst reason about the question's di�culty in a chain-of-thought manner

before generating a numeric di�culty prediction. For kNN retrieval, we use the same

SBERT model as above, and perform a similar hyperparameter search, selectingk = 4

for Smarter Balanced and k = 2 for CodeWorkout.

2.6.3.2 Student Simulation-based Di�culty Prediction Baselines

We compare SMART to other student simulation-based approaches for item

di�culty prediction. For a fair comparison, we use the same base model and prompt

template as SMART for the following methods, allowing these baselines to also serve

as ablations. First, we employ Response Gen ZS, where we prompt an LLM in

a zero-shot (ZS) manner to generate a student response given the item and ability.

Since the model has not been trained on the distribution of numeric student abilities,

we convert abilities to corresponding labels from 10 descriptive buckets, ranging

from �minimal� to �mastery�, with descriptions obtained by prompting Claude 3.5

Sonnet [14]. We �rst normalize all train abilities to [ � 3; 3] before sampling, and then

map abilities to 10 labeled buckets with the following ranges: �Minimal�:� < � 2:5,

�Emerging�: � 2 [� 2:5; � 2), �Developing�: � 2 [� 2; � 1:5), �Approaching Pro�ciency�:

� 2 [� 1:5; � 0:8), �Pro�cient�: � 2 [� 0:8; 0), �Competent�: � 2 [0; 0:8), �Skilled�:

� 2 [0:8; 1:5), �Advanced�: � 2 [1:5; 2:0), �Exceptional�: � 2 [2; 2:5), �Mastery�:
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� � 2:5. This method is similar to the persona-based prompting method in [88], where

we use ability instead of student demographics.

Second, we employ Response Gen SFT, as explained in Section 2.5.1, which

�netunes the LLM on ground-truth student responses given the item and ability. Prior

works that �netune simulated students generally include prior student responses in

the prompt [88, 264]; we use the student's ability as a proxy for this information.

Model
Smarter Balanced CodeWorkout

PCC " SCC " RMSE
#

PCC " SCC " RMSE
#

Direct Item Di�culty Prediction Methods
Di� SFT 0:4937 0:3188 0:7627 � 0:0425 � 0:0036 0:7714
Random Forest 0:4021 0:3115 0:8623 0:1846 0:1418 0:6783
kNN Mean 0:5959 0:5219 0:6806 0:1949 0:2415 0:6701
ICL Random 0:1215 0:0348 1:0426 0:2487 0:1806 0:6462
ICL kNN 0:5273 0:4717 0:7634 0:0209 0:0821 0:7397

Student Simulation-based Item Di�culty Prediction Methods (Llama-3.2-1B)
Response Gen ZS 0:2651 0:2436 0:90880:0733 0:0812 0:7226
Response Gen SFT 0:5621 0:4254 0:71740:2475 0:2388 0:6487
SMART (ours) 0:6490 0:4861 0:6699 0:3082 0:3188 0:6225

Student Simulation-based Item Di�culty Prediction Methods (Llama-3.2-3B)
Response Gen ZS 0:3446 0:3963 0:85680:1487 0:1636 0:6912
Response Gen SFT 0:6069 0.5830 0:6905 0.4256 0:3648 0.5627
SMART (ours) 0.6737 0:5661 0.6197 0:3929 0.4230 0:5890

Table 2.1: Performance on question di�culty prediction. Best performance is in bold
and second best isunderlined. SMART outperforms all direct prediction methods and
generally outperforms other simulation-based methods.

2.6.4 Experimental Setup

We useLlama-3.2-Instruct [85] from HuggingFace [248] as the base model for

our simulated student and automated scoring models. We perform all experiments

with both the 1B and 3B parameter versions to examine how our methods scale across

model sizes. We use the 1B automated scoring model to score responses from the 1B
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simulated student model, and do the same for 3B. We load base models with NF4

quantization [63] and �netune using LoRA [93].

We perform a preliminary hyperparameter search on our validation sets. We set

LoRA's rank = 128, � = 64, and dropout = 0.05. For Smarter Balanced, for both the

scoring model and student model, we perform SFT for 1 epoch, with learning rate =

1e-4 and linear warmup for 10% of steps, weight decay = 1e-2, gradient clipping norm

= 1.0, and e�ective batch size = 64 using gradient accumulation. For DPO, we set

learning rate = 1e-5,� = 0.5, the probability threshold � = 0:1 (Eq. 2.4), the number

of negative candidatesm = 3, and train on a random 20% subset of the training set

to reduce costs. For CodeWorkout, we use the same hyperparamters except for the

following: for the scoring model we perform SFT for 5 epochs with learning rate =

5e-5, for the student model we perform SFT for 3 epochs with learning rate = 1e-5,

and perform DPO for 1 epoch with learning rate = 1e-6 on the full training set. We

conduct all experiments on the Smarter Balanced dataset on NVIDIA A10G GPUs

and all experiments on the CodeWorkout dataset on NVIDIA A40 GPUs.

At inference time, we samplen = 1; 000 student abilities for simulation and generate

a single response for each item/ability pair. We decode up to 500 tokens with nucleus

sampling, setting temperature = 0:7 and p = 0:95. We use an inference-time batch

size of 64 for the simulated student model and 2 for the scoring model, optimizing for

inference speed.

2.6.5 IRT Model Fitting

We perform IRT �tting at 2 distinct stages in our pipeline: 1) when �tting to

real student responses to create the ground-truth ability and item parameters, and 2)

when �tting to simulated student responses to produce di�culty estimates.

The Smarter Balanced dataset does not contain student identi�ers, but rather

contains prior ability estimates based on each student's responses to a larger set of
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questions, including other types such as multiple choice questions; the 49 short answer

questions we use comprise all short answer items in the full set. To ensure that other

item types and test set responses do not in�uence our ability estimates, we �t an IRT

model from scratch only on the 49 items used in this study. Since we do not have

access to student identi�ers, we use the prior ability as a proxy. However, the student

responses are very sparse on our set of questions, with around 63K unique ability

values for around 85K responses, leading to a poor �t for the IRT model. As a solution,

we round each prior ability to a single decimal place (we found this precision to work

best out of several tried) and use the resulting value as the student identi�er. This

transformation leads to a signi�cantly better �t for the ground-truth IRT model. We

note that this process assumes access to prior estimates of student ability, which may

or may not be available in real-world settings. However, we note that this a limitation

of the data, rather than our method. Additionally, we note that this transformation

does not unfairly bene�t our method over the baselines, so the comparison between

methods in this work remains fair.

When we �t the IRT model with the simulated responses, we perform a similar

operation for assigning identi�ers. We round the prompted ability for each simulated

response to one decimal place, and use this value to form a new identi�er for all

simulated responses that result in that rounded ability. When re-training the IRT

model, we include the ground-truth student responses from the train set only. While

these ground-truth student responses do not directly interact with the estimated

parameters for non-train items or simulated students, we �nd their inclusion to

improve performance, perhaps due to their e�ect on global variables such as AdamW's

adaptive learning rate.

We implement our IRT models using PyTorch, using the formulations in Equa-

tions 2.2 and 2.3 to compute the probability of a student's score for a particular

item. For GPCM, following prior work [170], we set the �rst step parameter to
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di0 = 0, since only C � 1 step parameters are required forC score classes. We also

impose the location constraint [170], where all step parameters for an item sum to

0, i.e.,
P C�1

y=0 diy = 0, ensuring that di�culty parameters across items are on the

same scale and are identi�able. We also �x all discrimination parameters to 1, which

improves model �t. We do not enforce normal priors on any parameters. We train

the model using gradient descent, using the cross-entropy loss between the predicted

score probabilities and the ground-truth scores. We train using the AdamW optimizer

for 50 epochs with learning rate = 1e-3, weight decay = 0, and batch size = 256; for

CodeWorkout, we train for 200 epochs when �tting the ground-truth data, which is

necessary due to the smaller number of ground-truth student responses. We reserve

a random validation set of 20% of all responses to determine how predictive our

ground-truth IRT parameters are, comparing the most likely student scores predicted

by the IRT model and the ground-truth scores in the validation set. For Smarter

Balanced, we measure performance using QWK since scores are ordinal, with the IRT

model achieving a QWK of 0:57 on the validation set. For CodeWorkout, we measure

performance using PCC since scores are continuous, with the IRT model achieving a

PCC of 0:49. These values show moderate predictability, indicating that while the

student scores are di�cult to predict, the parameters are well-calibrated.

2.7 Results, Analysis, and Discussion

We now detail our quantitative results on item di�culty prediction and student

response simulation, and qualitatively analyze the simulated student responses and

SMART's strengths and weaknesses.
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2.7.1 Quantitative Results

2.7.1.1 SMART outperforms other methods on item di�culty prediction

We report the average performance across all test items and cross-validation

folds for both datasets in Table 2.1. Our approach, SMART, outperforms all direct

prediction methods on all metrics, even largely maintaining this advantage when using

the small 1B base LLM. It also outperforms all other student simulation methods,

with the exception of SFT when using 3B models; in these cases, SMART outperforms

SFT by wide margins on some metrics while it is closely behind on others. These

results indicate that both methods are powerful predictors of item di�culty, although

there is high variability due to the small number of items in each dataset; larger test

sets may be required to more clearly show SMART's advantage. We also observe

that CodeWorkout is a more challenging dataset, with most methods performing

worse than they do on Smarter Balance in terms of PCC and SCC. Still, the fact

that SMART consistently outperforms baselines on both datasets shows that it can

generalize across educational domains and student populations.

Model
Smarter Balanced CodeWorkout

MAUVE
"

FID
#

Div.
KL #

�-
Align "

MAUVE
"

FID
#

Div.
KL #

�-
Align "

Student Simulation-based Item Di�culty Prediction Methods (Llama-3.2-1B)
ZS 0:0058 0:2713 0:2535 0:0399 0:0196 0:0747 0:0714 � 0:0014
SFT 0:1483 0:0847 0:0215 0:4481 0:1777 0:0269 0:0315 0:1730
SMART 0:1315 0:0918 0:0482 0:7338 0.1931 0.0267 0.0284 0.5895

Student Simulation-based Item Di�culty Prediction Methods (Llama-3.2-3B)
ZS 0:0052 0:3386 0:4032 0:0211 0:0042 0:1284 0:2779 � 0:0101
SFT 0.1858 0.0757 0.0137 0:5158 0:1426 0:0333 0:0515 0:2226
SMART 0:1713 0:0785 0:0279 0.7655 0:1479 0:0303 0:0335 0:5582

Table 2.2: Performance on student simulation metrics. Best performance is in bold
and second best isunderlined. SMART signi�cantly outperforms other methods on
ability following.
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2.7.1.2 Student simulation is key when working with few training items

We observe that direct prediction baselines signi�cantly underperform student

simulation methods on both datasets. Di� SFT, which follows the approach of existing

state-of-the-art methods [9, 29, 32], performs moderately well on Smarter Balanced

but poorly on CodeWorkout. This result is perhaps not surprising, since Di� SFT's

training signal completely comes from given item di�culties, and thus can only work

when a large number of training items are available. Direct di�culty prediction

baselines that require no training also follow a similar pattern: kNN Mean and ICL

kNN perform moderately on Smarter Balanced, likely because reading comprehension

questions with similar semantic features are likely to pose similar tasks to the student

and thus have similar di�culties. However, since this heuristic does not apply to coding

questions, these baselines do not generalize across datasets. The poor performance of

ICL Random also shows that powerful LLMs do not perform well on the di�culty

prediction task without careful calibration. In our low resource setting with few items

to train with, student simulation is key: student ability and item di�culty are only

related via the response score when training an IRT model, but our student simulator

can e�ectively couple IRT training with textual student responses and a scoring model.

As a result, this extra information helps us to calibrate the IRT model better, making

it easier to generalize to previously unseen items.

2.7.1.3 Ablation study

We compare the performance of Response Gen ZS, Response Gen SFT, and

SMART, with all models parameterized with the same base LLM and prompts, serving

as an ablation study. Response Gen SFT signi�cantly outperforms Response Gen

ZS, which suggests that �netuning is required for the LLM to adapt to the response

distribution of real student responses. With the exception of some metrics when using

3B models, SMART outperforms Response Gen SFT, which validates our hypothesis
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that preferring responses with high IRT likelihoods in DPO training helps in the

di�culty prediction task by calibrating the model in the context of student ability

and implicit item di�culty.

2.7.1.4 SMART simulated student responses are aligned with abilities

and diverse

Table 2.2 compares the student simulation methods on metrics regarding the

quality and faithfulness of simulated responses. We see that SMART outperforms

other methods by a wide margin on the� -Align metric, which measures the correlation

between the desired input ability and inferred ability by scoring the generated responses.

This observation shows that DPO training leads to a strong preference for the model

to follow the input ability, resulting in a faithful student simulator. We also compare

the simulated student methods on distribution similarity metrics, measuring how

closely their generated responses align with ground-truth ones. Response Gen ZS

performs poorly, which emphasizes the need for �netuning or DPO training, over simple

prompting, to align the LLM with diverse responses by real students. Interestingly,

Response Gen SFT is marginally better than SMART on these metrics on Smarter

Balance, while SMART is better on CodeWorkout. This observation highlights the

fact that DPO training prioritizes the IRT likelihoods, which may or may not align

with how realistic the generated responses appear. We also observe that 1B models

outperform 3B models on these metrics on CodeWorkout, perhaps due to the lower

coding ability of the 1B model, therefore aligning better with code written by novice

coders (students).

2.7.2 Data Scaling Experiment

We conduct an experiment where we vary the amount of data available for training

by using random subsets of the student responses in the training set at 0%, 25%,

50%, 75%, and 100%. We re-train both SFT and SMART using the 1B model on
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Figure 2.3: Results of data scaling experiment. Even a small amount of data is
su�cient to achieve high performance. SMART begins to outperform SFT more
signi�cantly when more data is available.

these subsets, and report the PCC averaged over all cross-validation test splits on

CodeWorkout. To only examine the impact of training data on the student model, we

use the scoring model trained on all data, since in reality a stronger scoring model

may be available (such as one that runs test cases on generated code).

We show the results of this data scaling experiment in Figure 2.3. We observe that

even a small amount of training data is su�cient to drastically increase performance

from zero-shot (25% of the training data contains 1,636 responses and 3,027 preference

pairs in total). SFT and SMART perform similarly until 75%, when SMART begins

to outperform SFT. Surprisingly, performance drops for both methods from 75% to

100%, indicating that some training responses may negatively impact performance,

such as ones that represent item types that are not present in the test set. This result

further re�ects the challenges of testing on a small number of items.

2.7.3 Qualitative Evaluation

To further understand the strengths and weaknesses of our method, we perform

a qualitative analysis, where we examine patterns in items and generated responses

that a�ect di�culty prediction accuracy.
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2.7.3.1 Models Re�ect Ability-Speci�c Features in Student Responses

Table 2.3 shows examples of generated responses to Smarter Balanced items

for students with varying ability levels. Compared to SFT, SMART more clearly

re�ects realistic patterns based on ability. Broadly speaking, students with low ability

have short one-sentence responses, spelling mistakes, poor grammar, and incorrect

punctuation. High-ability students, on the other hand, have longer responses with

complex sentence structures and strong vocabulary, and make an e�ort to answer all

aspects of the question to receive full credit. SMART also captures student response

diversity, especially for medium-ability students, whose responses usually contain

simple words, but di�er in length, coherence, and score obtained by the trained scoring

model. Our preference pair creation encourages this diversity since varied responses

can be preferred as long as they are su�ciently likely under the IRT model.

2.7.3.2 Performance is Item-dependent

For Smarter Balanced items, we �nd that SMART's performance is highly depen-

dent on the type of reading comprehension task (argumentation, narration, explanation,

among others) in the item. In particular, di�culty estimates are accurate for items

that require information recall or those that add narrative elements to a story. On the

other hand, estimates are less accurate for items requiring higher order thinking [129],

such as summarizing the main idea of a passage, or writing an introduction to a

paragraph that includes a �thesis� or a �main controlling idea�. For these items, we

�nd that SMART tends to overestimate their di�culty. We see that even for high

input ability values, SMART tends to generate incomplete responses that only state

facts from the passage, rather than summarizing it. Such responses receive only partial

credit and thus lead to high di�culty values under IRT. Future work can attempt to

augment the training data with synthetic responses with higher-order thinking to aid

simulation for high-ability students.
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Passage Plants need food to survive, just as animals do; but, unlike animals, they do
not eat solid foods. Instead, plants get most of the food they need from the
sun through a process called photosynthesis. Using this process, plants can
absorb the sun's light energy to make their own food. Although they cannot
move around to �nd food, plants can make their food anywhere as long as
they have three things: carbon dioxide, water, and light...

Question Write an introduction to the report that establishes and introduces a clear
claim about how plants make their own food.

Ability Response

SFT

Low Photosynthesis is the process by which plants make their own food from the
sun.

Medium Plants are very important to us because they give us oxygen, that we need
to survive. Plants are very important because they give us oxygen.

High Plants are very important to us. We rely on them for food and for oxygen.
Plants make all of this possible. They take the carbon dioxide, the water, and
the light, and turn them into sugar and oxygen. That is why photosynthesis
is so important to animals.

SMART (ours)

Low that the plants are good for us and the world
Medium Plants are one of the most important things on earth, without them we would

not be alive today. Plants are very important to us humans because without
them we wouldn't be able to survive, they also help us in many ways like we
can make food out of them and plants help us by providing oxygen.

High Photosynthesis is the process by which plants create food. The process
of photosynthesis is very important to all living things, especially because
without it, the air we breathe would be �lled with only carbon dioxide, and
without oxygen, animals and humans would not be able to survive. In this
report, you will learn more about how plants make their own food.

Table 2.3: Examples of student responses generated by SFT and SMART for a publicly
available Smarter Balanced item, conditioned on abilities in the low, medium, and
high ranges. SMART adapts better to the instructed ability than SFT. For low
ability, SMART uses very simple language and doesn't discuss how plants make food,
while SFT uses more formal language and does mention how plans make food, which
would be atypical for a low ability student. For medium ability, both methods write
a coherent introduction but don't mention how plants make food; SMART writes
a slightly longer response. For high ability, SMART makes sure to motivate the
importance of photosynthesis as well as directly answer the question by stating how
plants make food, while SFT neglects to mention how plants make food.
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2.7.3.3 Outlier Generated Responses

We observe that SMART occasionally generates outlier responses with �delity

issues, with failure patterns including 1) repeating the passage, 2) not being relevant to

the item, and 3) being highly repetitive. These outlier responses are often inaccurately

scored by the scoring model, a�ecting downstream item di�culty prediction. A

possible solution is to use a �delity checking model to �lter out such outlier responses

and re-generate when it happens.

2.8 Conclusions and Future Work

In this paper, we presented SMART, a novel method for aligning LLM-based

simulated students with a prompted ability and implicit item di�culty via DPO

training. The key is to form preference pairs where preferred responses are more

likely under an IRT model. We perform a large-scale simulation with the resulting

student model, automatically scoring generated responses with a trained LLM, and

�t the resulting data with IRT to estimate the di�culties of unseen items. Through

extensive experiments on a real-world student response dataset, we show that SMART

outperforms other item di�culty prediction methods by capturing response patterns

in the data that re�ect the diverse abilities of the students and the di�culties of the

items.

There are many avenues for future work. First, we can include generated student

responses in the pool of candidates for DPO [188], which may help to explicitly

disprefer outlier responses that are not aligned with real student data. Second, we can

explore the applicability of SMART in other domains such as programming, math,

and in non question-response settings such as dialogues [208]. Finally, we can extend

SMART's student representation to go beyond simple scalar-valued student abilities

and into more descriptive personas [250].
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CHAPTER 3

EXPLORING KNOWLEDGE TRACING IN
TUTOR-STUDENT DIALOGUES USING LLMS

3.1 Introduction

Tutoring, often in the form of natural-language dialogues between tutors and

students, has proven to e�ectively improve student learning outcomes, in both human

tutoring [ 173] and dialogue-based intelligent tutoring systems [175]. Recent advances

in generative arti�cial intelligence (AI), especially large language models (LLMs), have

led to the development of generative AI-powered tutoring chatbots, such as Khan

Academy's Khanmigo [110] and Carnegie Learning's LiveHint [44]. By wrapping LLMs

around learning content such as textbooks and practice questions, these automated

chatbots can interact with students in real time, potentially reaching a larger number

of students than human tutors, while greatly reducing authoring e�orts relative to

previous-generation dialogue tutors [101].

To use LLMs as tutors, it is important to i) ensure they use e�ective pedagogical

strategies and ii) control the safety of their output. Most existing LLM-powered

tutoring chatbots are developed by either �ne-tuning on actual tutor utterances in

tutoring dialogue transcripts or prompt engineering. Along these lines, plenty of

works over the last two years have studied how to make LLMs follow e�ective tutoring

principles. The work in [240] studies the latent decision-making process behind human

tutor utterances and shows that adopting decisions by human experts can bene�t

LLMs in tutoring. The work in [ 152] identi�es tutor moves when they interact with

an LLM-powered simulated student agent and shows that move annotation data
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can make LLMs become better tutors. The work in [83] generates large amounts

of synthetic tutoring data via AI roleplay and shows that �ne-tuning on this data,

in addition to data collected from human tutors and students, makes LLMs more

e�ective in pedagogy. The work in [62] proposes a way to measure tutor uptake, i.e.,

acknowledging what students have said, which is another bene�cial strategy for LLMs

to adopt. The work in [196] attempted to summarize tutor utterances into actionable

feedback for students using LLMs, but found that the resulting messages were unable

to outperform those written by real human teachers.

One important observation is that existing works involving LLMs have almost

exclusively studied the tutor turns in dialogues rather than the student turns. A

possible reason is that student turns can be noisy in nature, partially due to students

not fully mastering the required knowledge, resulting in utterances that contain errors,

which are harder to analyze than tutor utterances. Take Google's LearnLM [83] for

example: student dialogue turns in their AI roleplay-based synthetic training data are

generated by prompting an LLM to make an error that a real student would make.

This error information is then fed to the tutor LLM to help the tutor model identify the

error and provide corresponding feedback. However, there is a key limitation to this

approach: assuming LLMs can behave like real students may not be reliable. As recent

work [76] shows, LLMs are ine�ective at anticipating, parsing, and following �awed

reasoning. More importantly, real open-ended student discourse is highly valuable since

it may indicate �aws in student knowledge and even reveal speci�c misconceptions.

Therefore, analyzing student dialogue turns can be a form of formative assessment to

help tutors and AI-powered chatbots understand student progress and provide more

targeted feedback. It can also potentially improve simulated student agents [107] to

make them better at re�ecting real student behavior, which can, in turn, improve the

training of tutor chatbots through reinforcement learning [198, 89].
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3.1.1 Contributions

In this work, we propose dialogue knowledge tracing (dialogueKT), a novel task,

which analyzes student discourse within the knowledge tracing (KT) framework [191].

We enable KT on dialogues via a two-step process: we i) use proprietary LLMs,

speci�cally GPT-4o [178], to annotate dialogues with student response correctness

and knowledge component (KC) tags using Common Core standards, and ii) train

KT models on the annotated data to estimate student knowledge at the dialogue-turn

level. We introduce a novel LLM-based KT method, LLMKT, that leverages the

textual content in dialogues, by �ne-tuning the open-source Llama 3 LLM [85] on

the KT objective. Using two existing tutor-student math dialogue datasets, we show

that i) our new methods signi�cantly outperform existing KT methods, especially

when little training data is available, and ii) all KT methods can accurately predict

student correctness given enough training data. We also use qualitative analysis

and learning curve visualizations to show that LLMKT learns meaningful knowledge

state estimates. Finally, we show that GPT-4o's dialogue annotations are accurate,

according to human experts. Overall, by assessing student performance in more detail,

we can make it possible to apply KT to LLM-human tutoring dialogues, enabling

mastery learning and various other pedagogies and forms of detection a�orded by KT

[191].

We acknowledge many limitations of our work upfront since it is, to the best of our

knowledge, the �rst at attempting to perform KT in open-ended tutoring dialogues.

First, a �time step� in our KT setup corresponds to a single student turn in the

dialogue, which is highly granular; we cannot explore setting an entire dialogue as

a time step since no existing open-source large-scale tutoring dialogue dataset links

students across dialogues. Second, our work is restricted to math since analyzing the

KCs in math problems is challenging yet well-studied; it remains to be seen whether

our approach of Common Core standard tagging generalizes to other subjects. Third,
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due to the smaller scale of tutoring dialogue datasets compared to those typically

used in standard KT works, our methods need to be tested on larger-scale data. One

dataset we use in our experiments contains partial dialogues that are cut short for LLM

evaluation purposes [165], which further adds to this issue. Therefore, we publicly

release our code1 so that researchers who own a large amount of dialogue data can

experiment on their proprietary data.

3.2 Related Work

3.2.1 Knowledge Tracing and Knowledge Component Labeling

Knowledge tracing (KT) [191] is a well-studied task in the student modeling

literature. It breaks down student learning into a series of time steps practicing certain

KCs and uses the correctness of each response step to track student knowledge. Classic

Bayesian KT methods use a latent binary-valued variable to represent whether a

student masters a KC or not. Factor analysis-based methods [52, 190] use features in

addition to latent ability parameters in a logistic regression setting to predict student

response correctness. Since neural networks became popular, plenty of deep learning-

based KT methods were developed. These models have limited interpretability since

student knowledge is represented as hidden states in complex, deep neural networks.

Most of these methods use long short-term memory networks [194] or variants [216],

coupled with with memory augmentation [270], graph neural networks [259], attention

networks [78, 187], or pre-trained word embeddings in question text [140]. Many

recent works have attempted to use LLMs in some ways for KT. Some use the neural

network architecture of LLMs and train on student response data [266]. Others use

LLMs to represent questions and responses in certain domains such as math [102],

language learning [225, 58], and computer science education [126, 139]. More recently,

1https://github.com/umass-ml4ed/dialogue-kt
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[132] attempted prompting-based KT that directly asks LLMs to represent questions

and student knowledge states as text. Despite some success in question response

modeling, it remains to be seen whether these models can be useful in text-heavy KT

situations such as dialogues.

There exist many prior works on automated KC tagging and discovery, including

the Q-matrix method [24], which assigns KCs to questions using student response

data. More recently, methods such as [214] also learn latent KCs by training deep

learning models on KT data and enforcing priors from pedagogical theory. While

these methods e�ectively learn new KCs, they do not produce textual descriptions

of KCs, making them di�cult to interpret. Several recent works have used LLMs to

assign expert-written KCs to math problems via prompting [149, 258], �ne-tuning

[213], and reinforcement learning [130]. However, none have attempted assigning KCs

in open-ended dialogues. A prior work has attempted to tag KCs in dialogue turns

[57], although using a manual approach that cannot be scaled.

3.2.2 Dialogue Analysis

Existing works on dialogue analysis using LLMs have primarily focused on analyzing

tutor behavior. The works in [61, 228] automatically classify the �talk moves� that

tutors and students make via �ne-tuned LLMs, and the work in [3] uses talk moves in

dialogues to predict student performance in post-tests. In pre-LLM dialogue tutors,

AutoTutor used latent semantic analysis to infer whether a student response was

correct, and when incorrect, whether misconceptions were involved [42]. Why2-Atlas

used deep syntactic analysis to convert a student response to a proof, analyzed the

proof for errors represented as lack of knowledge [235], and later used Bayesian

networks [156]. The Watson Tutor used ensembles of di�erent classi�ers on a range of

textual features for correctness evaluation [49] and Glicko-2 [79] for KT.
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Figure 3.1: Overview of the dialogueKT framework and LLMKT. For annotation, we
provide a full dialogue to GPT-4o, which generates correctness labels and retrieves
Common Core standards as KCs for each turn. For KT, LLMKT takes a dialogue up
to the target turn and its KCs to predict mastery on each KC and response correctness.

3.3 Knowledge Tracing in Dialogues

We now formulate the dialogueKT framework. Our goal is to develop methods

that can i) estimate student knowledge on KCs involved in each dialogue turn and ii)

use these estimates to predict the correctness of student dialogue turns. Intuitively, we

can view tutor-student dialogues as sequences of (formative) assessments. Visualized

in Figure 3.1, some tutor turns can be viewed as posing a task that is related to

some learning objectives and one or more KCs. They can re�ect di�erent tutor

moves: asking a clari�cation question, identifying a student error, providing actionable

feedback, prompting the student to think in a Socratic way, or o�ering encouragement

[229, 62]. Student turns, on the other hand, contain correct or incorrect responses

to tasks posed by the tutor, which re�ect their thinking process and o�er insights

into their knowledge state. A pair of tutor-student dialogue turns corresponds to a

time step in KT. Therefore, we split the dialogueKT framework into three stages:

i) identify the KCs involved in each student dialogue turn, ii) classify whether the

student response is correct or incorrect, and iii) apply new and existing KT methods

on the resulting data.
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Formally, we de�ne each dialogued to be a sequence of alternating tutor turns,t,

and student turns, s, i.e., d = ( s0; t1; s1; : : : ; tM ; sM ), where M is the total number of

turn pairs for that dialogue ands0 is present if the student initiates the dialogue. Each

relevant turn pair is assigned a correctness labelyj 2 f 0; 1g, wherej 2 f 1; : : : ; Mg is

the turn pair index; yj = 1 means that sj is a correct response tot j , and yj = 0 means

that it is incorrect. In practice, we also useyj = na in cases where correctness is not

well-de�ned for t j , e.g., the turn is o�-topic or the tutor is o�ering emotional support.

Each tutor turn is also associated with a set of KCs,Cj = fc j1 ; : : : ; cjK g, whereK

is the number of KCs for that turn. These KCs are related to learning objectives

outlined by the tutor, which lists knowledge elements that the student must posses to

respond correctly. In this work, we use the Common Core math standards [55] as the

KCs since they are i) standard and widely adopted and ii) textual in nature and are

interpretable to both humans and LLMs. For irrelevant dialogue turns that we do not

consider, Cj = ;.

In a dialogue turn, we usezjk 2 f 0; 1g to denote the student's unobserved, binary-

valued latent mastery status of the KC,cjk , that is involved in the current step;zjk = 1

means that the student masters KCk in dialogue turn j . In our framework, the

student's mastery of all KCs involved in a turn determines whether they will respond

correctly to the task posed by the tutor. Formally, the probability of a correct student

response at turnj can be written asP(yj = 1jzj1 ; : : : ; zjK ). The latent KC mastery

depends on the entire dialogue history, i.e.,P(zjk = 1) = � (cjk ; t �j ; s<j ; y<j ; C<j ),

where � returns the probability of the student mastering KC cjk , and subscripts < j

and � j correspond to all past student and (including the current) tutor dialogue

turns, respectively. In the next section, we detail how we parameterize and train this

function in practice.
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3.4 Methodology

We now detail our two primary technical contributions. First, we detail how to

prompt pre-trained LLMs to automatically annotate dialogue turns to collect the KC

and response correctness labels needed for dialogue knowledge tracing. Second, we

propose new KT methods for the dialogueKT task that incorporate the rich textual

information in tutor-student dialogues. We visualize the dialogueKT framework and

the LLMKT method in Figure 3.1.

3.4.1 Automated Dialogue Annotation

In order to perform knowledge tracing on dialogues, each student conversation turn

must �rst be annotated with two labels: i) the correctness of the student response,

and ii) a list of KCs involved in the turn. While it is possible for human experts to

provide these annotations, doing so would be incredibly time consuming and di�cult

to scale. Following recent works that have had success using LLMs to annotate data in

educational tasks [240, 209], we use a state-of-the-art LLM, GPT-4o [178], to perform

the annotation via simple, zero-shot chain-of-thought (CoT) prompting2. We conduct

the two annotation tasks separately since we �nd that doing so leads to improved

accuracy compared to combining them. In Section 3.7, we conduct a human evaluation

with math teachers to show that the GPT-provided annotations are mostly accurate

and aligned with human judgment.

For correctness annotation, we provide the full dialogue as input to the LLM and

instruct it to �rst summarize each turn in the dialogue in a CoT way, before labeling

the correctness of each turn. We speci�cally instruct the LLM to �summarize� to

leverage the fact it is pre-trained extensively on summarization tasks; this approach is

2We release our prompts in an online supplementary material:https://osf.io/873ms?view_
only=f32472a6560649e692a4e2ba603ef52c
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inspired by recent work [151] that has shown that such an approach is e�ective for

tasks such as code editing.

For KC annotation, we adapt the recursive tagging algorithm from [149], which

tags math word problems with Common Core math standards. The algorithm uses

hierarchically organized standards from the Achieve the Core3 (ATC) coherence map,

where standards are grouped into mid-level �clusters�, which are further grouped into

high-level �domains�. To assign standards to a dialogue, we �rst provide the LLM with

the full dialogue and the list of all 11 domains, and ask it to summarize the dialogue

before selecting all domains that are relevant to the learning objectives. We then take

the union of all clusters that are children of the selected domains and prompt the

LLM again, this time asking it to summarize at the turn level but still select relevant

clusters at the dialogue level. Finally, we take the union of all standards that are

children of the selected clusters and prompt the LLM a �nal time, having it summarize

each turn and assign standards at the turn level. We treat each Common Core math

standard as a KC.

We note that by annotating a full dialogue with a single prompt, KT in real-time

becomes impossible since information from future turns is available when annotating

any given turn. This limitation could be alleviated in practice by annotating dialogues

one turn at a time; however, such an approach is costly and we leave that for future

work.

3.4.2 LLMKT

Another feature that makes dialogueKT di�erent than the regular KT task is that

most dialogue turns (at least 58%) are associated with more than one KC; see Table 3.1

for details. In contrast, most existing KT methods are developed for questions on

a single KC; solutions that can deal with the occasional multi-KC question include

3https://achievethecore.org/
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i) converting a single question-response pair with multiple KCs to multiple pairs for

di�erent �questions�, each covering a single KC, and ii) treating a unique combination

of multiple KCs as a new KC. However, due to the prevalence of dialogue turns tagged

with multiple KCs, we found that these solutions are not applicable to our setting.

Therefore, we consider the student's likelihood of responding correctly to a tutor-posed

task to be their average mastery of all KCs involved in the turn. Empirically, we

found that averaging over KC masteries performed better than taking a product over

them, consistent with �ndings in prior work [155]. Formally, we model the probability

of a correct student response at a turn as

P(yj = 1) = 1
K

P K
k=1 P(zjk = 1): (3.1)

In other words, we use a compensatory model rather than a conjunctive model [155].

We now detail our proposed LLM-based KT method, which we refer to as LLMKT.

One can, in theory, estimate a student knowledge state,zjk , by simply providing the

text of the dialogue up tot j to a pre-trained LLM and prompting it to predict whether

the student masters the KC,cjk , for eachk 2 [1; K ]. However, since LLMs are not

pre-trained on the speci�c KT task, we cannot expect them to do well in this �zero-shot�

setting. Therefore, we adopt a �ne-tuning approach using Llama-3.1-8B-Instruct, an

open-source, decoder-only LLM, for the KT task. We model the estimated probability

of a student mastery ẑjk as

ẑjk = P � (zjk = 1) =
exp(vT

� (t �j ; s<j ; cjk ))
P

tok2fT ;Fg exp(vtok
� (t �j ; s<j ; cjk ))

; (3.2)

where � represents the model parameters, andvT
� (�) and vF

� (�) return the output

logits of the LLM for the �True� and �False� vocabulary tokens, respectively. In other

words, with i) the entire conversation history and ii) a textual prompt instructing

the LLM to estimate the student's current KC mastery level as input, we use an
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LLM to parameterize this estimate through two token generation probabilities. In

practice, to improve model e�ciency, we pack all KCs inCj into a single prompt; we

use customized attention masks and position embeddings to ensure that KCs do not

attend to each other and their mastery levels are estimated independently. We do

not explicitly provide KCs or correctness labels for previous turns due to memory

constraints, but observe that LLMs can infer them from the context.

We �ne-tune the LLM by maximizing the likelihood of all observed student response

correctness labels, or equivalently, minimizing the binary cross entropy loss between

the ground truth and predicted correctness values, yj and ŷj , as

ŷj = 1
K

P K
k=1 ẑjk (3.3)

L(d; �) = �
P M

j=1 yj log ŷj + (1 � y j ) log(1 � ŷ j ): (3.4)

While this method is relatively simple, it has many advantages. First, because we

start with a powerful pre-trained LLM, LLMKT is able to leverage existing textual

analysis capabilities that are not available in other KT architectures. Second, we do

not add any new parameters to the pre-trained model, likely reducing the need for

large amounts of training data. Third, since LLMKT operates on textual content

rather than question/KC embeddings that need to be learned from scratch, it should

be more generalizable to new KCs that are not seen during training. We note that

LLMKT is similar to CLST [ 102], which trains an LLM to predict student correctness

using a softmax over tokens (Eq. 3.2). However, unlike LLMKT, their method does

not handle multiple KCs per item, which is critical to the dialogueKT task.

3.4.3 DKT-Sem

In addition to LLMKT, we experiment with an alternative, simpler KT method

for dialogues, which can be viewed as a strong baseline. We slightly modify the

deep KT (DKT) model [194] to use semantic embeddings of the textual content in
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dialogues, resulting in a method we term DKT-Sem. We map the text embeddings

of every dialogue turn to the latent knowledge space in DKT as input, and map the

text embeddings of KCs to the latent knowledge space to predict KC masteries. We

believe that this simple method can result in better generalization across KCs and

dialogues compared to DKT, which learns question and KC representations from

scratch. Formally, we model KC mastery probability as

t j = S-BERT(t j ); sj = S-BERT(s j ); cj = 1
K

P K
k=1 S-BERT(cjk ) (3.5)

y j = emb(y j ); x j = tanh([t j ; sj ; cj ]W) � y j (3.6)

h j = LSTM(x �j ); ẑj+1 = �(h j BC T ): (3.7)

The input at each time step is created by �rst computing the sentence BERT (S-

BERT) [ 200] embeddings of the teacher turn, tj , student turn, sj , and element-wise

average embeddings of the KCs, cj , respectively. Following DKT, response correctness

is mapped to a learnable embedding, yj , which is then added element-wise to a

transformed version (through W andtanh) of the concatenated tutor turn/student

turn/KC embeddings, resulting in the input vector xj . Finally, the vector of estimated

KC masteries at the next turn, ẑj+1 , are computed via a bilinear projection, B,

between the LSTM hidden state, hj , and the matrix of all KC S-BERT embeddings,

C, followed by the sigmoid function. We train DKT-Sem using the same objective

as LLMKT (Eq. 3.4). Due to the smaller model size, DKT-Sem is easier to train

than LLMKT, especially when access to computational resources to support LLM

�ne-tuning is limited.
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Dataset Num.
Dia.

Num.
Labels

Correct Num.
KCs

Avg.
KCs/Dia.

Avg.
KCs/Turn

Turns w/
>1 KC

CoMTA 153 623 57.78% 164 3.20 1.94 58.75%
MathDial 2,823 13,200 49.86% 145 4.16 2.32 82.89%

Table 3.1: Statistics for the CoMTA and MathDial datasets, from left to right: total
number of dialogues, total number of turn pairs with correctness labels, percentage of
turn pairs where the student response is correct, total number of unique KCs in the
dataset, average number of unique KCs per dialogue, average number of KCs per turn
pair, and percentage of turn pairs with more than one KC.

3.5 Experiments

3.5.1 Datasets

We experiment with two datasets, CoMTA and MathDial, to study the dialogueKT

task and validate the proposed KT methods. We select CoMTA since it is recent

and highly re�ective of AI-student dialogues that are becoming prevalent, and we

select MathDial since it is relatively large-scale. We acknowledge that there are many

other datasets available, such as the ones in [61, 229, 240] and ones not focusing on

math education; our overall framework should be applicable to these as well. We show

statistics for CoMTA and MathDial in Table 3.1.

The CoMTA dataset [165] contains 188 dialogues between human students and

Khanmigo, Khan Academy's GPT-4-powered tutor. In most dialogues, students ask for

help with a speci�c topic or problem(s) that they do not know how to solve, and work

through one (or more) problems with the tutor throughout the dialogue. The tutor is

primed with a series of customized prompts developed by Khan Academy to behave like

real human tutors: to use the Socratic method, frequently asking questions at almost

every dialogue turn, and to not directly reveal correct answers to students. Each

dialogue centers around a math subject among Elementary, Algebra, Trigonometry,

Geometry, and Calculus. However, since Common Core does not contain Calculus
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standards, we remove Calculus dialogues, resulting in 153 remaining dialogues. Since

no train/test split is de�ned, we perform a 5-fold cross-validation in experiments.

The MathDial dataset [152] contains 2,848 dialogues between students simulated

by GPT-3.5 and crowd workers role-playing as human tutors. Each dialogue is in the

context of an incorrect �student� solution to a math problem, and the tutor's goal is

to help the student arrive at the correct solution by helping them identify and correct

their errors. We use the original train/test split, containing 2,235/588 dialogues,

respectively, after removing a total of 25 dialogues where GPT-4o's annotation of

student response correctness and turn KCs failed.

3.5.2 KT Methods

In addition to LLMKT and DKT-Sem, we also evaluate the performance of a suite

of widely-used KT methods on the dialogueKT task. Our goal is to test whether

existing KT methods, developed for a slightly di�erent use case, are applicable to our

setting and how they compare to methods designed for dialogueKT.

We evaluate multiple popular deep learning-based KT methods: DKT [194],

DKVMN [ 270], AKT [ 78], SAINT [ 53], and simpleKT [ 144], all sourced from the

pyKT code repository [145]. There are two key di�erences between these existing KT

methods and our proposed KT methods for dialogues: i) they learn new embeddings for

questions, KCs, and response correctness without leveraging any textual information,

and ii) they are designed to analyze questions that cover a single KC. Since most of

the dialogue turns contain at least two KCs in the CoMTA and MathDial datasets,

we convert each turn into K �pseudo-turns� that are each associated with one of the

KCs, cjk ; all such pseudo-turns are associated with the same correctness label, yj , of

that turn. This modi�cation follows common practice in the KT literature [ 78, 144].

We predict a singleẑj vector for each turn pair, using the output of the most recent

time step that does not takeyj as input, to avoid leaking the correctness label across
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pseudo-turns. We note that predicting a vector instead of a single probability requires

altering the size of the output projection for all methods except DKT. We train all

methods using the same objective as LLMKT and DKT-Sem (Eq. 3.4). We also

compare against Bayesian KT (BKT) [56], a classical KT method that uses a hidden

Markov model to learn interpretable, per-KC learning acquisition parameters and

use them to predict changing mastery levels for a student. Since BKT is designed to

model data where each question is only assigned a single KC, we similarly expand

turns into �pseudo-turns� as described above. Due to the rigidity of BKT, we use a

slightly di�erent setup compared to other methods. At train-time, we train on all

pseudo-turn labels, rather than aggregating at the true turn level. At test-time, we

take the average pseudo-turn prediction to be the true turn prediction. In contrast to

the other methods, this pseudo-turn level prediction setup does not leak correctness

labels because information does not interact across KCs in BKT. We use pyBKT [20]

to train and generate predictions.

3.5.3 Metrics and Experimental Setup

To quantitatively evaluate the e�ectiveness of KT methods in the dialogueKT

task, we employ 3 widely used metrics: i) accuracy (Acc.), the portion of predicted

labels that match the ground truth after rounding ŷj to 0 or 1, ii) the area under the

receiver operating characteristic curve (AUC), the most widely used metric in the KT

literature as it accounts for class imbalance and all prediction thresholds, and iii) F1,

the harmonic mean between binary precision and recall. We compute these metrics

on all correctness labels except for the �rst label in each dialogue, since existing KT

methods are unable to make educated estimates without prior labels in context.

We implement LLMKT using the Huggingface Transformers library [248] and

perform �ne-tuning with LoRA [ 93] on NVIDIA RTX A6000 GPUs. We implement

DKT-Sem using PyTorch and use theall-mpnet-base-v2 S-BERT model to generate
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text embeddings. During training, we randomly take 20% of the dialogues in the train

set to use as a validation set and perform early stopping. We then evaluate all metrics

on the test set, and repeat for all 5 folds on CoMTA.

Before computing �nal results, we perform a grid search to �nd optimal hyper-

parameters for each method, keeping the checkpoint with the highest AUC on the

validation set. For LLMKT, we perform the search on the CoMTA dataset and use

the same parameters on MathDial to reduce training time, and for other methods

we use the best hyperparameter values found for each dataset. For LLMKT, we

search over learning rate2 f 5 � 10�5 ; 1 � 10�4 ; 2 � 10�4 ; 3 � 10�4 g and LoRA's rank

r 2 f 4; 8; 16; 32g, and �x LoRA's � to 16, batch size to 64 using gradient accumulation,

gradient norm clipping to 1.0, and train for 5 epochs. For other KT methods, we

search over learning rate2 f 1 � 10�4 ; 2 � 10�4 ; 5 � 10�4 ; 1 � 10�3 ; 2 � 10�3 ; 5 � 10�3 g and

embedding size2 f 8; 16; 32; 64; 128; 256; 512g, and �x batch size to 64, train for 100

epochs, and set all other model-speci�c hyperparameters to the defaults in pyKT. For

all methods, we train with the AdamW optimizer with a weight decay of 1� 10�2 . We

found the optimal learning rate andr of LLMKT to be 2 �10�4 and 16, respectively; the

optimal hyperparameters for other KT methods varied across methods and datasets,

but tended to have smaller embedding sizes on CoMTA and larger ones on MathDial

since the former is much smaller in scale compared to the latter.

3.6 Experimental Results

3.6.1 Quantitative Results

Table 3.2 shows the quantitative performance of all KT methods on both datasets.

We see that LLMKT signi�cantly outperforms all existing KT methods and generally

outperforms DKT-Sem on both datasets, con�rming its e�ectiveness in the dialogue

setting. This advantage over other KT methods is likely due to the use of a pre-trained

LLM to capture the rich textual content in dialogues. As a result, the LLM can
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CoMTA MathDial
Method Acc. AUC F1 Acc. AUC F1

BKT 51:02�11:16 52:50�10:61 53:41�13:53 60:71 64:19 56:71
DKT 52:59�7:37 53:20�10:50 49:56�4:73 59:90 63:22 55:18
DKVMN 47:22�9:12 46:81�8:04 48:80�12:37 57:53 60:42 52:45
AKT 49:95�4:74 51:40�7:34 50:78�11:04 62:07 63:31 57:14
SAINT 49:17�4:88 47:81�3:89 50:38�6:68 55:97 60:10 54:24
simpleKT 51:25�4:05 51:25�5:60 49:82�10:45 59:24 63:83 53:85
DKT-Sem 56:83�9:75 61:82�6:56 63:27 �9:57 62:17 66:18 59:30
LLMKT 58:01 �5:40 65:79 �4:44 60:72�10:77 68:41 76:71 62:21

Table 3.2: Student dialogue turn correctness prediction performance (averaged with
standard deviation shown when applicable) for all KT methods, with best numbers in
bold and second-bestunderlined. LLMKT outperforms all other methods on both
datasets.

estimate student knowledge after �ne-tuning on student turn response correctness

labels. We also see that DKT-Sem performs better than all existing KT methods,

even though it largely uses the same model architecture as DKT. This result further

emphasizes the bene�t of utilizing the textual dialogue context in some way, even if

the original model architecture of existing KT methods remains largely unchanged.

On CoMTA, we see that all existing KT methods almost completely fail, unable to

outperform the simple baseline of predicting the majority class label (which corresponds

to an Acc. of 57:83�5:08 , AUC of 50:0�0:00 , and F1 of 58:87�29:70 ). This result is expected

since the size of the CoMTA dataset is small and neural network-based KT methods

are data-hungry. Another important factor is that there are 164 unique KCs across

only 623 labeled dialogue turn pairs, which is not enough for these methods to properly

learn the KC embeddings or for BKT to learn the per-KC parameters. In contrast,

LLMKT needs only minimal training data to reach acceptable accuracy, due to the

underlying LLM being highly e�ective at understanding previous student dialogue

turns. It can also leverage the textual content of the KC de�nitions to generalize

across KCs, which is especially bene�cial for ones that do not occur frequently.
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On MathDial, which has 21x more data than CoMTA, we see that existing KT

methods perform signi�cantly better (for reference, the majority baseline only gets

an Acc. of 52:64 since class labels are balanced). This result is expected and shows

that they can perform the dialogueKT task when given enough training data. While

DKT-Sem still outperforms existing KT methods, it does so by a smaller margin

than on CoMTA, indicating DKT-Sem has its greatest advantage when little training

data is given. However, LLMKT still maintains a large advantage over all other KT

methods. This result suggests that even on large-scale datasets, LLM inference over

prior dialogue history and textual content of KCs can still signi�cantly improve KT

performance, even when labeled student turn correctness data is abundant.

Finally, we see that performance of all KT methods is relatively low on the

dialogueKT task, with a maximum of around 76% AUC for student dialogue turn

correctness prediction. This result is in stark contrast to results on the standard KT

task, where state-of-the-art KT methods can surpass 80% AUC for question response

correctness prediction on some datasets. This observation suggests that dialogueKT

is a challenging task, due to various reasons: First, dialogues can be relatively short,

giving very little context for KT methods to leverage. For example, dialogues in

CoMTA are cut short on purpose, with only 4-5 labeled turn pairs on average, to serve

the goal in [165] on evaluating how accurate LLMs are at math. Therefore, we call upon

researchers who have access to dialogues with more turns to study these methods on

their (possibly proprietary) data using our publicly available implementation. Second,

student behavior in dialogues is more unpredictable compared to traditional KT, since

there can be many diverse types of student responses to tutor turns. We believe that

these challenges make dialogueKT a task worth studying in future work; it is likely

that new KT methods need to be developed to improve performance on this task.
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Speaker Turn Text KCs and Predicted Masteries

Tutor Point X is at (-4, 6) and point Z is at
(6, -2). Determine the coordinates
of point Y on line segment XZ such
that XY is 3 times as long as YZ.
What do you think is the important
information here?

1) Use a pair of perpendicular num-
ber lines to de�ne a coordinate system.
0:4688

2) Apply the Pythagorean Theorem to
�nd the distance between two points.
0:4688

3) Recognize and represent propor-
tional relationships between quantities.
0:5622

4) Find the point on a line segment be-
tween two points that partitions the seg-
ment in a given ratio. 0:6225

Student Firstly, I need to determine the dis-
tance between point X and Z. That
would be the square root of 164,
which is roughly 12.8 3

Tutor Excellent beginning! You've calcu-
lated the total length of line segment
XZ. Now, how can we use this infor-
mation to determine the coordinates
of point Y? Keep in mind, XY is 3
times as long as YZ.

1) Recognize and represent propor-
tional relationships between quantities.
0:3208

2) Find the point on a line segment be-
tween two points that partitions the seg-
ment in a given ratio. 0:3486

Student I would divide 12.8 by 3 total parts.
7

Table 3.3: An example dialogue with student turn correctness labels, KC labels, and
LLMKT's predicted mastery level for each KC. LLMKT accurately predicts student
correctness at both turns by leveraging the di�culty of the tutor-posed questions.

3.6.2 Qualitative Analysis: Case Study

We now detail �ndings from our qualitative analysis, where we seek to i) identify

challenges in the dialogueKT task, ii) understand why LLMKT has an advantage over

existing KT methods, and most importantly, iii) show how LLMKT can be useful to

tutors in practice. Therefore, we perform a case study using a dialogue in the test set

of CoMTA.

We identify two primary challenges in the data that are unique to the dialogueKT

task and are di�cult for prior KT methods. First, the open-ended nature of dialogues

means that student behavior is much less structured than in traditional assessment or

60



practice settings. For example, when the tutor poses a question to the student, the

student often i) does not answer directly but instead asks a clarifying question, ii)

skips ahead to the �nal solution in the case of step-by-step problem solving, or iii)

asks the tutor to give them a di�erent problem. These student actions are inherently

di�cult to anticipate ahead of time since they de�ne behavior beyond what can be

captured by the KCs. As a result, there are many turns in these dialogues that are

�irrelevant� to the KT task.

Second, since dialogues can be short (around 4 turn pairs on average in CoMTA),

there can be little historical context to estimate student knowledge from. In many

dialogues, students are pro�cient in one aspect of problem solving, responding to

several questions correctly at �rst, but then struggle when the tutor moves on to

a new KC. Without su�ciently long student history, it is di�cult to estimate KC

mastery levels for ones that are seen for the �rst time. This problem is partially due

to existing datasets not linking students over multiple dialogues.

We �nd that, unsurprisingly, LLMKT's advantage over existing KT methods comes

from leveraging nuanced details in the dialogue, rather than solely relying on previous

correctness and KC labels. For the most part, changes in predicted mastery levels

correlate with previous turn correctness; as a result, dialogues with many correct or

incorrect turns in a row are easy to predict for all KT methods. LLMKT excels in

cases when it relies on textual information, rather than correctness labels, to adjust

its KC mastery estimates. Table 3.3 shows one such example: At the �rst turn, the

tutor asks the student for relevant information regarding the problem, and the student

responds correctly by applying the Pythagorean Theorem, which the model accurately

predicts. However, after the tutor asks the student to �nd the coordinates of Y, the

student incorrectly wants to divide the segment by 3 rather than 4, which the model

also accurately predicts. The trained model seems to have estimated that the second

tutor question is more di�cult than the �rst, using the exact textual content of the
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Figure 3.2: Knowledge change curves, i.e., estimated KC mastery level changes across
dialogue turns, averaged over students for selected KCs in the CoMTA dataset. More
common KCs in longer dialogues tend to show increasing mastery levels as the dialogue
progresses, while less common KCs tend to show the opposite. KCs shown: �Solve
linear equations and inequalities in one variable,� �Understand that polynomials form a
system analogous to the integers,� and �Apply the properties of operations to generate
equivalent expressions.�

tutor question, even though they have overlapping KC labels. This correct prediction

is not possible without the question parsing ability enabled by using an LLM as the

underlying KT model.

We also found that LLMKT tends to predict low mastery when a KC is seen for

the �rst time in a dialogue, possibly through observing that students do not react well

to the tutor shifting to new KCs mid-way through the dialogue. This observation also

suggests that LLMKT can e�ectively use dialogue context to detect when new KCs are

introduced. Overall, these observations suggest that there are numerous advantages

in exploiting the textual content in dialogues for the dialogueKT task, rather than

just relying the correctness and KC labels; LLMKT seems to be an encouraging step

in this direction for future KT methods.

3.6.3 �Learning Curve� Analysis

A common method for assessing the quality of KCs and KT methods is examining

how well they match pedagogical or cognitive theory, and in particular, the power law

of practice [219]: as students practice a particular skill, their mastery will increase

rapidly at �rst and then more slowly over time. Following prior work [214], we visualize

62



changes in predicted mastery levels at the KC-level, examine trends in the curves, and

investigate whether there is evidence of the power law of practice. We use LLMKT's

predicted masteries on CoMTA for all dialogues when they are in the test split of the

cross-fold experiment. We use CoMTA instead of MathDial for this analysis since the

latter uses LLMs to simulate students; it is unlikely for simulated students to behave

like real ones, which we found in a preliminary analysis.

For a KC c, we �rst �nd each time that KC occurs in the data, usec(i)
j to denote its

j th occurrence in thei th dialogue, and usêz(i)
j to denote the corresponding predicted

KC mastery level. We then subtractẑ(i)
1 from eachẑ(i)

j to track the change in predicted

mastery from the �rst prediction, since di�erent students may have di�erent initial

knowledge levels. We plot the average KC mastery level, i.e.,1
N

P N
i=1 ẑ(i)

j � ẑ (i)
1 , where

N is the number of dialogues that have at leastj turns that have c, and show the

standard deviation using error bars.

We examine plots of the 15 most frequent KCs since less common KCs do not have

enough data to show clear trends. Out of these, the results are mixed: 5 out of 15

KCs trend towards increasing mastery as the dialogues go on, 5 KCs trend towards

decreasing mastery, and 5 KCs do not change signi�cantly in mastery. Figure 3.2

shows a representative example of each case. KCs with an upward trend typically have

few changes in their masteries for the �rst few turns, as well as relatively high variance.

Additionally, these KCs are more prevalent in longer dialogues and correspond to

the more commonly occurring KCs in the data. These patterns can be explained by

two concurrent trends in the data: First, there are several long dialogues where a

student struggles with a math topic at the beginning, getting some questions correct

and others incorrect, but after some time becomes more pro�cient and consistently

responds correctly; these dialogues contribute to the steady increase in KC mastery.

Second, there are several short dialogues where the student either simply knows the

topic and consistently responds correctly, or struggles with the topic and responds
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incorrectly; these dialogues contribute to the high variance and the minimal change in

early turns.

On the contrary, KCs with a downward trend or no trend at all tend to be associated

with shorter dialogues and occur in fewer dialogues. These dialogues tend to feature a

student repeatedly trying to solve a problem without any success, with the dialogue

often ending immediately after a correct solution is reached. KC mastery can also

drop signi�cantly at the beginning of the dialogue once the student starts to respond

incorrectly. Since there are few dialogues to average over, these downward trends can

dominate the knowledge change curves; the most common KC with a downward trend

only appears in 8 dialogues, which is less than most KCs with upward trends.

Overall, when we take into account the small amount of data and how dialogues in

the CoMTA dataset are truncated, the knowledge change curve trends seem to mostly

resemble the power law of practice; when there are su�cient turns in a dialogue, the

student's predicted mastery increases before leveling out eventually. The main reason

these trends are not more prevalent is likely due to these dialogues typically ending

after only a few turns. This setting is di�erent than the problem-solving setup mostly

used in past KT research, where students practice a KC repeatedly by solving di�erent

problems, even after mostly mastering it. Again, we call upon researchers who have

access to data with longer dialogues to conduct more extensive analyses.

3.7 Annotation Quality Experiments

3.7.1 Human Evaluation

To quantify GPT-4o's accuracy on the correctness and KC labeling tasks, we

conduct an IRB-approved human evaluation using expert human annotators. We

hired 3 former math teachers at $40 US/hour, each rating the same set of 30 randomly

selected dialogues from CoMTA with GPT-4o's labels, totaling 166 turn pairs. For

each turn in each dialogue, we ask annotators to score GPT-4o's label i) on correctness,
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Label Score Overlap � GPT-4o Final
Turn Acc.

Human Final
Turn Acc.

Correctness 0.9317 / 1 0.8434 0.1809 75.82 (83.33) 85.56
KCs 3.2831 / 4 0.3494 0.4383 � �

Table 3.4: Scores and IRR metrics for the human evaluation. Additionally, �nal turn
correctness accuracy for GPT-4o (on the full dataset followed by only on the human
evaluation dataset) and the human annotators.

as 1 if they think the label is accurate and 0 otherwise, and ii) on the standards

selected by GPT-4o on a 1-to-4 scale with 4 as the highest. We provide the exact

instructions given to annotators in the online Supplementary Material4. For both

correctness and KCs, we report the average human-assigned Score and two inter-rater

reliability (IRR) metrics: i) the portion of times that the labels of all 3 annotators

are exactly the same (Overlap) and ii) the Krippendor�'s � coe�cient [ 45]. We

also compute the accuracy of correctness predictions at the �nal turn using CoMTA's

ground truth labels for both GPT-4o and our annotators.

Table 3.4 shows the human evaluation results. We see that our annotators give GPT-

4o very high scores for correctness and moderate-to-high scores for KCs, indicating

that GPT-4o is able to competently perform these tasks. IRR is volatile, with high

overlap and low� on correctness, and low overlap but moderate� on KCs. However,

the low � on correctness is expected given the high class imbalance of the data (more

than 90% of labels are 1), and the low overlap on KCs is expected since there are 4

classes and exact ratings can be subjective. While GPT-4o's accuracy on �nal turn

correctness is lower than the correctness score might suggest, this is expected since the

�nal turns are much harder to compute correctness on without subsequent tutor turns

to help indicate the label. As reference, the CoMTA tech report [165] reports �nal turn

correctness evaluation with GPT-4o at similar accuracy (78.3). Finally, given that

4https://osf.io/wrkej?view_only=f32472a6560649e692a4e2ba603ef52c
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the average human annotator's �nal turn correctness accuracy is only slightly higher

than GPT-4o's, we can conclude that the correctness labeling task is a challenging

one where GPT-4o achieves close to human-level performance.

3.7.2 Error Analysis

To understand when GPT-4o makes errors in labeling correctness and KCs, we

qualitatively analyze its annotations. When labeling correctness, most of GPT-4o's

errors are on the �nal turn, especially in questions that require some numerical

calculations to verify correctness, such as when the student provides the numerical

result of a sum or product calculation. This is a known limitation in GPT-4/4o [209]

and can possibly be improved through external tools such as calculators. The other

common error tends to be when GPT-4o should label a turn as �na� but does not,

e.g., when the tutor asks the student whether they know how to use a function on

their calculator. GPT-4o also sometimes labels a turn as correct when the tutor asks

a student if they know a concept and the student indicates they do not, showing that

GPT-4o can be confused by the tutor's intentions.

When labeling KCs, GPT-4o's primary error is not assigning su�cient standards

to a turn to describe all the required KCs. This error is mostly due to not selecting

enough relevant domains and clusters early in the annotation process, especially for

ones with broad or abstract descriptions. As a result, there are not enough related

standards to select from to use as KCs. On the other hand, GPT-4o occasionally

assigns too many KCs to a turn, selecting all standards that are related to the topic

but not necessarily only ones relevant to the current question. These errors can likely

be resolved with more sophisticated prompting, potentially running the annotation

process multiple times through sampling and taking a majority vote. We leave the

exploration of such methods that require more API calls for future work. Finally,

there are several dialogues not covered by Common Core standards; there is little
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that GPT-4o can do other than select a somewhat related standard. This observation

suggests that it may be necessary to augment the Common Core standards with other

sources to have a more complete set of candidate KCs, or defer to humans for labeling

in these cases.

3.8 Discussion, Conclusions, and Future Work

In this paper, we introduced the task of dialogueKT with the goal of estimating

student knowledge from open-ended tutor-student dialogues. We used GPT-4o to

automatically annotate student response correctness and relevant KCs in the dialogue

turns, and showed via an expert human evaluation that these annotations are largely

accurate. We introduced a new LLM-based KT method that leverages the textual

content in dialogues, and showed that LLMKT i) signi�cantly outperforms existing

methods on dialogueKT and ii) works with limited training data. We also showed

that our models use the textual content in dialogues to capture student knowledge

in meaningful ways. There are numerous avenues for future work. First, we can

jointly model tutor moves and student knowledge states to analyze what types of tutor

moves are e�ective at improving student knowledge. Second, in addition to student

knowledge, we also need to account for student a�ect dynamics in dialogues, possibly

with the help of other data modalities such as audio and video. Third, the scope of

dialogueKT can be expanded upon: in this work, we only focus on math dialogues

between a single student and tutor, but future work can extend to other subjects and

dialogues involving multiple students. Fourth, there are many potential applications of

dialogueKT that can be explored. Future work should investigate whether estimated

knowledge states are useful for personalization, providing teacher support, or can

even be used to train AI-based tutors by powering simulated student agents. Overall,

we hope that this initial investigation can broaden the scope of student modeling to

conversational settings, which have become of signi�cant interest lately.
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CHAPTER 4

TRAINING LLM-BASED TUTORS TO IMPROVE
STUDENT LEARNING OUTCOMES IN DIALOGUES

4.1 Introduction

Recent advances in generative arti�cial intelligence (AI), including large language

models (LLMs), have opened new possibilities in education and in particular on

scaling up personalization. One form of personalization that generative AI powers is

interactive learning via tutoring dialogues between AI-powered tutors and students.

These interactions have the potential to tailor instruction to each student's needs

and progress, while o�ering personalized feedback, all in real time, in a scalable way.

Given the widespread success of human tutors for improving student outcomes [173],

many recent works have developed LLM-based tutors, showing promise across various

educational domains [86, 134, 176, 185, 189, 211, 226, 256]. Many LLM-based tutors

are even deployed in practice, such as Khan Academy's Khanmigo [110] and Carnegie

Learning's LiveHint [44]. Several preliminary studies have shown that interacting with

LLMs can increase student learning [269], although some have shown that students

can develop an over-reliance on LLMs which negatively impacts their learning [117].

Many prior works have focused on improving LLMs' ability to follow e�ective

tutoring principles, adapting them for the tutoring task that they are not pre-trained

for. One approach, explored in [240], analyzes the decision-making process underlying

human tutor utterances, showing that integrating expert decisions enhances LLM-

based tutoring. Another study, [152], examines tutor moves in interactions with an

LLM-powered simulated student agent, demonstrating that move annotation data
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contributes to better tutoring performance. Similarly, [83] investigates the role of AI

roleplay in generating synthetic tutoring data and �nds that �ne-tuning LLMs on

this data, along with human tutor-student interactions, signi�cantly improves their

pedagogical e�ectiveness. Moreover, [62] introduces the concept of tutor uptake�

acknowledging student responses�as a valuable strategy for LLMs to adopt.

While these e�orts o�er valuable insights into how LLMs can emulate e�ective hu-

man tutoring strategies, the question remains whether such approaches truly maximize

student learning outcomes. Rather, a data-driven approach, where student outcomes

form a reward signal, could potentially lead to AI tutors that are more aligned with

educational goals. Additionally, current approaches often rely on large proprietary

LLMs, coming with many downsides; they are not fully controllable and cannot be

easily customized, can be costly to use, and relinquish control of private student data.

Therefore, developing e�ective AI tutors with smaller, open-source LLMs remains an

important goal.

4.1.1 Contributions

In this paper, we propose a novel approach to train a small, open-source LLM

to not only follow e�ective pedagogical principles, but directly optimize for student

learning outcomes. Our method performs three key steps. First, at each dialogue turn,

we gather multiple candidate tutor utterances from a variety of sources, including

human tutors and LLMs with varying styles and sizes. Second, we evaluate each

candidate utterance on two aspects: (1) whether it elicits a correct response in the next

student turn, using a trained student model for dialogues to predict student behavior,

and (2) whether it adheres to a set of e�ective pedagogical principles, using GPT-4o

in a LLM-as-a-judge evaluation setup. Third, we contrast good candidate utterances

with poor ones, and �ne-tune Llama 3.1 8B [85] with o�ine Reinforcement Learning

(RL), speci�cally Direct Preference Optimization (DPO) [197]. We demonstrate that
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our optimized LLM tutor signi�cantly increases the likelihood of next turn student

response correctness, while reaching comparable pedagogical quality to that of a much

larger, proprietary LLM, GPT-4o [178]. Through qualitative analysis and human

evaluation, we con�rm that our approach produces high-quality tutor utterances and

reveal emergent tutoring strategies that arise from our training approach.

We acknowledge up front that the most signi�cant limitation of our work is that we

do not experiment with real students. Since access to students at the scale necessary

for our work is beyond our capability, we use a simulated student model instead. While

we believe that our work is a reasonable starting point to train LLM-based tutors

to maximize student outcomes, future work with real students in the loop is highly

important. Therefore, to facilitate further research, we publicly release our code1 and

encourage researchers and practitioners with access to real-world tutoring dialogue

settings to build on our work.

4.2 Related Work

4.2.1 AI Tutors in Dialogues

There is a long history of AI-based tutors in education that interact with students

through dialogues. Early systems, such as Cognitive Tutors, construct cognitive

models of students to provide targeted feedback [12]. AutoTutor engages students

by asking targeted questions, and assesses student correctness using latent semantic

analysis [84]. Why2-Atlas converts a student response to a proof, which it uses to

identify misconceptions and guide a dialogue [235]. While these systems were often

e�ective for improving student learning, they required signi�cant engineering and

had limited �exibility. In contrast, recent LLM tutors can more easily adapt to new

contexts, interpret student responses, and cater personalized content towards the

1https://github.com/umass-ml4ed/tutorbot-dpo
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student. Several LLM tutors are implemented through re�ned prompt engineering [110],

with some taking on specialized roles such as teachable agents [211] or �co-pilots� for

human tutors [241]. Other works �ne-tune LLM tutors to enhance the pedagogical

capabilities over the base models. A common approach is to generate simulated

dialogues, where the tutor utterances are constructed to follow good pedagogical

practice, and �ne-tune on those [223, 83]. Several works also generate examples of

low quality tutor utterances and use them as negative samples in DPO training to

improve over �ne-tuning [18, 224].

4.2.2 Student Outcome Modeling

While there are many ways of measuring student outcomes, in this work we focus

on the well-studied setting of next item correctness. Student modeling in this setting is

typically handled by knowledge tracing (KT), where a binary correctness is predicted

for the next item a student attempts based on the student's history so far [56]. KT

models have used recurrent neural networks [194], self-attention networks [78], and,

more recently, LLMs [58, 139]. A recent work introduces LLMKT [205], an LLM-based

model that predicts next turn student correctness in dialogues. Therefore, we leverage

LLMKT to predict student outcomes in this work. Similar to our work, prior works

have used RL to discover teaching policies with rewards derived from student models

[89, 198], including KT-based student models [41]. Another recent work used LLM

estimates of student post-test scores to re�ne math worksheets [87]. However, to the

best of our knowledge, ours is the �rst to do so in the context of tutoring dialogues.

4.2.3 Evaluating Pedagogical Quality of LLMs

To validate LLM tutors, we need to be able to evaluate them along pedagogical

measures. Typically, researchers construct a pedagogical rubric, which de�nes multiple

properties that tutor utterances should follow. Rubric-based evaluation of generated

utterances is then performed by human experts [98, 83, 240] or by LLMs [103, 209].
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In this work, we design a pedagogical rubric and primarily use LLMs to evaluate

tutor utterances, but also humans at a smaller scale to ensure our results are reliable.

Similar to [209], we also use LLM-assigned rubric scores to form DPO preference pairs.

4.3 Methodology

We now detail our methodology to generate tutor dialogue utterances to maximize

student learning outcomes. Figure 4.1 shows an overview of our approach with an

example, where the problem is from the MathDial [152] dataset. In this scenario, a

student has a misconception, missing the �twice� part of the problem, and provides

an incorrect answer. We generate multiple, diverse candidate versions of the next

tutor utterance to follow the student's response, using a collection of LLMs with

di�erent sizes and styles. Then, among the generated utterances and the human

tutor utterance, we construct preference pairs to �ne-tune an LLM using DPO. We

consider an utterance to be preferred if it (1) likely elicits a correct student response

and (2) follows good pedagogical principles. The former criterion employs a student

model, LLMKT [ 205], to predict whether the student will correctly respond to the

tutor in their next turn. The latter criterion employs a set of rubric items to evaluate

whether a tutor utterance follows good pedagogical principles. Before detailing each

component, we de�ne some key notations: a dialogued consists of an alternating

sequence of tutor and student turns,d = ( t1; s1; : : : ; tM ; sM ), where M is the number

of turn pairs, indexed by m, and the textual content of each turn is the �utterance�.

4.3.1 Student Outcome Prediction

We now detail the model we use for predicting student outcomes in dialogues.

We leverage recent work on knowledge tracing (KT) in dialogues, LLMKT [205],

an LLM-based model that predicts if a student will respond correctly to a tutor-

posed task in their next turn, given dialogue history and the knowledge components
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Figure 4.1: An overview of our methodology for training LLMs to generate tutor
utterances with the joint objective of maximizing student learning outcomes and
following good pedagogical principles. Human tutor refers to tutor utterances in
MathDial.

(KCs) [55] embedded in a tutor turn. The model is highly accurate at predicting

student correctness, achieving 0:76 AUC on the MathDial test set, making it a reliable

automated source for estimating student outcomes.

In LLMKT, at the m-th dialogue turn for the student, the model analyzes the con-

versation history t �m ; s<m ; Cm , which denote the tutor utterances up to and including

this current turn, prior student turns, and the set of KCs involved in the tutor-posed

task in the current turn, respectively. It estimates student knowledge levels on each

KC, and combines these estimates to predict whether the student will respond to the

tutor-posed task in the current turn correctly. Therefore, we leverage LLMKT as a

student simulator and use it to evaluate whether a generated tutor utterance at a

dialogue turn will elicit a correct response from the student.
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Criteria Explanation

Accuracy Ensuring the response does not contain false or misleading statements.

Progress Determining whether the response helps the student move forward.

Guidance

1. Error identi�cation: Correctly pinpoints the student's mistake.
2. Strategic Hinting: New information or guidance for help.
3. Withholding: Refrains from directly providing the �nal answer.
4. Encouraging: Motivates the student to persist in their attempt.

Table 4.1: Pedagogical evaluation criteria for tutor utterances in dialogues.

4.3.2 Following Pedagogical Principles

In addition to promoting correct student responses, we also hand-craft a set of

rubric items for e�ective pedagogical principles, listed Table 4.1. We then employ

GPT-4o to assess how well the generated tutor utterances align with the rubric. By

incorporating pedagogical evaluation aspects rather than focusing solely on correctness

prediction, our approach discourages oversimpli�cation of tutor utterances and instead

encourages utterances that provide meaningful guidance.

Our evaluation draws inspiration from feedback assessment studies [98, 103, 227]

and focuses on common errors made by LLMs when generating feedback for math

problems [209]. The rubric evaluates generated tutor utterances on six granular

items, each assigned a binary label, across three core aspects: Accuracy, Progress, and

Guidance. Considering all aspects, we also have GPT-4o provide an overall score for

the utterance on a 1-10 scale. Our prompt leverages chain-of-thought so that GPT-4o

provides reasoning about the utterance before assigning its scores.

We include the human tutor utterance from MathDial in our prompt as a point

of comparison, mainly to assist with evaluating Accuracy, which can be challenging

[209]. We �nd the 1-10 scale works slightly better than simply averaging all the binary

rubric items, possibly because it enables GPT-4o to decide which rubric items are

more relevant given the context of the dialogue.
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4.3.3 Preference Pair Construction

To create a dataset of preference pairs for DPO training, we collect candidate

tutor utterances from four sources: (1) the human tutor utterances from the MathDial

dataset, (2) utterances generated by GPT-4o, where the evaluation criteria (rubric

and intending to elicit correct student responses) are included in the prompt, (3)

utterances generated by Llama 3.1 8B using a generic prompt about behaving like

a math tutor (without the rubric), and (4) utterances generated by Llama 3.2 3B

using the same generic prompt. In general, method (2) contains high-quality tutor

utterances that serve as positive examples that score high under our rubric. However,

we found that in many cases (1) performs better for eliciting correct student responses

due to the concise nature of the utterances. Utterances generated by (3) are a mix

of high and low quality, while utterances generated by (4) are typically lower quality

and serve as a source of negative examples for preference optimization. Prior work

has shown diverse candidate quality, particularly negative examples, to improve DPO

performance [209, 252].

After evaluating each candidate using LLMKT and the rubric, we create a combined

weighted score for a candidate tutor utterance at turn m:

sm = � � y m + (1 � �) � r m ; (4.1)

whereym is the probability of a correct student response predicted by LLMKT at this

turn, and rm is the overall rubric score at this turn normalized in [0; 1]. We adjust

� to balance the tradeo� between how much the generated utterances elicit correct

student responses compared to how much they follow pedagogical practice. By default,

we set� = 0:5 to achieve a balance between these objectives; in our experiments, we

show how varying � a�ects the balance between both.

We then use the scoresm to construct preference pairs between candidate tutor

utterances. We consider a candidate with scores1
m to be preferred over a candidate
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with score s2
m if the former is greater by some threshold, i.e.,s1

m � s 2
m > � . If the

scores are within� , we do not form a preference pair. In practice, we set� = 0:1 to

achieve a balance where noisy preference pairs are excluded, but we retain enough

data to su�ciently train the model, both of which have been shown to be important

considerations for DPO [112].

4.3.4 Model Training

We train our model in a two-stage process: (1) distillation and (2) DPO. Distillation

is a common way to enhance the capabilities of small LLMs by mimicking the behavior

of much larger LLMs [257]. In our case, we �ne-tune Llama 3.1 8B on candidate tutor

utterances generated by GPT-4o. Through this distillation stage, we gain access to a

local model that scores well on our pedagogical rubric.

We then use DPO and our preference pairs to further steer the distilled model

towards e�ective tutoring. DPO trains an LLM by contrasting outputs in a preference

pair given the same input prompt, using the following objective:

L DPO (�) = �E (x;t w
m ;t l

m )�D

�
log �

�
� log

� � (t w
m jx)

� ref(t w
m jx)

� � log
� � (t l

m jx)
� ref(t l

m jx)

��
; (4.2)

wheretw
m and t l

m represent the preferred and unpreferred tutor utterances, respectively.

x represents the input prompt, comprising an instruction, the context of the dialogue,

and the dialogue historyt<m ; s<m . � � denotes the model being trained,� ref represents

a frozen reference model, and� is a hyperparameter that controls the divergence

between the learned and reference policies.

In this work, we use the distilled model as the reference model� ref and for initializing

the weights of � � . We �nd the distilled model works much better than using the

base Llama model, since the distilled model already performs better on the rubric.

Additionally, we set � = 0:1, a relatively low value for DPO compared to a common

value of � = 0:5. The low � value allows � � to diverge more from �ref, which we �nd
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necessary to increase LLMKT's predictions of eliciting correct student responses in

the next dialogue turn.

4.4 Experimental Settings

4.4.1 Dataset

We evaluate our framework using the MathDial dataset [152], which consists of

tutoring dialogues focused on mathematics problems from GSM8K [54]. Each dialogue

is centered around an incorrect student solution to the math problem, and the goal of

the dialogue is for the tutor to guide the student to the correct solution by addressing

their misconceptions. Tutors are role-played by crowd workers, while students are

simulated by GPT-3.5. Despite only being half-authentic, MathDial is the largest

publicly available one-on-one tutor-student math dialogue dataset to the best of

our knowledge. To estimate correctness with LLMKT, which requires knowledge

component labels at the current turn, we use the annotated knowledge components

from the Dialogue KT version of the dataset [205] and �lter out unlabeled turns.

We follow the original MathDial train/test split. After �ltering, our test set has 588

dialogues with 3,101 tutor turns. We split the train set into a 80/20 train/validation

split at the dialogue-level, resulting in 1,809/453 dialogues with 11,058/2,811 tutor

turns. When creating our overgenerated tutor turn dataset for distillation and DPO

training, we take a subset of the train/validation split to reduce labeling costs, resulting

in 483/135 dialogues with 3,080/920 GPT-4o-generated tutor utterances for distillation

and 9,662/3,095 preference pairs, with our default parameters of� = 0:5 and � = 0:1,

for DPO.

4.4.2 Baselines

We compare our preference-optimized LLM, which we refer to as DPO, with

Llama 3.1 8B as the base model, against the following baselines: the Base model of
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Llama 3.1 8B prompted with our evaluation criteria (rubric and intending to elicit

correct student responses); its supervised �ne-tuned version on human tutor utterances

in the original dataset, SFT; a �ne-tuned version distilled from GPT-4o-generated

utterances detailed above in Section 4.3.4, Distill; GPT-4o, the large, proprietary

LLM, which is prompted with our evaluation criteria; and �nally, the Human Tutor

utterances from the original MathDial dataset.

4.4.3 Automated Metrics

We evaluate tutor utterances on both student outcomes and pedagogical

principles. Student outcome prediction uses LLMKT to estimate the probability of

a correct student response, averaged across turns. Evaluating how well the utterance

follows the pedagogical principles will be reported in the same order as in Table 4.1,

reporting scores for Acc. (Accuracy), Prog. (Progress), Err. (Error Identi�cation),

Hint (Strategic Hinting), Wth. (Withholding), and Enc. (Encouraging), along with

an Overall score.

4.4.4 Model Parameters

We use the meta-llama/Meta-Llama-3.1-8B-Instruct model from Hugging

Face [71] for all local experiments. To adapt the model, we use Low-Rank Adaptation

(LoRA) [ 93] with a rank parameter of r = 64, scaling factor � = 32, and a dropout

rate of 0.05. We train using the AdamW optimizer, with a learning rate of 1� 10�4

for distillation and 3 � 10�5 for DPO, with a linear warmup phase for the �rst 10%

of training steps. We use an e�ective batch size of 64 with gradient accumulation,

set weight decay to 1� 10�2 , and set a gradient clipping maximum norm of 1:0. We

evaluate the loss on the validation set after each epoch, and achieve the minimum

validation loss after three epochs for distillation and after one epoch for DPO. At test

time, we generate tutor utterances using greedy decoding. We conduct all experiments

on NVIDIA RTX A6000 GPUs.
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Student
Outcomes

Pedagogical Principles

Method Acc. Prog. Err. Hint Wth. Enc. Overall

Human Tutor 0.45 0.99 0.66 0.58 0.49 0.97 0.53 6.97
GPT-4o - Proprietary LLM

Base Model 0.49 0.99 0.97 0.92 0.96 0.99 0.89 9.40
Llama 3.1 8B Instruct - Open-source LLM

Base Model 0.43 0.82 0.69 0.70 0.64 0.94 0.62 7.20
SFT 0.47 0.86 0.32 0.23 0.21 0.90 0.31 4.73
Distill 0.47 0.95 0.92 0.90 0.91 0.99 0.82 8.93
DPO (� = 0:5) 0.65 0.97 0.96 0.92 0.96 0.99 0.92 9.37

Table 4.2: Tutor utterance evaluations for each method on the test set. The best
result for each metric is in bold while the second best isunderlined. DPO signi�cantly
outperforms all methods on improving student correctness predictions, and closely
matches the performance of GPT-4o on the pedagogical rubric.

4.5 Experimental Results

4.5.1 Quantitative Results

Table 4.2 shows the results of tutor utterance generation on the MathDial test

set, across all methods on the automated metrics. We observe that DPO signi�cantly

outperforms all other methods on student correctness prediction, improving over the

next best method, GPT-4o, by 33%. This result shows that DPO training is necessary

to generate tutor utterances that are more likely to achieve correct student responses,

which cannot be achieved simply through prompting. Additionally, DPO achieves

similar scores to GPT-4o on the pedagogical rubric, with both methods scoring very

high on all rubric items and the overall score. This result shows that our DPO training

pipeline can e�ectively bring the pedagogical ability of small, open-source LLMs with

only 8B parameters to the level of very large, proprietary LLMs. Moreover, we see that

DPO improves over distillation on almost all metrics, showing that DPO is necessary

to achieve both objectives.

A notable observation is that human-written tutor utterances, while almost always

accurate, score relatively low on most other rubric items. This result is not surprising
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Figure 4.2: Results of our experiment adjusting the value of� in DPO training.
Left: student correctness prediction changing with� . Right: pedagogical rubric
score changing with� . We also show values for GPT-4o and the Distill model for
comparison.

since human tutors do not act according to our evaluation rubric; many of the human

utterances are relatively short and simply ask the student to retry without giving

guidance, and occasionally feature the tutor getting frustrated with the student. As a

result, the SFT model, trained on human tutor utterances, does not score high on our

rubric; the distilled model and even the base Llama model signi�cantly outperform it

on the rubric items.

Student Outcomes vs. Pedagogical Principles We investigate how adjusting the

value of� can balance the two goals of maximizing student outcomes under LLMKT and

following pedagogical principles. We vary the value of� 2 f 0:00; 0:25; 0:50; 0:75; 1:00g,

where larger values attribute more weight to the student correctness prediction objec-

tive, and evaluate on a subset of the data with 500 turn pairs. Figure 4.2 shows the

result of this experiment. We see that, as expected, increasing� from 0 to 1 generally

increases student correctness prediction performance while generally decreasing the

rubric score. Practitioners can get their desired balance by changing� ; for example, a

value of around 0:5 to 0:75 can maintain a relatively high score on the pedagogical

rubric while signi�cantly improving performance on soliciting correct responses from

students. Perhaps surprisingly, changing� from 0:75 to 1:0 does not increase student

outcome performance, while decreasing� from 0:25 to 0:0 decreases pedagogical per-
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formance. This result implies that a small reward signal from correctness prediction

may implicitly help pedagogical e�ectiveness, and vice versa.

4.5.2 Qualitative Analysis

We conduct a qualitative analysis of generated tutor utterances to investigate the

strengths and weaknesses of our method, how it compares to baselines, and what

types of patterns emerge in the model-generated text.

Table 4.3 shows an example dialogue context and tutor utterances from the human

tutor, GPT-4o, and DPO. We see that the human tutor states that the student is

not correct and prompts the student to try again, providing a subtle hint to focus

on the cost of the dozen. However, this utterance neither gives LLMKT, the student

model, any con�dence in the student being able to answer correctly, nor follows strong

pedagogical principles. GPT-4o guides the student toward correctly calculating the

pro�t, but directly provides half of the solution in its hint, limiting deep student

engagement. It also poses the challenging task of computing the total pro�t, which

requires multiple calculation steps. Since the student is still struggling with unit

conversion, LLMKT is not con�dent that the student will respond correctly. In

contrast, our DPO-trained model provides an actionable hint for the student, following

the rubric. It also poses the simpler task of asking the student to �rst �nd the cost of

a half dozen, which is necessary for later steps. As a result, LLMKT is con�dent the

student can respond correctly.

Overall, we �nd that our DPO-trained model excels at posing concrete tasks that

are nontrivial, but more feasible for students compared to GPT-4o. We observe that

the behavior of posing tasks this way is the primary way of achieving higher predictions

for student correctness, and appears to be an emergent behavior of training on the

LLMKT-derived scores. While the tasks sometimes only ask the student to perform

simple arithmetic, they are typically more involved. For example, in another dialogue,
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the model asks �How long does it take to download 200 GB at a rate of 2 GB/minute?�

This task requires the student to set up a single variable equation and understand the

roles of the given values. We also �nd that the DPO-trained model is more likely to

ask questions, whereas other methods often directly tell the student to perform a task.

However, both LLMs still have some limitations, particularly when students give

partially correct responses. In these cases, the models may ignore the progress the

student has made and focus on errors that are irrelevant to the recent student response.

Correctly identifying errors in math with LLMs has been shown to be challenging in

prior work as well [76, 138], indicating additional techniques may be needed to �x this

behavior.

4.5.3 Human Evaluation

We also conduct a human evaluation to further assess di�erent tutor models and

how our automated metrics align with human judgment.

We recruit two independent volunteer university students to annotate tutor utter-

ances according to our evaluation metrics. We randomly sample 10 dialogues from the

test set after �ltering based on toxicity and low quality ground-truth tutor utterances.

The annotators evaluate 5 consecutive tutor turns from each dialogue, resulting in a

total of 50 evaluation instances. At each instance, we show participants the dialogue

so far and next tutor utterance candidates generated by (1) human tutors, (2) GPT-4o,

and (3) our DPO-trained model, in random order without revealing the method.

For student outcome prediction, annotators rank the three candidate utterances

based on how likely they think each one will lead to a correct student response. We

ask annotators to take into account both the task posed in the turn and the student's

knowledge demonstrated in prior turns. We use rankings instead of absolute values

since the latter may be harder for humans to calibrate. For pedagogical principles, we
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Problem
Chloe bought chocolate-dipped strawberries at $50 a dozen. She then sold them for
$30 for half a dozen. How much is Chloe's pro�t if she sold 50 dozens?

Dialogue History
t1 Hey Alejandra. If Chloe buys the strawberries at $50 for 12 and sells them

for $30 for 6, how much pro�t would that be for one dozen?
s1 For one dozen, Chloe would make a pro�t of $20, which is $50 - $30 = $20.
t2 Remember that she's selling half a dozen for $30. How many half dozen

can she sell from each $50 dozen she buys?
s2 She can sell two half dozen for each $50 dozen she buys, so she can make

a pro�t of $60 from each $50 dozen.
Next Tutor Turn (t 3) Candidates

Method Tutor Utterance SO PP

Human
Tutor

Remember it's not $60 pro�t, because they cost her to
buy them. Try again.

0.33 4

GPT-4o It looks like there's a misunderstanding in your calcula-
tions. Remember, Chloe's cost for half a dozen is $25
(since $50 per dozen divided by 2). She sells half a dozen
for $30, so her pro�t per half dozen is $30 - $25 = $5.
Try recalculating her total pro�t using this correct pro�t
per half dozen.

0.59 10

DPO It looks like there's a misunderstanding. If Chloe buys
a dozen for $50 and sells half a dozen for $30, let's �rst
�nd out how much she paid for half a dozen. If $50 is
for 12, how much is $50 divided by 2?

0.84 10

Table 4.3: Comparing human tutor, GPT-4o, and DPO tutor utterances, on student
outcomes (SO) and pedagogical principles (PP). Brown highlights the tutor-posed
task. Some irrelevant text in the dialogue context has been removed for brevity.

simply ask annotators to follow the same evaluation rubric outlined in Table 4.1 and

provide an overall score on a 1-10 scale.

Results Table 4.4 shows average student correctness ranks (rank 1 means top-ranked)

and rubric scores from human annotators. We see that DPO outperforms both

human tutors and GPT-4o on both metrics, with all di�erences statistically signi�cant

(p < 0:05) according to a paired t-test. Higher correctness ranks show that DPO

learns how to pose tasks that are manageable to students, while the higher rubric

score shows that it does so while maintaining pedagogical principles. Additionally, the

higher rubric score may imply that the correctness objective also indirectly improves
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Method Correctness Rank # Rubric Score "

Human Tutor 2.12 7.36
GPT-4o 2.13 8.07
DPO 1.75 8.55

Table 4.4: Human evaluation shows that DPO outperforms human tutors and GPT-4o.

pedagogical quality. While DPO outperforming GPT-4o on the rubric is contrary to

the automated results in Table 4.2, the automated results may re�ect self-bias from

GPT-4o as the evaluator [253].

Since these evaluation tasks can be highly subjective, we also investigate the

inter-rater agreement between the two human annotators and the automated metrics.

We use Kendall's� [108] for correctness ranks and Pearson's correlation coe�cient

� [127] for rubric scores. For correctness ranks, Kendall's� is only 0:06 between the

two annotators and averages 0:08 between LLMKT and both annotators. This low

agreement is not surprising due to the subjective nature of the task; we �nd that there

are many near-ties between di�erent candidate utterances according to LLMKT's

output probabilities. For rubric scores, the inter-rater agreement is notably higher:

Pearson's� is 0:15 between the two annotators and averages 0:27 between GPT-4o

and both annotators, the latter being statistically signi�cant. This result suggests that

evaluating pedagogical principles is much easier than predicting student correctness,

though the former is still subjective, since annotators may value certain rubric items

di�erently.

Overall, despite showing some promise through preliminary evaluation, it is impor-

tant to deploy our trained tutor LLMs to real students and test whether they actually

lead to good student learning outcomes.
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4.6 Conclusions and Future Work

In this paper, we introduced a methodology to train LLM tutors to maximize

student outcomes in dialogues while maintaining high pedagogical quality. We use

student simulation to predict how likely a tutor utterance will yield a correct student

response, and use GPT-4o to evaluate the pedagogical quality of tutor utterances

using a rubric. We use both sets of predictions to score overgenerated tutor utterances

and �ne-tune Llama 3.1 8B with direct preference optimization. Our resulting model

signi�cantly outperforms other methods for increasing predicted student outcomes,

and matches the performance of GPT-4o, a much larger closed model, on pedagogical

aspects. There are many avenues for future work. First, an evaluation with real

students should be carried out to determine if our methods are still e�ective in

real-world scenarios. Second, future work should investigate how to optimize for

longer-term learning outcomes, such as concept mastery or performance on post-

dialogue assessments. Third, future work should include estimates of student a�ect

and engagement as part of the reward. Finally, future work should apply our method

to dialogues in non-math domains, such as language learning or computer science.
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CHAPTER 5

SIMULATED STUDENTS IN TUTORING DIALOGUES:
SUBSTANCE OR ILLUSION?

5.1 Introduction

Private tutoring has been shown to be highly e�ective for helping students learn.

Naturally, with the emergence of powerful large language models (LLMs), signi�cant

attention has been put on how to e�ectively use LLMs as tutors. Many LLM-based

tutors have already been deployed by learning platforms and companies [110, 44, 181,

83, 15], aiming at scaling up the impact of on-demand, real-time tutoring.

E�orts in developing LLM-based tutors can be broadly categorized into two types:

alignment-based and student-based. The �rst type relies on aligning LLMs with well-

established pedagogical principles, especially on how to respond to student utterances

during tutoring dialogues to maximize learning and engagement [110, 208, 224]. The

second type resorts to training, often via reinforcement learning (RL), with students

in-the-loop; since doing RL training with real human students at large scale is di�cult,

existing works either ask experts to role-play students [83] or prompt LLMs to simulate

students [64, 87, 131, 152, 274].

However, both of these student simulation approaches have obvious limitations:

the former is still not scalable, while the latter requires LLM-based students to behave

realistically. Many recent works have shown that LLMs cannot reliably simulate

student behavior simply through prompting [158, 223]. Moreover, it is challenging to

make LLM-based simulated students follow cognitive characteristics of real human

students, like the power law of practice [205, 244], when learning. In addition to these
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well-known shortcomings, there do not exist many evaluation metrics for realistically

simulating students in dialogues, particularly at the turn-level; recent works focus on

linguistic features at the population-level [193], or consistency with synthetic pro�les at

the dialogue-level [143]. However, it is di�cult to determine if systems developed using

simulated students are reliable without thoroughly verifying the simulated students

themselves.

5.1.1 Contributions

In this paper, we explore the task of creating more realistic LLM-based simulated

students using a two-stage approach. First, we identify six high-level dimensions,

identi�ed by the learning sciences research community, that de�ne student behavior in

dialogues: 1) dialogue acts, 2) correctness, 3) error-making, 4) knowledge acquisition, 5)

language use, and 6) tutors' responses. For each dimension, we develop reference-based

automated evaluations to measure the realism and faithfulness of a simulated student

response with respect to a ground-truth response. Second, we benchmark performance

on a set of strong simulated student methods, including several prompting-based

methods, supervised �ne-tuning (SFT), and one using multi-objective RL. To the

best of our knowledge, our work is the �rst to 1) develop reference-based metrics

for realistic student simulation in dialogues, and 2) examine the ability of LLMs to

replicate real student turns in dialogues. We conduct extensive experiments on a

real-world dataset with 2,000 dialogues between human tutors and students. Using

both automated metrics and human evaluations, we �nd that: (various styles of)

prompting often fail to capture most dimensions of student behavior, SFT signi�cantly

improves the alignment of generated student utterances with these dimensions, and

RL leads to further improvements. We further show that our automated metrics
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show strong agreement with human experts. We make our code and data annotations

publicly available1 to facilitate the further development of simulated student models.

5.2 Related Work

5.2.1 Student Simulation in Dialogues

Many recent works have explored LLM-based student simulation in educational

dialogues, mainly using prompting and conditioning on student personas. MathDial

introduces a dialogue dataset with LLM-simulated students exhibiting speci�c miscon-

ceptions [152], while other work uses zero-shot prompting to generate student responses

for the purpose of downstream tutor training [64]. Several works simulate students by

conditioning LLMs on cognitive states, misconceptions, and prior knowledge, enabling

diverse simulated interactions with tutoring agents [137, 237, 238]. Other works use

LLMs to simulate student learning curves and realistic misconceptions [100, 211],

behavior that corresponds to di�erent demographic, behavioral, or personality traits

[157, 143, 131], and goals and learning trajectories [212]. One recent work leverages

a multi-agent LLM pipeline to re�ne cognitive and linguistic properties of student

responses, and performs DPO on resulting data [43]. Another work leverages machine

unlearning to remove knowledge of speci�c concepts from LLMs in order to study how

they relearn these concepts through dialogue tutoring [220]. Finally, recent works have

also used SFT to create simulated students, �nding that this approach signi�cantly

improves authenticity [193, 43]. In general, dialogue-based simulated students are

typically developed for the purpose of generating data for training and evaluating LLM

tutoring agents [64, 208, 238], or creating training environments for human tutors

[186, 157].

1https://github.com/umass-ml4ed/sim-student-eval
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However, these works tend to focus on simulating entire dialogues that are not

grounded in real student data. In contrast, our work focuses on predicting student

utterances at the turn-level, which we validate by comparing against real student

data. While some prior works explicitly predict turn-level knowledge and correctness

of student turns [205, 96], they do not predict the full text of student utterances,

therefore missing many other aspects of student behavior.

5.2.2 Evaluating Simulated Students

Despite growing interest in student simulation, hardly any existing work thoroughly

evaluate the quality of simulated student methods and how closely do they resemble

real human students. A recent survey identi�es a lack of validation in many works,

and proposes a �Turing-like test� to capture realism [107]. A recent work uses an

LLM-conducted Turing test to measure simulated student realism, although it remains

to be seen if LLMs can identify simulated students as well as humans, or if the results

of the test are correlated with more reliable measures of simulation realism [65]. A

concurrent work identi�es the �competence paradox�, where LLMs are tasked with

simulating learners that are intrinsically less knowledgeable, and argues that simulated

students should be constrained by de�nitions of student behavior and knowledge

[261]. Another recent work conducts a comprehensive analysis of simulated student

realism, where expert teachers interact with simulated students, and identi�es a wide

range of behavioral dimensions that indicate realism and reveal weaknesses in current

approaches [158]. The identi�ed realism indicators include error patterns, consistency

in knowledge acquisition, question-asking behavior, and linguistic patterns. However,

all of these indicators are evaluated using human experts, leaving the question of how

to automatically evaluate simulated students unanswered.

A common automated evaluation approach is measuring the consistency between

simulated outputs and the personas they were generated on, typically via LLM-as-a-
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judge, used both in education [143, 250, 131] and other domains [4, 119, 111]. However,

these evaluations assume access to a ground-truth persona and are often conducted in

fully synthetic settings. Alternative approaches use human-evaluated realism scales

[152, 158, 43], alignment between simulated performance and conditioned cognitive

states [206, 237, 31], accurately predicting correctness [205], and textual similarity

between real and simulated student solutions [204, 66]. Finally, several works measure

population-level statistics of simulated student properties, such as temporal error

rates [244] or length and frequency of student turns [193, 274], and compare against

statistics measured on real student interactions.

Our evaluation metrics build on many of the ideas used in these prior works. By

comparing simulated turns to ground-truth ones, we e�ectively measure the consistency

of the simulated student. We explicitly model many of the aspects identi�ed as

important in prior works, including correctness, errors, knowledge, behavior (through

dialogue acts), and similarity to real student utterances (through cosine similarity and

ROUGE-L). Additionally, our work is the �rst to establish a framework for reference-

based evaluation of simulated students in dialogues, complementing prior works that

focus on fully synthetic dialogue generation and others that focus on reference-based

evaluations in non-dialogue settings.

5.2.3 Student Simulation in Other Settings

Beyond dialogues, student simulation has been studied in problem-solving and

assessment settings. A large body of work has studied student �misconceptions�,

particularly in math, typically �ne-tuning LLMs to reliably predict errors that students

will make when solving problems [203, 76, 221, 202, 59]. Other works have �ne-tuned

or prompted LLMs to simulate student responses to exam questions, often for the

purpose of evaluating question properties such as di�culty [31, 206, 172, 97, 88, 87, 148].

Another recent area of interest is studying student behavior in programming settings,
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typically by �ne-tuning LLMs on real or simulated student traces [204] and conditioning

on student knowledge states [66]. Earlier non-LLM approaches modeled student

problem-solving behavior and adaptation to tutor feedback in math learning platforms

[159], with a focus on modeling the cognitive states of students [12].

5.3 Methodology

We now detail our notations, methodology for simulating students in dialogues, and

evaluating the faithfulness of these simulations. A dialogued = ( s0; t1; s1; : : : ; tM ; sM )

is de�ned as an alternating sequence of student turns,si , and tutor turns, t i , where

M is the number of turn pairs in the dialogue;s0 is present if the student initiates

the dialogue, andsM is present if the student ends the dialogue. For a dataset ofN

real tutor-student dialogues,D, dn denotes then-th dialogue. We refer to the textual

content of a turn as an �utterance�. Dialogues are often grounded in a question,q,

that the student is attempting and the tutor is guiding them through. In these cases,

the question is associated with a set of knowledge components (KCs),C, i.e., skills

that the student must possess to answer the question correctly.

5.3.1 LLM-based Student Simulation

We simulate realistic student behavior by using an LLM,M S, to generate a pre-

dicted student utterance,ŝi , at each turn i in the dialogue, conditioned on the current

dialogue history and any other relevant context. Formally, this process is summarized

as ŝi � M S(sjs<i ; t �i ; q; P). P represents a prompt, which includes instructions on

simulating student behavior, but can also include additional context on the student,

such as a persona, if available.M S can be a pre-trained LLM, but can also be �ne-

tuned using SFT on a dataset of existing student utterances, minimizing the negative

log likelihood of student utterances, i.e.,L = �
P N

n=0

P M
i=0 log M S(sn

i jsn
<i ; tn

�i ; qn ; Pn ).
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Figure 5.1: Overview of the seven evaluation metrics for simulated student turn
evaluation, with a real paraphrased tutor�student dialogue serving as the reference.
In this example, the ground-truth student turn and the simulated turn have the same
dialogue act Math Answer; however, the target turn is incorrect while the simulated
turn is correct.

We can further re�ne M S using RL in order to optimize for speci�c properties of

student behavior, which we detail later.

5.3.2 Evaluating Simulated Student Turns

We ground our evaluation metrics in several high-level measurable properties of

student utterances across six dimensions. These metrics cover important aspects of

students, such as behavior, knowledge, and language use, that enable us to make

meaningful comparisons between real and simulated students. Several of the metrics

rely on ground-truth labels for real student turns; we use LLM annotation to provide

these labels, via GPT-4.1 [179]. We show the agreement between the labels and human

experts in Table 5.7. Finally, several metrics require �ne-tuned LMs, as detailed below.

5.3.2.1 Dialogue Acts

Our �rst student behavior measure is dialogue acts, a widely studied approach

for classifying actions taken in dialogues. We develop a list of �ve student dialogue

acts in Table 5.1, rooted in prior work [234, 92, 163]. We de�ne ai as the act that the

student takes in turn si and âi as the act in the simulated student turnŝi . We de�ne
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the similarity to be binary-valued, i.e., 1 if ai = âi and 0 otherwise. We prompt an

LLM to provide the ground-truth act labels. To reduce the costs of our evaluation

metric, we then �ne-tune a local LLM, M act , to classify dialogue acts, trained on the

ground-truth act labels. At evaluation time, we use this model to classify the acts of

simulated student turns, i.e., âi � M act(ajŝi ; s<i ; t �i ).

Dialogue Act Description

Math Answer When the tutor asks a math content-related question, the
student attempts to answer that question.

Not Understanding The student simply indicates that they do not know the
answer to a question or do not understand a concept.

Seek Information The student seeks more information regarding the math
problem or topic, for example, by asking a clarifying or
conceptual question.

O�-Topic The student utterance is unrelated to the problem or math
topic, including greetings, goodbyes, and other casual conver-
sation.

Acknowledge The student simply acknowledges what the tutor said in the
previous turn.

Table 5.1: Dialogue acts that students can make at any turn in a dialogue.

We show our dialogue act de�nitions in Table 5.1. To derive our set of acts, we

started with de�nitions from prior work [ 234, 92, 163] and then re�ned them to �t our

setting of one-on-one math tutoring and to retain a level of granularity that balanced

low ambiguity and high behavioral descriptiveness. We then internally labeled acts

and compared with LLM labels. Afterward, we further re�ned our de�nitions to

address areas of disagreement and confusion. For example, we originally included an

�Other� act, but found that we could achieve better labeling accuracy by explicitly

labeling each utterance's act. We also originally included distinct acts for correct and

incorrect math answers, but collapsed those to avoid overlapping with the correctness

metric.
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5.3.2.2 Correctness

Another important aspect of student behavior is whether they are responding

correctly to questions (or tasks) raised by the tutor during the dialogue, who often

�sca�old� problem solving by asking small sub-questions [19]. Concretely, we de�ne

yi as the correctness ofsi ; yi = 1 if si is a correct response to the question in the

tutor turn t i , and yi = 0 if it is an incorrect response. Additionally, yi = na if

the tutor does not ask a question int i ; these turns include o�-topic ones or simple

utterances that keep the dialogue �owing. Similarly,ŷi indicates the correctness of

the simulated student turn, ŝi . When yi 6= na, we consider the correctness similarity

to be 1 if yi = ŷi and 0 otherwise. Whenyi = na, we do not measure correctness

similarity. We use an LLM to provide ground-truth correctness labels. We �nd that

classifying correctness by �ne-tuning an LLM is much more challenging than doing so

for dialogue acts. Instead, we prompt a reasoning-based LLM, GPT-5 mini [180], with

low reasoning e�ort, to evaluate the correctness of simulated student turns, including

the ground-truth turn as reference.

5.3.2.3 Errors

In addition to correctness, it is also important to understand the errors that

students make when they give incorrect answers [113]. We de�ne ei as the error in

the ground-truth student turn and êi as the error in the simulated student turn. If

the ground-truth turn has an error, we set the error similarity to 1 ifei = êi and 0

otherwise. We do not evaluate similarity if the ground-truth turn is not incorrect. In

practice, we only need to test error equivalence, avoiding the challenge of classifying

errors. Therefore, we prompt GPT-5 mini to determine if two turns have the same

error. We perform correctness and error evaluation in a single prompt to reduce costs.
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5.3.2.4 Knowledge Acquisition

In order for simulated students to be useful for modeling learning outcomes, they

need to follow knowledge acquisition patterns that are similar to real students [244]. We

formalize knowledge acquisition using knowledge tracing (KT) [56], where knowledge

is represented as mastery of KCs. Following [205], a framework for KT in tutoring

dialogues, we use an LLM-based model to predict student correctness in subsequent

turns. Formally, we de�ne Ci � C as the set of KCs relevant to the tutor turn t i ,

which we identify using LLM prompting.

Using these KC labels and the correctness labels, as detailed above, we train a model,

M KT , to estimate a student's current knowledge state, which represents the student's

current mastery over all KCs inC. We achieve this by training the model to predict

if the student will correctly answer the next tutor-posed task correctly, conditioned

on the dialogue so far. Formally, the estimated probability of a correct answer

is 1
jC i+1 j

P jC i+1 j
k=1 zi+1;k , where zi+1;k = M KT (ci+1;k js�i ; t �i ) represents the student's

estimated mastery of the KC ci+1;k .

To measure the acquisition of knowledge, we de�nerZ i = fz i;1 � z i�1;1 ; : : : ; zi;jCj �

zi�1;jCj g, i.e., how much the student's mastery changes for each KC since the last

turn. We similarly compute the change in knowledge for the simulated student turn,

r Ẑ i = fẑ i;1 � z i�1;1 ; : : : ; ẑi;jCj � z i�1;jCj g, whereẑi+1;k = M KT (ci+1;k jŝi ; s<i ; t �i ). Since

the range of these values can be highly dependent onM KT and the data it is trained

on, we compare the quantile buckets of mastery deltas rather than the raw values

themselves. Speci�cally, we compute 5 equal sized mass-based quantile bins for all

rZ i , where quant(z) 2 f 0; : : : ; 4g returns the quantile index. We then de�ne the

similarity between rZ i and r Ẑ i as 1�
P jCj

k=1
j quant(rZ i;k )�quant(r Ẑ i;k )j

4jCj 2 [0; 1], i.e., the

inverted average distance between the delta quantiles. We provide a step-by-step

computation of knowledge acquisition similarity in Table 5.10 to illustrate the intuition

for this metric.
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5.3.2.5 Linguistics

Prior works have found that LLM-based simulated students often fail to reproduce

basic linguistic patterns of real students [158]. Therefore, we employ existing text-

based similarity metrics, speci�cally the cosine similarity between the text embeddings

of the simulated and ground-truth utterances, which measures their semantic similarity,

and ROUGE-L [135], which measures word-level recall. Both of these measures capture

many aspects of linguistic patterns in student utterances, such as speci�c word use,

utterance length, and sentiment. We use theQwen3-Embedding-8Bmodel [273] in the

cosine similarity calculation.

5.3.2.6 Inducing Tutor Responses

Finally, we measure how well student turns �t into the natural progression of a

dialogue. We can examine if the simulated student response is likely to induce the

actual response from the tutor, assuming that the tutor would respond similarly if the

predicted student utterance is similar to the actual one. Therefore, we leverage the

likelihood of the ground-truth, next tutor turn conditioned on the simulated student

utterance in this turn. We �ne-tune an LLM tutor model, M T , with SFT on the

ground-truth tutor utterances and calculate the inverse perplexity of the tutor turn.

Formally, this metric is de�ned as exp
�

� 1
jt i+1 j log PM T (t i+1 jŝi ; s<i ; t �i )

�
.

5.3.3 Tuning with RL

Given these automated evaluation metrics, we can create a reward function to

provide real-time feedback on simulated student responses to improve them via RL.

Speci�cally, we take the average of all metrics to form our �nal reward, which is

possible, since all metrics are in the [0; 1] range; this simple aggregation can form

a Pareto-optimal policy on convex Pareto fronts [136], and we leave more complex

aggregations for future work. In this work, we use o�ine RL rather than online

algorithms to reduce computational burden.
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We use a simple four-stage pipeline for o�ine RL training: we 1) generaten

candidate student responses for each dialogue turn in the train set using an SFT-ed

student model, 2) evaluate each candidate student response on each of our evaluation

metrics, 3) form preference pairs between all possible pairs of then candidate responses

for each turn, where a response is preferred if it has a higher average score across

metrics, and 4) train the student model on the resulting preference pairs using direct

preference optimization (DPO) [197]. In practice, we employ two techniques for

eliminating noisy preference pairs. First, following [206], we only form a pair if the

score di�erence is greater than a threshold,� . Second, we do not train on any of the

�rst 5 turns in a dialogue, since we �nd that student behavior is highly uncertain

early in dialogues, resulting in noisy reward signals.

We note that the purpose of our RL pipeline is to explore the potential of leveraging

our metrics to improve simulated student realism. However, we caution that training

on LLM-evaluated metrics can lead to reward hacking, where the trained model

can learn to over�t to errors in the evaluations, potentially causing them to become

unreliable. For this reason, we encourage future works to carry out expert human

evaluation in situations when evaluation metrics are leveraged during training.

5.4 Experiments

We now detail our experimental setup to 1) benchmark a variety of student

simulation methods on a real-world dataset and 2) validate our automated evaluation

metrics using human evaluation.

5.4.1 Dataset

We conduct our experiments on Question-Anchored Tutoring Dialogues 2k [265],

the largest publicly-available dataset of real student-tutor dialogues from the [69]

learning platform. Each dialogue centers around a middle school student solving a
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math multiple-choice problem, where a trained tutor guides the student through the

process via online chat. Problems span a wide range of topics, including Algebra,

Geometry, and Number Sense. After processing, the dataset contains 1,529/382

dialogues in the pre-de�ned train/test split, respectively. We further split the train set

into a train/validation set with 1,147/382 dialogues, respectively. We train all models

on the train set, use the validation set for hyperparameter tuning, and show results

on the test set.

The dataset is completely anonymized, and as a result there is no demographic

information available on individual students or tutors. All students are from the

United Kingdom. The dataset is licensed using cc-by-nc-sa 4.0, and we release our

annotations under the same license.

Dialogues are 23.42 turns long on average across student and tutor turns, with a

minimum length of 10 and a maximum of 109. Dialogues can be initiated by tutors

or students, with 82.63% of dialogues initiated by tutors. Student/tutor turns are

4.11/14.84 words long on average, respectively, with both containing a mixture of

English, numbers, mathematical symbols, and emojis. We show the distribution of

act labels in Figure 5.2 and the distribution of correctness labels in Figure 5.3.

Since solutions are not provided in the dataset, we use GPT-4.1 to annotate each

question with the correct answer, a textual solution, and an explanation for each

multiple-choice option. We also ask the model to identify if the question is solvable,

since several questions are associated with images that were not properly translated

to text or contain other data processing issues. We exclude such unsolvable questions

from the dataset, resulting in 60 dialogues (3% of the total) being removed.

Each dialogue is associated with a set of �subjects�, which we use to form the set

of knowledge components (KCs)C for our knowledge acquisition metric. We only

use the most granular level of subject de�nitions (level 3 in the dataset). We also

include an additional �Default� KC for each dialogue that the LLM can assign to turns
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that may not fall into the given subjects. Not including Default, there are 157 unique

subjects in the dataset, with each dialogue being associated with an average of 4.57

subjects.

In rare cases, GPT-4.1 fails to annotate dialogues with acts or correctness. Act

annotation failures occur 2/1/1 times in the train/validation/test splits, respectively,

and correctness annotation failures occur 1/2/2 times in the train/validation/test

splits, respectively. In these cases, we simply do not include turns in failed dialogues

when computing metrics that rely on the ground-truth labels, at both train and test

time.

5.4.2 Simulated Student Benchmarks

We now detail the methods that we benchmark for the student simulation task,

including �ne-tuning and prompting approaches.

5.4.2.1 Fine-Tuning

We use bothLlama-3.1-8B-Instruct and Llama-3.2-3B-Instruct [85] to ex-

amine the impact of model size, and train all models using LoRA [93]. We perform

standard SFT on all student turns in the train set, as detailed above in Section 5.3.1.

We then further perform DPO training as detailed above in Section 5.3.3.

5.4.2.2 Prompting

One of the most common approaches for simulating students is to prompt pre-

trained LLMs to behave like real students. Therefore, we test a variety of prompting

approaches to see how they compare to �ne-tuning. Unless otherwise speci�ed, we

prompt GPT-4.1 for each of the following methods. We provide an example persona,

summary, and dialogue retrieval in Table 5.11.
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5.4.2.2.1 Zero-Shot We simply instruct the LLM to behave like a real student

with a few simple guidelines for student behavior, adapting the prompt from [64] with

minimal changes.

5.4.2.2.2 OCEAN Persona In prompting, we can provide a persona to the LLM,

instructing it to behave like a student while following the traits described in the persona

[87]. We use OCEAN (i.e., �Big Five�) personas [161], which are commonly used in

human user simulation [143, 111]. Speci�cally, we �rst prompt an LLM to estimate

each of the �ve OCEAN traits as �low�, �neutral�, or �high� given the full, ground-truth

dialogue. We then provide this estimated persona in the simulated student prompt.

We note that this approach does leak information from the ground-truth. If prior

student dialogues are available, we can use them to estimate the persona; however,

they are not available in the dataset we are using.

5.4.2.2.3 Oracle As an upper bound for prompting-based methods, we investigate

how well prompted models can simulate student behavior given a summary of the

current dialogue. Speci�cally, we �rst have an LLM summarize the student's behavior

in the dialogue, including OCEAN traits and learning patterns. We then provide this

summary in the simulated student prompt, revealing the student's behavior ahead of

time.

5.4.2.2.4 In-Context Learning (ICL) We also test ICL where an example

dialogue is given in the prompt. Adopting the approach in [125], we use dia-

logue summaries to retrieve examples. We �rst encode the Oracle summaries using

Qwen3-Embedding-8Band then select the dialogue in the training set whose summary

is closest to the summary of the current dialogue to be evaluated. Similar to OCEAN,

this approach technically leaks information from the ground-truth and prior dialogues

from the same student should be used, if available.
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5.4.2.2.5 Reasoning Finally, we experiment with a reasoning LLM, GPT-5 mini,

with medium reasoning e�ort. In addition to instructions from the Zero-Shot prompt,

we include descriptions of the evaluation criteria that the response will be judged on,

letting the model reason about how to generate student-like utterances.

5.4.3 Models and Hyperparameters

We usemeta-llama/Llama-3.1-8B-Instruct as the base model for all �ne-tuned

models, except in the experiments that use a smaller student model, where we

usemeta-llama/Llama-3.2-3B-Instruct . We load all models in �oating point 16

precision. For LLM prompting, we use thegpt-4.1-2025-04-14 version of GPT-4.1

and the gpt-5-mini-2025-08-07 version of GPT-5 mini.

We conduct preliminary hyperparameter exploration using the validation set,

optimizing for our automated metrics with the student models. We use the same

hyperparameters, except for epochs (shown in Table 5.2), across all �ne-tuned models.

We train using the AdamW optimizer, with learning rate = 5 � 10�5 with a linear

warmup for 10% of training steps, e�ective batch size = 64 via gradient accumulation,

weight decay = 1� 10�2 , and gradient norm clipping = 1:0. We set LoRA's rankr

= 32, � = 64, and dropout = 0:05, with rank stabilization [104] and adapters on all

internal weight matrices. For DPO, we set the learning rate to 5� 10�6 , � = 0:1, the

number of candidate student utterances per turn ton = 4, and the reward threshold

to � = 0:1. For DPO, we only train on a random 20% of the dialogues in the train set

for one epoch to reduce costs, and �nd performance to be similar to when training on

the full set. In total, we form 4,998/4,703 pairs for 8B/3B DPO training, respectively.

For all methods, we exclude all prompts longer than 6,000 characters at train-time to

avoid memory issues.

At test-time, for all non-reasoning models, we use greedy decoding and set the

maximum number of generated tokens to 400; for reasoning models, we use a tem-

101



perature of 1:0 and 15,000 maximum generated tokens. For data annotation, we use

4,000 maximum generated tokens.

In Table 5.2, we report the validation loss, task-speci�c validation performance,

and training/testing runtimes for each �ne-tuned model used in our work. We do not

include model loading in testing time, since it is a constant cost, and do not include

training data evaluation in DPO training time since it is relative to the testing time

of other models. We run all experiments on NVIDIA L40S and A40 GPUs, with each

experiment running on a single GPU.

Model Epochs Val. Loss Val. Perf. Train Time Test Time

Student Models

Student SFT (3B) 3 1.9765 � 12 1
Student DPO (3B) 1 0.6458 � 56 1
Student SFT (8B) 3 1.8761 � 19 1
Student DPO (8B) 1 0.6426 � 81 1

Metric Support Models

Acts (8B) 2 0.0703 0.9219 150 1
Correctness (8B) 1 0.1165 0.9164 76 1
Knowledge (8B) 3 0.6338 0.6557 128 5
Tutor (8B) 3 1.4802 � 20 2

Table 5.2: Training statistics for all �ne-tuned models. Train and test time are
reported in minutes. The validation performance (Val. Perf.) metric is accuracy for
Acts and Correctness and AUC for Knowledge.

For the acts and correctness models, we train using a simple SFT objective where

the output is the text of the corresponding label, and use greedy decoding for inference.

We clarify that the correctness model is only used for the analysis in Figure 5.3, and

not the correctness metric which uses LLM prompting. We implement our KT model

using the LLMKT implementation from [205]. Additionally, we condition the KT

model on estimated OCEAN personas, as detailed in Section 5.4.2, which increases

AUC signi�cantly from 0.5940 to 0.6557. We note that this modi�cation does not

leak information to the student model at test-time since the KT model is only used
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for evaluation. We also acknowledge that the performance of the KT model may

appear low; however, it is a di�cult task since correctness is being predicted without

observing the question the tutor asks. Furthermore, the goal of the KT model is to

learn a correlation between utterances and future correctness, forming a complement

to the correctness metric that compares correctness for the current turn.

5.4.4 Evaluation Metrics

We use seven total metrics to evaluate simulated student dialogue turns, as discussed

in Section 5.3.2: Acts for dialogue acts, Corr. and Errors for the correctness and

errors in student utterances, Knowledge for knowledge acquisition patterns, Cos.

Sim. (cosine similarity) and ROUGE-L for linguistic patterns, and Tutor Resp.

for the likelihood of inducing tutor responses.

Method Acts Corr. Errors Knowledge Cos. Sim. ROUGE-L Tutor Resp.

Fine-Tuning Methods

SFT (Llama 3.2 3B) 0.6645 0.5557 0.0815 0.8726 0.7331 0.3058 0.2033
DPO (Llama 3.2 3B) 0.6762 0.5748 0.0584 0.8745 0.7345 0.3109 0.2037

SFT (Llama 3.1 8B) 0.6671 0.5670 0.0661 0.8766 0.7383 0.3212 0.2038
DPO (Llama 3.1 8B) 0.6840 0.5761 0.0529 0.8787 0.7390 0.3212 0.2039

Prompting Methods

Zero-Shot (GPT 4.1) 0.4998 0.5926 0.0220 0.8078 0.5460 0.1648 0.1911
OCEAN (GPT 4.1) 0.5268 0.6039 0.0308 0.8135 0.5739 0.1772 0.1942
ICL (GPT 4.1) 0.5085 0.5991 0.0319 0.8138 0.5919 0.1939 0.1914
Reasoning (GPT 5 Mini) 0.5755 0.5870 0.0088 0.8395 0.5992 0.2170 0.1909

Oracle (GPT 4.1) 0.5097 0.6755 0.1872 0.8063 0.6032 0.2109 0.1942

Table 5.3: Results on turn-level student utterance prediction. Prompting-based
methods perform well on correctness, while �ne-tuned methods perform well on acts,
knowledge, linguistic similarity, and tutor responses. All methods, other than Oracle,
perform poorly on error prediction. Best method is bolded and second best is
underlined.

5.4.5 Human Evaluation

To gauge the validity of our dialogue turn-level student simulation performance

metrics, we conduct an IRB-approved human evaluation with three evaluators experi-
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enced in math teaching or tutoring, recruited from Upwork2. We hired four annotators

and excluded the data from one due to consistently low-quality submissions. All

annotators were paid $60 USD for 2 hours of work, which is signi�cantly higher than

the minimum wage in the United States. Instructions were provided in the form of

slides, with separate slides corresponding to each annotation table, including Table 5.1,

Table 5.4, and Table 5.5, as well as screenshots of the annotation environment. In

total, we collected annotations on 190 turns across 38 dialogues, with 20 turns shared

across two evaluators for inter-rater agreement.

For each dialogue, an evaluator examines �ve consecutive student turns in a

dialogue, �rst for ground-truth responses and then for simulated ones. We include

simulated responses from DPO trained on the 8B model, Zero-Shot, and Oracle, which

cover a wide range of performance levels across the metrics. We inform the evaluator

whether a turn is ground-truth, and randomly shu�e the order of simulated turns

to not reveal which method produced which response. We collect annotations after

the �fth turn in each dialogue to provide su�cient context. For both ground-truth

and simulated turns, we ask evaluators to label the dialogue act and correctness. For

simulated turns that they label as incorrect, we also ask them to evaluate if they have

the same error as the corresponding ground-truth turn. Finally, for simulated turns,

we ask evaluators to rate linguistic similarity to the ground-truth on a 5-point Likert

scale. We compute 1) the human-evaluated scores for acts, correctness, errors and

linguistic similarity, 2) agreement between these four categories and the corresponding

automated metrics, 3) agreement between human labels and LLM-assigned labels for

acts and correctness on ground-truth turns, and 4) agreement between evaluators on

the shared set of turns.

2https://www.upwork.com/
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Correctness Description

Yes Student correctly responds to the previous tutor turn.
No Student incorrectly responds to the previous tutor turn, or

indicates they do not know the answer.
N/A All other cases, such as when the tutor does not ask a question

or only asks a conversational question, or if the student
response is purely conversational. A turn is conversational
when it does not address a mathematical task posed by the
tutor.

Table 5.4: Correctness, Did the student answer correctly?

Rating Similarity Description

1 Not linguistically similar Completely di�erent wording, structure, or
response type.

2 Slightly linguistically similar Very limited overlap (e.g., both contain a
number or keyword), but overall expression
is di�erent.

3 Moderately linguistically similar Same general type of response, but notice-
able di�erences in wording, structure, or
detail.

4 Highly linguistically similar Very similar wording and structure, with
minor di�erences.

5 Nearly identical linguistically Almost the same wording, structure, and
level of detail.

Table 5.5: Linguistic Similarity, Ignoring correctness, how linguistically similar is the
simulated turn to the actual turn in wording and structure?
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5.5 Results

We now detail our experimental results, including quantitative results through au-

tomated and human evaluation, a qualitative analysis of simulated student utterances,

and �nally an ablation study.

5.5.1 Quantitative Results

Table 5.3 shows quantitative results for turn-level student simulation. We see

that �ne-tuning methods generally outperform prompting methods, with signi�cant

improvements on the Acts, Knowledge, Cos. Sim., ROUGE-L, and Tutor Resp. metrics.

They also perform better on Errors, with the exception of Oracle, which contains

leaked information on exact errors made by students in its prompt. While prompting

methods perform better on the correctness metric, this can be attributed to mostly

generating correct responses, the majority class, as seen in Figure 5.3. These trends

indicate that while LLM prompting can anticipate some high-level behavior of the

student, �ne-tuning is required to capture more nuanced details.

Di�erent prompting-based methods have clearly di�erent strengths and weaknesses.

As expected, Zero-Shot performs the worst, showing the importance of context in the

prompt. Between OCEAN and ICL, OCEAN performs better on Acts, which can

be explained by the OCEAN persona containing high-level behavioral traits for the

student. ICL performs better on linguistic metrics, which can be explained by the

model re�ecting student language patterns in the example dialogues. The Reasoning

method performs signi�cantly better than other prompting approaches on several

metrics, including Acts, Knowledge, and ROUGE-L. This result shows that reasoning

clearly helps, although less so than �ne-tuning. Finally, while Oracle outperforms all

other methods on Correctness and Errors due to information leakage in the summaries,

it does not perform very well on other metrics. This result shows that LLM prompting
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is highly limited for student simulation; even with a �cheat sheet� in the prompt, the

model cannot outperform much smaller, �ne-tuned models on most metrics.

Perhaps surprisingly, we �nd that DPO only slightly outperforms SFT on all

metrics, with even slightly worse performance on Errors, which is possibly due to a

sparse reward signal: since candidate turns are sampled from the SFT model, which

does not perform well on errors either, there are not enough positive samples in

the data for RL training. Similarly, we �nd that the larger 8B model outperforms

the smaller 3B model by small but consistent margins on all metrics except errors.

We postulate that this result is due to the inherent di�culty of predicting what

students will do next, especially in open-ended settings like dialogues. More advanced

techniques, such as reasoning, online RL, or data augmentation, may be needed to

further improve the performance of RL, which are possible directions for future work.

5.5.2 Human Evaluation

Table 5.6 shows the performance of di�erent simulated student methods using

human-evaluated proxies of our evaluation metrics. Mostly, results match the patterns

on automated metrics: DPO performs best on Acts and Linguistic, while Oracle

performs best on Correctness and Errors. Across Acts, Correctness, and Errors, the

values tend to be higher than on automated metrics, though this result is likely due

to human evaluation being performed on later dialogue turns; earlier turns are more

challenging, as seen in Figure 5.4. DPO also performs slightly better than Zero-Shot

on Correctness, whereas on the automated metrics it is slightly worse. The likely cause

is that annotators are more likely to label Zero-Shot responses asna, possibly due to

their verbosity. Overall, these results con�rm that �ne-tuning leads to more realistic

student simulations than prompting, although having an Oracle in the prompt helps.

However, we note that even the best-performing methods are poor, although it is

currently unclear what the theoretical upper bound for performance on our metrics is
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(the upper bound should be less than 1 on each metric due to inherent randomness in

student behavior). Therefore, it is important to study more advanced techniques for

realistically simulating students and predicting student behavior in future work.

5.5.2.1 Metric and Label Agreement

Table 5.7 shows agreement-based reliability results for automated evaluation, LLM

annotation, and human evaluation. For Acts, Correctness, and Errors, we report

Cohen's Kappa, and for Linguistic, we report Pearson's correlation coe�cient. The

agreement between human-assigned scores and our automated metrics is very high

across labels, indicating that our automated metrics give a reliable measure of student

simulation quality. The Errors agreement is slightly lower because 1) it is only

computed on incorrect turns, resulting in a smaller sample size, and 2) labels are

highly imbalanced, with most simulated turns not making the same error as the

ground-truth turn. There is also substantial agreement on the ground-truth turns

between human-assigned labels and LLM-assigned labels for Acts and Correctness,

showing that our prompting-based method for this annotation is reliable. Finally, we

�nd that inter-rater agreement is very high for Correctness, Errors, and Linguistic.

The moderate agreement for acts is primarily due to a single label, Math Answer,

being selected much more frequently than the other labels (71- 83% across annotators).

Method Acts Corr. Errors Linguistic

DPO 0.7905 0.6377 0.0612 0.5405
Zero-Shot 0.6143 0.6087 0.0408 0.3155
Oracle 0.6476 0.7101 0.2449 0.4071

Table 5.6: Human evaluation results, where trends roughly match those on automated
metrics.
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Pairing Acts Corr. Errors Linguistic

Hum.-Metric 0.7337 0.6891 0.6127 0.7397
Hum.-Anno. 0.7993 0.7219 � �

Hum.-Hum. 0.4978 0.7187 0.6154 0.6910

Table 5.7: Agreement between human evaluators and automated metrics, human
evaluators and LLM-assigned annotations, and inter-rater agreement.

5.5.3 Qualitative Analysis

We perform a qualitative analysis of model outputs to understand the strengths

and weaknesses of each simulated student method. We show example simulated

utterances from each method in Table 5.9, along with scores on each metric. We

show the distributions of dialogue acts and correctness for each method in Figures 5.2

and 5.3, respectively. We also break down the performance of each method over turns

as the dialogue progresses in Figure 5.4.

Generally, there are clear di�erences between �ne-tuning and prompting methods.

First, we �nd that �ne-tuned models match the linguistic style of real students much

more closely. They produce much shorter outputs than prompting methods (2.28

words on average for DPO 8B vs. 10.89 for ICL and 4.11 for real students), echoing the

�ndings in [ 193]. Prompting methods also consistently use typical LLM-like language

features such as formal grammar and punctuation; for example, when a tutor asks �I'll

leave you to enter your answer now if you're happy with this?�, the Reasoning method

generates �Yes, thanks � I'll enter D.�, while SFT generates �yes thank you� and the

real student simply writes �yes�. Beyond these surface-level features, we �nd that �ne-

tuned responses follow act and correctness distributions that are much more similar

to real students; prompting methods overestimate the rate of Seek Information and

correct responses, and underestimate the rate of conversational acts, like Acknowledge

and O�-Topic. While all methods perform poorly early in dialogues due to limited

109



context, prompting methods su�er much more, while �ne-tuning methods perform

better by leveraging what they learned from real dialogues through training.

However, there are several limitations to the �ne-tuning methods as well. First, they

tend to write very short responses, and rarely add in typos or excessive punctuation

that are found in real student responses. Moreover, all methods struggle to adapt to

individual student behavior. For example, some students give very brief responses,

some are very verbose, and some convey a consistent sense of helplessness; however,

model response patterns tend to be uniform across students, conveying a lack of

diversity. Future work can seek to address these challenges by encouraging diverse

outputs in training, or by conditioning on prior dialogues or student personas if they

are available, to better capture the nuance in student utterances.

In addition to generating overly short responses, �ne-tuned methods also signi�-

cantly underestimate the Seek Information act, and are less likely than real students

to ask questions, identi�ed as common behavioral inconsistencies in LLMs [158]. We

hypothesize that these di�erences may be due to using greedy decoding for generation;

since a majority of real student responses are three or less words long (62%), the most

likely response at any point in time will likely be very short. The under-representation

of Seek Information further indicates that the models have not learned the nuances of

when to use rare linguistic features or generate longer responses that are associated

with the act. While random sampling can produce longer and more diverse responses,

we found that it leads to signi�cantly reduced performance in preliminary experiments.

These �ndings indicate that more advanced training or decoding techniques, such as

overgenerate-and-rank or MCTS, may be required to obtain longer and more complex

responses while maintaining accuracy on realism metrics.
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Reward Acts Corr. Errors Knowledge Cos. Sim. ROUGE-L Tutor Resp.

SFT 0.6795 0.5546 0.0506 0.8723 0.7417 0.3155 0.2102
Average 0.6962 0.5699 0.0562 0.8691 0.7433 0.3181 0.2104

Acts 0.6949 0.5677 0.0506 0.8695 0.7389 0.3111 0.2101
Corr. 0.6692 0.5852 0.0506 0.8652 0.7275 0.3129 0.2081
Errors 0.6795 0.5524 0.0562 0.8708 0.7406 0.3122 0.2105
Knowledge 0.6846 0.5437 0.0730 0.8756 0.7486 0.3147 0.2124
Cos. Sim. 0.6731 0.5371 0.0730 0.8713 0.7453 0.2957 0.2116
Tutor Resp. 0.6897 0.5349 0.0618 0.8763 0.7447 0.3137 0.2113

Table 5.8: Results of reward function ablation study. Most reward functions result in
high performance on the corresponding metric. Best method is bolded and second
best is underlined.

5.5.4 Ablation Study

In order to understand how each metric is related to overall student simulation

quality, we run an ablation where we train DPO with rewards from only one metric at a

time. We useLlama-3.2-3B-Instruct for this experiment and evaluate on a random

20% split of the test data to reduce costs. We show results in Table 5.8. As expected,

we see that training on a metric results in high performance on it. The exception is

Errors, since the reward signal is likely too sparse to enable learning. Interestingly,

training on some metrics induces very high or low performance on completely di�erent

metrics. This result may be attributed to the inherent correlation between some

metrics. For example, training on Knowledge results in the highest performance on

Errors, Cos. Sim., and Tutor Resp., yet leads to low performance on Correctness. On

the contrary, training on Correctness results in very high performance on Correctness

but the lowest performance for most other metrics. While most relationships between

aspects of student behavior are as expected, there are several surprising ones, such as

between knowledge acquisition and correctness. This result re�ects recent �ndings that

training on certain human behavioral data can have unintended e�ects on seemingly

unrelated traits [51]. Finally, we observe that training on the Average reward generally

leads to high performance across metrics, although su�ers on Knowledge, Errors, and
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Tutor Resp. This result suggests that while averaging is a reasonable approach, more

advanced techniques for combining metrics could lead to higher overall performance.

5.5.5 Label Distribution Analysis

Figure 5.2: Distribution of act labels for real students and simulated student methods.

We examine the distribution of both acts and correctness to better understand

the behavior of di�erent student models. Using the full test set, for each student

model, we compute the portion of turns that are classi�ed for each possible act and

correctness label, using �ne-tuned act and correctness classi�ers, respectively. We

compare these to the distribution of acts and correctness for the ground-truth, real

student turns on the test set.

We show the distribution of acts across methods in Figure 5.2. We observe that

while most methods have similar frequencies of Math Answer, the distributions for

other acts vary greatly. Compared to prompting-based methods, the �ne-tuned meth-

ods have rates that are much more similar to the ground-truth for Not Understanding,

Acknowledge, and O�-Topic. However, �ne-tuned methods rarely use the Seek In-

formation act. A possible reason for this is that the �ne-tuned responses tend to be
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Figure 5.3: Distribution of correctness labels for real students and simulated student
methods.

very short, following common linguistic patterns in the data, while Seek Information

turns tend to be longer since they involve asking speci�c questions. On the other

hand, prompting-based methods overly use Seek Information, with lower rates for

Not Understanding, Acknowledge, and O�-topic. This shows that prompting-based

methods are reluctant to generate more conversational turns that are common in stu-

dent dialogues, while overestimating how often students ask questions. The Reasoning

model stands out because it explicitly reasons about what acts to take, but still is less

accurate than the �ne-tuned models.

We show the distribution of correctness across methods in Figure 5.3. We ob-

serve that �ne-tuned methods are much closer to the ground-truth distribution than

prompting methods, with prompting methods more frequently giving correct answers

and less frequently giving answers that do not have a particular correctness (na).

This result explains how prompting-based methods perform better on the correctness

metric, because they are more likely to predict the majority class. However, both

�ne-tuned and prompting-based methods overestimate how often students are correct,
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demonstrating a need for methods to better anticipate when students will give incorrect

answers.

5.5.6 Results by Turn

Figure 5.4: Results across metrics and methods broken down for each turn pair index.

To investigate how challenging di�erent aspects of student simulation are at

di�erent points in dialogues, we examine how well methods perform on each of our

metrics at the turn level. We plot the average at each turn pair index across the test

set. To exclude high variance results, we truncate all dialogues after 15 turn pairs;

83% of dialogues are within this length.

We show the results of this investigation in Figure 5.4. We observe that all metrics

show variability across the turns of a dialogue. Many metrics, such as Acts, Cosine
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Similarity, ROUGE-L, and Tutor Response, are very easy for �ne-tuned methods

on the �rst turn due to most dialogues starting with a simple greeting. Prompting

methods, on the other hand, perform poorly on the �rst turn since they have no prior

turns in context. Correctness and Errors vary greatly on the �rst turn since most �rst

turns have na as their correctness; in the rare cases where the �rst turn is correct or

incorrect, some methods like Oracle correctly predict this, while others are not able

to without context. After the �rst turn, the metrics are mostly stable, with a few

exceptions: Acts are more challenging early on, since it is hard to predict the student's

behavior with limited context. On the contrary, Knowledge Acquisition, becomes more

di�cult between turns 0 and 6, since the problem solving process begins in this range

and it is di�cult to estimate student knowledge with limited context; afterward, as

context increases, so does Knowledge Acquisition performance. Fine-tuned methods

tend to dominate prompting methods across turns, although the di�erence is usually

greater early in the dialogues, since the prompting methods perform much better when

there is more context. We also observe that the Reasoning method dominates other

prompting methods later in the dialogues on Acts, Knowledge Acquisition, Cosine

Similarity, and ROUGE-L, showing that it bene�ts from the added context more than

other methods.

5.5.7 Examples

Question

Alex has two fraction cards. 5
8 � The product of the cards is 1

6 What is
the other card?
A: 19

24
B: 5

48
C: 15

4
D: 4

15
Correct Answer: D

Dialogue Context
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Tutor: Hello again Leo! How can I help?
Student: I'm don't get the fact about missing number questions.
Tutor: Well, we know that 5/8 x ? = 1/6. So we need to rearrange that
to get ? =
Student: Would we do the inverse.
Tutor: What would that be?
Student: 5/8 divided by 1/6?

SFT 3B: 8/5

DPO 3B: 8/5

SFT 8B: 5/8

DPO 8B: 5/8 divided by 1/6

Zero-Shot: So, would I divide 1/6 by 5/8?

OCEAN: Um, so would I divide 1/6 by 5/8? I think that's the inverse, right?

ICL: So like, 1/6 divided by 5/8?

Reasoning: Yes � multiply by the reciprocal. x = (1/6) ö (5/8) = (1/6)*(8/5) = 8/30 = 4/15

Oracle: So, like, the opposite of multiplying? So we would divide 1/6 by 5/8? Is that right?
Tutor: Nearly! We need to divide the left by 5/8 to get ? on its own, so
we must do the same to the right hand side

Next Student Turn Scores
Source Acts

(Label)
Corr.
(Label)

Errors Knowledge
(Quant.)

Cos.
Sim.

ROUGE-
L

Tutor
Resp.

Ground-
Truth

� (MA) � (inc.) � � (4.00) � � �

SFT 3B 1 (MA) 0 (corr.) 0 0.9167 (3.67) 0.5388 0.2500 0.1893
DPO 3B 1 (MA) 0 (corr.) 0 0.9167 (3.67) 0.5388 0.2500 0.1893
SFT 8B 1 (MA) 1 (inc.) 0 0.9167 (3.67) 0.6600 0.5000 0.1818
DPO 8B 1 (MA) 1 (inc.) 1 0.9167 (3.67) 0.9567 1.0000 0.1818
Zero-
Shot

0 (SI) 0 (corr.) 0 0.7500 (3.00) 0.8714 0.2667 0.1818

OCEAN 0 (SI) 0 (corr.) 0 0.9167 (3.67) 0.7874 0.1739 0.1798
ICL 1 (MA) 0 (corr.) 0 0.8333 (3.33) 0.9039 0.2857 0.1720
Reasoning 1 (MA) 0 (corr.) 0 1.0000 (4.00) 0.7960 0.3333 0.1531
Oracle 0 (SI) 0 (corr.) 0 0.7500 (3.00) 0.7498 0.1667 0.1778
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Table 5.9: Qualitative example for a single turn, showing the ground-truth student
response (bordered in green), the simulated responses for that turn from all methods
(bordered in yellow), and corresponding scores across all metrics. The ground-truth
student response is an incorrect math answer (MA) to the previous tutor turn, where
the correct answer would divide in the other direction. Most simulated responses are
classi�ed as MA, while some are classi�ed as Seek Information (SI) due to having a
more questioning tone. All simulated responses except for SFT 8B and DPO 8B are
correct, with SFT 3B and DPO 3B inverting 5/8, most prompting methods inverting
the full equation, and Reasoning giving a complete solution to the problem. While
SFT 8B and DPO 8B are both incorrect, only DPO 8B has the same error as the
ground-truth student response. For knowledge, we show the score and the average
delta quantile across KCs. In this example, knowledge is highly correlated with task
di�culty, re�ecting �ndings in [ 205]. Speci�cally, incorrect or partially correct answers
are likely to lead to easier followup tutor questions due to sca�olding, and are therefore
more likely to be answered correctly by the student. On the other hand, correct
answers are likely to be followed by the tutor posing a new task, which is likely to
be harder than a sca�olded question, leading to a lower likelihood of the student
answering correctly. The knowledge increases for Reasoning because the question is
solved, so no new tasks will be posed. Cos. Sim. and ROUGE-L are highly correlated
with textual overlap. Finally, Tutor Resp. is lower for prompting methods since they
give full solutions, which would be unlikely to lead to the ground-truth tutor response.

Question
A
10 = 9

15 What is the value of A ?
A: 3
B: 4
C: 6
D: 9
Correct Answer: C

Knowledge Components (KCs)

Fractions of an Amount
Mental Addition and Subtraction
Equivalent Fractions
Dividing Fractions
Naming Co-ordinates in 2D
Default

Dialogue Context
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Tutor: Have you tried simplifying 9/15?
Student: yes. 3/5
Tutor: Excellent! Good work!!!! Now how would you get that to a
denominator of 10?
Student: what do you mean. 3/5
Tutor: so in 3/5 you have 5 as the denominator
Student: oh
Tutor: this question needs 10
Student: oh you times the numerator and denominator by 2
Tutor: Exactly!!!!! So what do you think it will become?

Next Student Turn
Source Utterance rZ quant(rZ)

Ground-Truth c [0.0117, 0.0117, -0.0156, 0.0039, 0.0078, -0.0078] [2, 2, 1, 2, 2, 1]
Simulated 6/10 [0.0391, 0.0352, 0.0391, 0.0352, 0.0156, 0.0352] [3, 3, 3, 3, 3, 3]

Delta Quantile Upper Bounds: [-0.0234, 0.0000, 0.0156, 0.0430, 1]

Knowledge Acquisition Similarity

1 � j2�3j+j2�3j+j1�3j+j2�3j+j2�3j+j1�3j
4�6 = 0:6666

Table 5.10: Example decomposition of Knowledge Acquisition similarity for a single
turn. The simulated turn is from DPO 8B. Early turns in the dialogue with greetings
are excluded for brevity. While both answers are correct, the ground-truth simply
gives the �nal answer option, while the simulated turn gives the full fraction associated
with the correct answer. The knowledge tracing model estimates that the student's
knowledge delta for the ground-truth turn is roughly average for all KCs (2 or 1
between 0 and 4), while the knowledge delta for the simulated turn is above average
for all KCs (all 3). This di�erence may be due to the possibility that answering �c�
is simply a lucky guess, whereas answering �6/10� conveys an understanding of the
solution, leading to a higher knowledge estimate. This example demonstrates the need
for a knowledge-based metric, since two turns can have the same correctness but give
di�erent indications of student mastery on concepts.

Question

Arrange the numbers in descending order. �5; �8; 7; �6
A: �8; 7; �6; �5
B: 7; �8; �6; �5
C: �8; �6; �5; 7
D: 7; �5; �6; �8
Correct Answer: D

Question Solution (Generated by GPT-4.1)
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Solution: To arrange the numbers -5, -8, 7, -6 in descending order, we start with the largest
and go to the smallest. 7 is the largest, then -5, then -6, then -8. So the correct order is 7,
-5, -6, -8.
A Explanation: This option lists -8 �rst, which is the smallest number, not the largest. This
is the reverse of the correct order (ascending order for the negatives, but with 7 misplaced).
A student might mistakenly think that more negative numbers are larger.
B Explanation: This option starts with 7, which is correct, but then puts -8 before -6 and -5.
This is incorrect because -8 is the smallest (most negative) number. A student might have
placed 7 �rst but then listed the negatives in the wrong order.
C Explanation: This option lists all the negative numbers �rst in increasing order, then 7 at
the end. This is ascending order, not descending. A student might have confused ascending
and descending order.
D Explanation: This is the correct answer: 7, -5, -6, -8. 7 is the largest, followed by -5, then
-6, then -8.

Dialogue

Tutor: Hi again! Firstly, do you know what descending order is?
Student: YEARH!
Tutor: Go on, what does that mean?
Student: Biggest to smallest
Tutor: Spot on!! From those number which number would be the biggest?
Student: 3. Wich numbers
Tutor: We have -5 -8 7 -6
Student: Ohh -5
Tutor: 7 must be the biggest number as it is the only positive number. Try and imagine
or even draw out a number line, 7 is the only number greater than 0. So from our answer
options we can narrow it down do B or D as they both start with 7. Does that make sense
so far?
Student: 3
Tutor: Excellent
Student: 33333333333333333333333333
Tutor: Now we have these number left -5 -8 -6
Student: 3
Tutor: From these number which one is the biggest? So try and think of a number line,
which number is closest to 0?
Student: -5
Tutor: Well done Mariana, that points us to answer D! 7, -5, -6, -8
Student: D3
Tutor: Bye for now!
Student: Bye thanks for your help!

OCEAN Persona (Generated by GPT-4.1)
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Reasoning: The student demonstrates understanding of mathematical concepts when
prompted and is able to follow the tutor's guidance. Their responses are brief and sometimes
enthusiastic (e.g., 'YEARH!', multiple checkmarks), but do not show much elaboration or
curiosity beyond the immediate task, suggesting neutral openness. The student is responsive
and follows instructions, indicating a reasonable level of conscientiousness, though there is
no evidence of independent organization or planning, so this is also neutral. The student is
not very talkative and gives short answers, which suggests low extraversion. The student is
polite, cooperative, and expresses gratitude at the end, indicating high agreeableness. There
is no evidence of anxiety, frustration, or negative emotions, so neuroticism appears low.
Openness: neutral
Conscientiousness: neutral
Extraversion: low
Agreeableness: high
Neuroticism: low

Oracle Summary (Generated by GPT-4.1)

The student demonstrates a basic understanding of mathematical concepts when prompted,
correctly identifying "descending order" as "biggest to smallest" and, with guidance, selecting
the correct answer. Initially, the student makes a conceptual error by choosing -5 as the
largest number, indicating some confusion about the relative size of negative and positive
numbers. However, the student is receptive to feedback, quickly adjusts their thinking
when the tutor explains, and successfully applies the number line strategy when prompted.
Behaviorally, the student is highly responsive, frequently uses a�rmative emojis (3 ) and
enthusiastic language, and often provides brief, sometimes minimal, answers, suggesting
a preference for quick con�rmation over detailed explanation. The student is agreeable
and polite, expressing gratitude at the end, and shows openness to learning by engaging
with the tutor's questions. Linguistically, the student uses informal, enthusiastic responses,
sometimes with spelling errors ("YEARH!," "Wich numbers," "Ohh -5"), and tends to favor
emoji-heavy, concise replies over elaboration. Overall, the student is eager, agreeable, and
responsive, with a tendency toward impulsive answers but a willingness to learn and correct
mistakes when guided.

Retrieved ICL Example
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Student: Hello!
Tutor: Hiya! How can I help?
Student: May you help me please? Am very stuck!
Tutor: of course!
Student: Thank you
Tutor: are you stuck on writing numbers in desending order?
Student: yes
Tutor: do you know what descending means?
Student: Is it largest to smallest? I don't really know?
Tutor: that's correct!
Student: Oh. . .
Tutor: so which one is the largest?
Student: 7
Tutor: good, now which is the next biggest?
Student: -5
Tutor: good! now what?
Student: -6
Tutor: good! and �nally?
Student: -8
Tutor: good!
Student: oh that was easy! hehe
Tutor: would you like any more help?
Student: i want to say a big thank you for helping me!
Tutor: hahah no problem! You did very well! Have a nice evening!

Table 5.11: Example dialogue, question, solution, and associated context provided to
OCEAN, Oracle, and ICL prompting methods. Emojis except checkmark are removed.

5.6 Conclusions and Future Work

In this paper, we introduce the task of simulating student utterances in tutoring

dialogues. We propose a suite of metrics that measure realism of a simulated student

turn with respect to a reference student turn. We benchmark a wide range of �ne-tuned

and prompting-based methods, �nding that while �ne-tuning and RL outperform

prompting, there is a long way to go before LLMs can fully resemble real student

behavior in dialogues.

There are many avenues for future work. First, since we use simple RL methods, it

is possible that more advanced techniques leveraging reasoning or data augmentation

would result in signi�cantly better performance. Second, due to data constraints, we
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evaluate each dialogue in isolation. However, with available data, future work could

include prior student information, such as prior dialogues or knowledge states, for

more context in such simulations. Third, since we only explore simulation realism at

the turn-level, future work should further extend our metrics to measure realism at

the dialogue-level. Fourth, while we have shown that our metrics are reliable reference-

based measures of student behavior, future work should investigate reference-free

metrics for settings where ground-truth data is not available. Finally, since we only

explore dialogues based on math problems, future work should extend to dialogues in

other domains, such as computer science and language learning.
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CHAPTER 6

CONCLUSIONS

In this thesis, I presented the problem of aligning LLM-based simulated students

with real students, introduced �ne-tuning methods for achieving this alignment, and

demonstrated how the resulting simulated students can be used to align educational

content and systems with student outcomes. I demonstrated that LLMs are capable

of modeling student ability and knowledge in domains such as open-ended question

answering and tutoring dialogues, but that �ne-tuning is necessary for LLMs to faith-

fully re�ect student knowledge and response patterns. I showed that my proposed

�ne-tuning approaches achieve greater LLM-student alignment than traditional ap-

proaches across domains, primarily by integrating student knowledge and behavior

into training through reward functions and knowledge-centered objectives. I also

demonstrated that by leveraging simulated students, we can achieve greater content

alignment, expressed in both question di�culty alignment and tutor behavior that

improves student outcomes, compared to baseline approaches that rely on prompting

pre-trained LLMs or �ne-tuning without simulated students. Finally, I introduced

a framework for evaluating the realism of simulated students in dialogues, facilitat-

ing future research to develop methods that more faithfully resemble real students,

and subsequently improving the alignment of downstream educational AI that uses

simulated students in-the-loop.
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6.1 Future Work

There are many potential future directions building on this thesis. I present three

broad research areas that can bene�t from simulated students: personalization, open-

ended learning environments, and agentic educational assistants. I detail challenges

and goals in each of these areas, how simulated students can help, and areas of

improvement for simulated student methods.

6.1.1 Data-Driven Personalization and Adaptation

The �one-size-�ts-all� model is common in education, where an entire group of

students follow the same pre-de�ned curriculum. However, there are many reasons why

di�erent students should study di�erent materials, practice with di�erent questions, or

be assessed in di�erent ways. For instance, students from di�erent cultural backgrounds

can have diverging perspectives on certain topics, and therefore may be disadvantaged

when only being assessed on items from a single cultural perspective. Students also

have a wide variety of interests that can be leveraged when recommending or generating

content to keep them engaged. Students with lower levels of motivation may �nd it

di�cult to continually practice items, so may bene�t more from tutoring and high

levels of encouragement. Finally, students with learning disabilities may require that

concepts are introduced at di�erent rates.

Therefore, we need to design AI systems that intelligently adapt to each student

to address diverse backgrounds and needs, while maintaining fair and high quality

practice and assessments. While some personalization is currently supported in current

learning platforms, such as di�culty-based item recommendation, highly personalized

AI-driven features, such as interest-guided item generation or tutoring grounded in

a student's personality, are not widely adopted. The development of such features

should be supported by LLM-based student models and simulations, where predictions

of how students will respond to items and subsequently learn from them are used as
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feedback to the content-generating system. As suggested by experimental evidence

in this thesis, such student models will bene�t from alignment training. However,

new alignment methods will likely be needed to ensure that models are representing a

student's knowledge and behavior faithfully. In particular, while methods in this thesis

condition on local information, such as a single dialogue session or ability estimate,

educational platforms often have access to large amounts of data per student, including

historical question answers, clickstreams, and potentially speci�ed preferences. Future

alignment methods will need to leverage such rich sources of data to form a more

wholistic view of a student and make more accurate predictions of future learning and

behavior.

6.1.2 Open-Ended and Creative Learning Environments

The modalities of student modeling have historically been narrow, typically captur-

ing binary correctness of responses, and more recently open-ended text. Additionally,

learning platforms typically use multiple-choice and cloze questions since they are

easy to grade; while platforms have also begun implementing dialogues more widely,

these activities represent a small fraction of those in a typical classroom, especially

for younger students. Broader student observations, including auditory utterances

and physical interactions, across diverse learning settings can give greater insights on

a student's thinking process, behavioral patterns, and a�ective states. For example,

the way that students move around a classroom when playing interactive games can

give information on their social skills and engagement in the class. Using multi-modal

generative AI and world models, we can construct student models that extend beyond

correctness and text, and push into visual, auditory, and physical spaces.

Such modeling will facilitate tutoring in undersupported domains like art and

music, and help foster students' 21st-century skills, such as the 4 Cs (creativity, critical

thinking, collaboration, and communication). For example, we can build multi-modal
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student models to represent music learners, building on recent work that enables

real-time human-AI musical interaction [210, 251], to enable adaptive music tutors.

Music tutoring agents can support creative learning by generating musical tasks in

real-time that aim to improve the student's creative and performative skills. Similar

to existing adaptive tutors, these agents can adapt to a student's background, musical

preferences, and skill level to boost engagement and learning.

We can support 21st-century skill learning in open-ended environments using a

two-stage approach: 1) �ne-tuning LLMs to assess these skills using targeted rubrics

and guidance from teachers, and 2) integrating AI into various stages in long-term

projects and group work. For instance, an AI tutor can interact with a student

during project ideation to both encourage creativity and to assess a student's critical

thinking for planning out the project. As the project progresses and the student

creates materials such as literature reviews or presentation slides, the AI tutor can

track how the student's 21st-century skills have developed and make suggestions to

foster skills where the student is struggling. This end-to-end process can initially play

out with simulated students to gauge e�ectiveness, where simulation data can be used

to re�ne strategies before being deployed in classrooms.

6.1.3 Agentic Educational Assistants

Recent proprietary LLMs have become powerful generalist agents, leveraging

reasoning and tool use to accomplish a large set of tasks, including ones not seen

during training. However, these models often underperform in educational tasks, such

as creating content that is calibrated to the goals of a particular class, realistically

simulating student responses, and predicting student errors. Building upon the

previously mentioned goals of personalization and multi-modal modeling in open-

ended environments, we can pursue an agentic AI system that can reliably solve a
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range of novel tasks in education, follow strong yet con�gurable pedagogical practices,

and adapt to the particular needs of diverse student populations.

Such systems can be designed with simulated students at the core: when executing

a task, a multi-agent planning stage can take place, where an expert agent proposes

solutions which are then veri�ed using simulated student agents. An example use case

is a teacher seeking to create a new course curriculum, where they could describe the

desired outcomes of their course and provide relevant historical student data as input.

The teacher would collaborate with the system to re�ne a curriculum that gives a

high chance of all students meeting the desired goals, where the system supports its

reasoning in an interpretable way by citing applied pedagogical principles, examples

from student data, and simulation results. Such a system will not only improve

teachers' e�ectiveness, but will employ data-driven techniques in a dynamic and broad

way to deliver fast, reliable, and explainable solutions to challenging problems in a

quickly evolving educational landscape.
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