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Thesis Objectives 

ÅReinforcement learning 
ïCombines optimization and machine learning 

ÅChallenge: Existing methods are unreliable 
ïHard to use, analyze, and trust 

ÅObjective: Develop more reliable methods  that: 
ïProvide better guarantees 
ïAre easier to use, analyze, understand 

ÅMy approach:  
1. Deepen understanding of basic principles 
2. Build algorithms based on the basic principles 
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Application: Managing River Dam 

Reservoir 

Irrigation 

Water Inflow 

Electricity Price 
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Application: Managing Blood 
Inventories 

Å Managing blood inventory 

ïMinimize shortage ς demand 
that is not satisfied 

ïMaximize utilization ςuse 
before it perishes 

ÅTake advantage of blood-
type compatibility 
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Domain Model 

ÅMarkov Decision Process 
ïStates (grid) 
ïActions: 

ÅOptimal value function ς 
best utility of being in each 
state 
ÅOptimal policy ς  decision 

each state 
ÅOptimal state visitation 

frequencies ς how much 
time in each state 
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Maximize rewards 
Infinite horizon: discount: ɹ  
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Value Function and Policy 

ÅTrue solution: policy 

ÅCalculate policy      from VF     

ïTake the best greedy action 

ÅCalculate VF for policy 

ïAdd rewards  for policy 

ÅPolicy visitation frequencies 

ïHow much time policy spends in a state 

ïUpper bound (importance of a state)  

16 13  6 9 

12 11  8 6 
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Approximate Value Function 

ÅToo large ς must approximate 

ÅValue function based on state 
features 

 

 

 

ÅLinear value function 
approximation 

ÅRepresentable value functions 
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Restrict The Space of Value Functions 

Small number of features 

ÅValue function represented 
a small number of features 

L1  Regularization 

ÅLarge number of features 

ÅSmall volume 

Representable value functions 
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Value Function Approximation: 
Objectives  

ÅHow good is a policy     ?  

ÅExpected policy loss 

ÅRobust policy loss 

ÅHow good is a value function    ? 

ïQuality of a greedy policy   

ÅDesirable bounds: for some      

Optimal  
value function 

Initial 
distribution 
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Components of Value Function 
Approximation 

Samples 
Examples of state 

transitions 
Level = 1 
Level = 10 
Level = 12 

Features: 
Representation 

Water level 

Algorithm 

Value Function 

Policy 
Level 1-> Discharge 5 
Level 2-> Discharge 7 
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Error Bounds in Value Function 
Approximation 

Samples 

Features 

Algorithm 
Value 

Function 
Policy 
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Policy 
Loss 

Online Error 
Bounds 

Offline Error 
Bounds 

How good is the 
policy? 

How good is the  
value function? 

How good is the  
algorithm? 
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Objectives 
ÅIf solved a problem using RL then patent it [Powell 

2007] 
 

ÅMajor challenge: Off-the-shelf methods that are 
easy to use by non-practitioners 
 
ÅI propose algorithms guided by error bounds 
ïStrong guarantees & easy analysis 
ïGood practical performance 

ÅEasier to use, because we know: 
ïWhen they work 
ïWhy they do not work 
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Why Is It Difficult? 

ÅMany components must interact; 
balance errors: 
ïRepresentational error: Due to features 

 

ïSampling error: Due to missing samples 

 

ïAlgorithmic error: Due to approximate 
optimization 

ÅBetter understand components to 
understand interaction 

 

Samples 

Features 

Algorithm 
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My Approach * 

MDP Algorithm Approximation 
Bounds ?? 

ωHow good is the result? 

Algorithm ?? 
ωHow to minimize the 

bounds? 

Approximation Bounds 

Classical Iterative Algorithms 

 Optimization-based algorithms 

Approximate Dynamic Programming = Value Function Approximation 
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Main Contributions 

ÅBottom-up: From simple to 
complex 

ÅNew and improved methods for  

1. Tight online error bounds 

2. VFA algorithms with strong 
guarantees 

3. Evaluating sample quality 

4. Automatically selecting features 
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Outline 

1. Framework 
 Value function approximation 

2. Optimization-based Formulations 
 Approximate linear and bilinear 
 programming 

3. Sampling Bounds 
 How good are samples 

4. Feature Selection 
 How to select good features 

Samples 

Features 

VFA Algorithm 

Value Function 

Policy 
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FRAMEWORK AND ITERATIVE 
ALGORITHMS 
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Bellman Operator    

ÅPropagates the expected value backwards 

ïTransition probabilities 0.5 

 

 

 

ÅBellman residual 

ïBR: | 8 ς (0.5*10+0.5*20) |  = | 8 ς 15|  = 7  

ïMeasures self-consistency of the value function 
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Online Error Bounds:  
Robust Policy Loss 

Optimal  
value function 

Policy 
value function 

Approximate  
value function 

Bellman residual 

Discount factor 

19 

Robust Policy 
Loss 
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Online Error Bounds:  
Expected Policy Loss * 

Optimal  
value function 

Policy  
value function 

Approximate  
value function 

Bellman residual 

Discount factor 
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Online Error Bounds:  
Expected Policy Loss (Distribution) * 

Optimal  
value function 

Policy  
value function 

Approximate  
value function 

21 

Upper bound on state 
visitation frequencies 
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Approximate Policy Iteration 

Å Difficulty: Bellman operator is nonlinear 

Å API: Classical iterative VFA algorithm 

 

 

 

 

Å Bellman operator is linear for a fixed policy 

Å Based on policy iteration 
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Approximate Policy Iteration 

ÅNo convergence guarantees 

ÅDo not know when to stop 
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Offline Bounds for API * 

ÅApproximation Error Bounds 

 

 

ÅNo convergence 

ÅLarge constants 

ïPossibly larger than value function 

Desirable  
bound 
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OPTIMIZATION-BASED 
FORMULATIONS 

Samples 

Features 

VFA 
Algorithm 

Value 
Function 

Policy 
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Main Idea 

ÅMinimize online bounds ς the bounds should be 
as tight as possible 
 
 
 
 
 
 
 
ÅFor now assume that all samples are known 
 

Value function 

Online error bound 

Policy loss 

Offline error bound 
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Approximate Linear Programming 

ÅClassical approximation 
method 

ÅFormulation 
ïConstraints: transitions 

ïVariables: features 

ÅGuaranteed to converge 

 

ÅUsually based on LP for 
MDPs 

 
June 7th 2010 27 



Approximate Linear Programming as 
an Optimization-based Method * 

ÅLP to minimize online error bounds 

ÅRobust policy loss cannot be LP (P<NP) 

 

 

ÅExpected policy loss as LP 

 

ïEasy to formulate as an LP when        is fixed 

ïVisitation frequencies        depend on  
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ÅBound for opt-basedALP 

 

 

 

ÅGood value of         is often unknown 

ïBound approximate value function 

ALP: Offline Error Bounds * 

Closest approximation June 7th 2010 29 



ALP: Practical Performance * 

ÅApplied to blood inventory management 

 

 

 

 

 

ÅThe bound is tight 

 

 

 

 

Generic-ALP 

 Myopic 

Solution quality 
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ÅMinimize a tighter online bound 

 

ÅLinear program: 

 

 

ÅOffline error bound 

RALP: Alternative Formulation* 

Does not depend on: 
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Approximate Linear Programming 

ÅRALP: good performance  

ÅAlternatives necessary 
ïBounds are loose  

ïNeeds prior knowledge 

 

ïOften does not work 

ÅWhy use ALP? 
ïEasy to solve & analyze 

ïSometimes works well 

 

Blood inventory management 
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Approximate Bilinear Programming 

 

 

ÅApproximate policy iteration 

 

ÅApproximate linear program 

 

ÅApproximate bilinear program Policies 

Values 

Policies 

Values 

Policies 

Values 
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Approximate Bilinear Programming: 
Derivation * 

ÅFormulations for all online error bounds 

ÅRobust policy loss 

 

 

ÅExpected policy loss (no prior knowledge) 

 

 

ÅExpected policy loss (prior knowledge) 
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Approximate Bilinear Programming * 
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